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Summary

Deep learning has become a central technology in modern artificial intelligence,
enabling substantial progress in perception, representation learning, and decision-
making. Its impact is particularly evident in computer vision, where neural net-
works have achieved strong performance across recognition and large-scale visual
understanding tasks. At the same time, the design and deployment of these models
increasingly involve constraints that go beyond predictive accuracy alone. Models
may need to operate under limited computational budgets, adapt to settings where
annotations are few or unavailable, and be evaluated under conditions that better
reflect real deployment scenarios. Neural Architecture Search (NAS) provides a
systematic framework to automate architecture design, but its practical adoption
is still limited by the cost of candidate evaluation, assumptions on the availability
of validation labels and simplified benchmarking protocols.

This thesis investigates practical Neural Architecture Search for computer vi-
sion, focusing on efficient search methods and realistic evaluation. Rather than
treating NAS as a generic optimization procedure, it studies how architecture
search can be adapted to settings in which optimization cannot rely directly on
the final validation objective, either because target labels are unavailable or be-
cause candidate training must be avoided, and in which evaluation must account
for deployment-relevant criteria beyond in-domain predictive accuracy. This per-
spective is developed along two main directions: first, the design of search strategies
that remain effective under practical constraints, such as limited target supervision
and limited computational budgets; second, the construction of evaluation settings
that better reflect modern architectures, large-scale data, and deployment-relevant
trade-offs.

The first part of the thesis addresses NAS in the context of Unsupervised Do-
main Adaptation (UDA). In this setting, labeled data are available only from a
source domain, while labels from the target domain cannot be used during train-
ing or model selection. Moreover, many effective UDA pipelines rely on pre-
trained backbones, making full-network search undesirable in practical scenarios.
To address these limitations, the thesis introduces Adversarial Branch Architecture
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Search (ABAS), a framework that restricts the search to the auxiliary adversarial
branch attached to a pretrained backbone. ABAS combines multi-fidelity Bayesian
optimization with an ensemble-based model selection strategy that estimates target-
domain performance from complementary unsupervised signals, enabling architec-
ture search without target supervision.

The second part focuses on reducing the computational cost of NAS through
training-free evaluation. Instead of training each candidate architecture, the pro-
posed methods rely on proxy metrics computed at initialization. FreeREA com-
bines complementary zero-cost indicators within a modified evolutionary algorithm,
showing that training-free evaluation can guide the search toward competitive ar-
chitectures under both unconstrained and resource-constrained settings. This di-
rection is further extended with the introduction of Entropic Score, a data-agnostic
metric designed to capture topology-related properties of candidate networks. By
decoupling the optimization of topology and model size, the proposed strategy as-
signs dedicated proxy signals to different architectural dimensions, showing that
efficient NAS can benefit from a structured use of training-free estimates.

The final part addresses the evaluation of NAS methods. Many existing bench-
marks rely on small datasets and predominantly convolutional search spaces, which
only partially reflect modern vision architectures and deployment constraints. To
overcome these limitations, the thesis introduces HyViTas-Bench, a benchmark for
hybrid CNN-ViT architectures trained on a reduced, yet large-scale, ImageNet-
based dataset. The benchmark includes repeated training runs, latency measure-
ments across heterogeneous hardware platforms, out-of-distribution evaluations,
and precomputed training-free proxies. Its analysis highlights that architectural
quality is multidimensional, since in-distribution accuracy, robustness, latency and
proxy-based rankings do not always align.

Overall, this thesis contributes methods and evaluation tools for Neural Archi-
tecture Search under realistic constraints, highlighting the need for efficient search
procedures, appropriate performance estimators, architecture-aware proxy metrics,
and benchmarks capable of exposing practical trade-offs.

Keywords: deep learning, computer vision, automl, neural architecture search,
efficient neural networks
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Chapter 1

Introduction

Over the past decade, Artificial Intelligence (AI) has first attracted progres-
sively growing attention and then experienced an unprecedented surge, with AI
models becoming increasingly pervasive. Historically, neural networks research has
largely prioritized task performance, devoting comparatively less effort to efficiency
and deployability [4], [108]. Yet real-world applications impose constraints, often
in terms of computational budget and memory footprint [70], but also in terms of
the amount, quality and accessibility of data [146].

These constraints are becoming ever more pressing as modern models scale to
hundreds of billions or even trillions of parameters [32], [130]. While such large
models are typically hosted in large-scale datacenters, where compute availability
and energy supply may appear less limiting, this centralization is not a definitive
solution. Rather than eliminating resource constraints, it shifts them to the data-
center level: the resources required to train and run these models are increasingly
challenging even in that setting [50], [92]. Energy consumption can be enormous,
hardware cooling demands substantial water [65], and the production and supply
of specialized hardware are struggling to keep pace with the growth of datacenter
infrastructure [89].

Moreover, offloading computation to remote systems is not always viable nor
desirable. Remote execution introduces latency that may be unacceptable for time-
sensitive applications [14], [83], and it transfers control over both computation and
data to third parties that may not be fully trusted [14], [110]. In many scenarios,
deploying AI locally is therefore preferable and, even when remote computation is
feasible, the underlying resources should not be treated as effectively infinite.

Traditionally, the development of new machine learning models has relied heav-
ily on an iterative trial-and-error process that demands substantial time, expertise
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and computational resources. This reliance initially encouraged the adoption of
standardized, well-established architectures, which offered strong performance and
predictable training behavior across a range of tasks. As the demand grew for
models tailored to specific data modalities, problem settings and deployment con-
straints, the limitations of manual design became increasingly evident. This shift
motivated the development of automated approaches for optimizing the machine
learning pipeline [44]. In particular, the architecture-design stage began to be
addressed through algorithmic procedures, giving rise to the field of Neural Archi-
tecture Search (NAS) [153], which aims to automatically discover neural network
architectures that satisfy task objectives and practical constraints.

At a high level, NAS formulates architecture design as an optimization prob-
lem. Candidate networks are drawn from a search space, typically defined by a set
of building blocks (i.e., operators) and composition rules that describe the family
of architectures of interest. A search strategy then explores this space in order
to identify high-performing designs, guided by an evaluation criterion that reflects
the target objective, such as predictive accuracy, possibly combined with addi-
tional terms accounting for latency, memory footprint or other deployment-related
requirements.

This thesis investigates the automation of neural network design with the goal
of explicitly accounting for practical constraints, including the deployment target,
available computational budget, and data availability. In this context, it is impor-
tant to note that NAS has historically been associated with substantial computa-
tional cost, largely because candidate architectures must be evaluated repeatedly
during search. Although NAS can identify architectures that are efficient at infer-
ence time, its benefits may be undermined if achieving them requires training and
evaluating thousands of candidate networks.

To address this limitation, the community has developed one-shot [40], [69]
and zero-shot (often referred to as training-free) [1], [85] NAS paradigms. One-
shot approaches approximate the search by training a single over-parameterized
supernet, while zero-shot methods aim to rank or select architectures by using
heuristic performance metrics, without training candidate networks at all. Since
search efficiency is itself a practical constraint, a significant part of this thesis
focuses on training-free NAS paradigms that enable architecture optimization under
tight computational budgets.
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1.1 Contributions

This thesis focuses on the development of practical and computationally effi-
cient methodologies for automating deep learning model design via Neural Archi-
tecture Search (NAS), addressing key challenges related to supervision availability,
computational efficiency, and realistic evaluation settings.

In the first part of this thesis, we introduce a NAS framework for Unsupervised
Domain Adaptation (UDA). UDA addresses the problem of learning models that
generalize to a target data distribution for which labeled samples are not available
at training time, while labeled data are accessible from a related but distinct source
distribution. The objective of UDA is to mitigate the distributional shift between
source and target domains, enabling effective knowledge transfer without target su-
pervision. Several UDA approaches rely on auxiliary architectural branches, such
as domain discriminators or self-supervised pretext-task modules, which are inte-
grated into the network to promote domain-invariant feature representations. The
architecture of such auxiliary branches is often designed in a heuristic or simplistic
manner. While these designs can be effective in practice, they are not guaranteed
to be optimal. A natural objective is therefore to automatically optimize the ar-
chitecture of the auxiliary branch. However, this poses a fundamental challenge:
during training, and consequently during architecture optimization, the model per-
formance on the target domain is unknown, as target labels are not available. As
a result, target-domain accuracy cannot be directly used as an optimization signal
to guide the architecture search. To address this issue, the proposed framework
introduces a cross-domain performance predictor, which estimates the model ef-
fectiveness on target data and enables architecture optimization in the absence of
target supervision.

The second part of the thesis advances zero-shot NAS by introducing evolution-
based strategies that leverage combinations of training-free metrics as proxies for
final model accuracy. These approaches enable fast and resource-efficient architec-
ture search, requiring little computational power, while still achieving performance
competitive with, and in some cases superior to, training-based NAS baseline meth-
ods. Building on this perspective, we explore how different training-free metrics
capture complementary aspects of network quality, such as trainability and ex-
pressivity. These metrics are combined and embedded within evolutionary search
algorithms to efficiently guide the exploration of the architecture space. Overall,
this part of the thesis demonstrates that carefully designed training-free evaluation
strategies, coupled with tailored evolutionary search mechanisms, can effectively
replace costly training-based NAS pipelines, enabling fast, scalable and practically
deployable architecture search under strict computational constraints.
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The final part of the thesis addresses the challenge of realistic and reproducible
evaluation of NAS methods. While substantial progress has been made in reducing
the computational cost of NAS through one-shot and zero-shot approaches, the
evaluation of these techniques, and of NAS methods in general, is still predomi-
nantly conducted on benchmarks based on small-scale datasets and search spaces
that are largely limited to purely convolutional networks. To overcome these lim-
itations, this thesis introduces a benchmark specifically designed for hybrid con-
volutional and transformer-based architectures and based on a large-scale dataset.
The proposed benchmark provides a comprehensive evaluation framework for both
training-based and training-free NAS methods on a large-scale dataset. In addi-
tion, it enables the systematic analysis of out-of-distribution generalization across
different architectures, and it includes hardware latency measurements to assess
inference efficiency on real computing platforms.

1.2 Outline

The remainder of the thesis is structured as follows. In Chapter 2, we present an
overview of the fundamental concepts in deep learning for computer vision, together
with an introduction to Neural Architecture Search. More specifically, Section 2.2
reviews the main classes of Neural Architecture Search methods, and Section 2.3
provides an overview of the key architectural patterns adopted throughout the
thesis.

Chapter 3 presents an application of Neural Architecture Search to the Unsuper-
vised Domain Adaptation (UDA) setting, investigating the automated optimization
of auxiliary branch architectures commonly employed in domain adaptation meth-
ods. In particular, the chapter introduces the Adversarial Branch Architecture
Search (ABAS) framework and Ensemble Model Selection (EMS), which enable
architecture optimization in the absence of target-domain labels.

Chapter 4 focuses on efficient Neural Architecture Search through training-
free metrics. In Section 4.3, we introduce FreeREA, a novel evolutionary method
that explores the search space without training candidate networks, leveraging the
training-free performance proxy LogSynflow. In Section 4.4, we extend the discus-
sion to transformer-based architectures, showing how the search over model size and
topology can be decoupled, and we propose Entropic Score as a dedicated metric
for topological spaces.

In Chapter 5 we address the problem of benchmarking NAS methods, with a
particular focus on hybrid architectures that combine convolutional networks and
vision transformers, as well as on the representativeness of the evaluation data. We
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introduce HyViTas-Bench, to the best of our knowledge the first NAS benchmark
based on a hybrid CNN-ViT search space. We show that architectures achieving the
highest in-distribution performance do not necessarily exhibit the best generaliza-
tion capability to shifted data distributions. Hence, we include Out-of-Distribution
evaluation metrics as part of the benchmark. Finally, to support deployability-
oriented studies, HyViTas-Bench provides latency measurements across a broad
range of hardware platforms.

1.3 Publications

The following list provides a comprehensive chronological list of the author’s
publications. Please note that only the papers marked with a ⋆ are included in this
thesis.

• M. R. Loghmani, L. Robbiano, M. Planamente, K. Park, B. Caputo, and M.
Vincze, Unsupervised domain adaptation through inter-modal ro-
tation for RGB-D object recognition, IEEE Robotics and Automation
Letters, vol. 5, no. 4, pp. 6631-6638, 2020. Presented at IROS 2020 [74]

• L. Robbiano, M. R. Ur Rahman, F. Galasso, B. Caputo, and F. M. Car-
lucci, Adversarial branch architecture search for unsupervised do-
main adaptation, in Proceedings of the IEEE/CVF winter conference on
applications of computer vision, 2022, pp. 1008-1018 [103] ⋆

• N. Cavagnero, L. Robbiano, B. Caputo, and G. Averta, FreeREA: Training-
free evolution-based architecture search, in Proceedings of the IEEE/CVF
winter conference on applications of computer vision, 2023, pp. 1493-1502 [11] ⋆

• N. Cavagnero, L. Robbiano, F. Pistilli, B. Caputo, and G. Averta, Entropic
score metric: Decoupling topology and size in training-free nas, in
Proceedings of the IEEE/CVF International Conference on Computer Vision
Workshops, 2023, pp. 1459-1468 [12] ⋆

• L. Robbiano, F. Pistilli, and G. Averta, A CNN-ViT hybrid architecture
search benchmark on a large-scale dataset, IEEE Access, vol. 13, pp.
209 965–209 979, 2025 [102] ⋆

5



6



Chapter 2

Background and Related Works

2.1 Problem setting and formulation

2.1.1 Neural Architecture Search as an optimization prob-
lem

Neural Architecture Search (NAS) aims to automate the design of neural net-
work architectures by framing architecture design as an optimization problem over a
predefined search space. Let A denote the search space, that is, the set of candidate
architectures considered during the search. Each candidate architecture Θ ∈ A is
evaluated by an objective function J (Θ), which quantifies its quality according to
the target criterion of interest, such as predictive performance on a validation set.
The NAS problem can then be formalized as the search for the architecture that
maximizes such an objective:

Θ
∗ = arg max

Θ∈A

J (Θ) (2.1)

In this formulation, A may be a fully discrete space, for example when it is defined
by a finite set of architectural choices, or a hybrid space including both discrete
design variables and continuous hyperparameters. More generally, the definition
of A determines which aspects of the architecture can be optimized, such as the
network topology, the depth and width of its stages, the type of computational
blocks, or their internal configuration.

This formulation highlights the main conceptual components of a NAS problem.
First, the search space specifies the set of admissible architectures. Second, the ob-
jective function defines the property to be optimized. Third, a search procedure
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is required to explore or optimize over A, since exhaustive evaluation is generally
infeasible except for very small spaces. Different NAS methods implement this
search procedure in different ways. Some approaches explicitly compare individual
candidate architectures, whereas others optimize a relaxed or over-parameterized
representation of the space and derive the final architecture only after this opti-
mization process. Despite these differences, they can all be interpreted within the
same general formulation given above.

Under this perspective, NAS should be regarded as a general optimization
framework rather than a specific algorithmic pipeline. What changes across meth-
ods is not the underlying problem definition, but the way in which the search space
is parameterized, the optimization is carried out, and candidate architectures are
evaluated. In this thesis, such a framework is considered primarily in the context
of computer vision, with a predominant focus on image classification, although the
same formulation naturally extends to broader application domains.

2.1.2 From the true objective to estimators

While the NAS problem can be expressed in terms of an objective function
J (Θ), directly computing such an objective is often impractical. Typically, as-
sessing the actual quality of an architecture would require a complete training and
evaluation pipeline, whose cost may be prohibitive during search. As a consequence,
NAS methods often rely on an alternative evaluation signal J̃ (Θ), used as a proxy
for the target objective:

Θ
∗ = arg max

Θ∈A

J̃ (Θ) , J̃ (Θ) ≈ J (Θ) . (2.2)

The distinction between J (Θ) and J̃ (Θ) is central in NAS. The former represents
the true quantity of interest, whereas the latter denotes the signal that is effec-
tively accessible and used during optimization. Depending on the method and on
the experimental setting, J̃ (Θ) may correspond to a partial training evaluation,
a weight-sharing estimate, a predictor-based surrogate or a training-free metric
computed at initialization.

2.1.3 Practical NAS scenarios

The formulation introduced above naturally covers different NAS settings, de-
pending on the nature of the optimization objective and on the presence of addi-
tional constraints. In the simplest case, NAS can be posed as an unconstrained
optimization problem, where the goal is to identify the architecture that maximizes
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the target objective within the search space as defined in (2.1). In this setting, the
search is driven exclusively by the performance criterion of interest, typically pre-
dictive accuracy on a validation set, without imposing explicit limitations on the
computational or structural properties of the resulting model. This formulation
is common in many benchmark studies, where the primary goal is to assess the
effectiveness of a search strategy in identifying high-performing architectures.

A more realistic formulation is given by constrained NAS, in which the search
must satisfy one or more resource-related requirements in addition to maximizing
performance. In this case, the problem can be expressed as

Θ
∗ = arg max

Θ∈A

J (Θ) s.t. Ci (Θ) ≤ bi, i = 0, 1, . . . , m, (2.3)

where Ci (Θ) denotes the i-th cost associated with architecture Θ, and bi is the
corresponding admissible budget. Depending on the target application, such con-
straints may involve the number of parameters, floating-point operations, memory
usage, inference latency, or energy consumption. Constrained NAS is particularly
relevant when architectures are intended for resource-limited environments, where
predictive performance alone is not sufficient to determine the suitability of a model.

Beyond this distinction, many applications lead to practical NAS settings in
which the search problem is affected by additional limitations that are not fully
captured by standard resource constraints. In such scenarios, the challenge may
stem from the lack of complete supervision, from the need to preserve pretrained
components, from the high cost of architecture evaluation, or from the fact that the
benchmark objective only partially reflects the conditions of the final deployment
setting. As a consequence, NAS should not be interpreted only as the optimization
of predictive performance under optional resource budgets, but more generally as
the design of architectures under the constraints and approximations imposed by
real application contexts. This broader perspective is particularly relevant for the
contributions presented in this thesis, which address NAS under limited supervision,
under limited computational budgets, and under realistic evaluation conditions.

2.1.4 Evaluation dimensions and sources of mismatch

The quality of a neural architecture is inherently multidimensional. In the
most common formulation of NAS, the target objective is defined in terms of in-
distribution predictive performance, such as validation accuracy in image classifi-
cation. However, this criterion captures only one aspect of architectural quality.
Depending on the target application, additional dimensions of interest may also be
optimized, including performance under domain shift, computational and memory
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efficiency, inference latency, and robustness beyond the training distribution. More
generally, an architecture cannot be regarded as good in an absolute sense, but only
with respect to a given set of evaluation dimensions.

In principle, NAS could be formulated by jointly accounting for several such
dimensions. In practice, however, many methods reduce the problem to a scalar
objective, or to a constrained optimization setting in which one target metric is
maximized under resource budgets. A related line of research addresses this issue
more explicitly through multi-objective NAS, where multiple criteria are optimized
simultaneously. Even in this case, however, the relevance and interpretation of each
evaluation dimension remain strongly dependent on the final application context.

A further complication is that the quantities used to evaluate architectures
during search or benchmarking do not always coincide with the quantities that ul-
timately matter at deployment time. This gives rise to several forms of mismatch. A
first source is objective mismatch, which emerges when the score used during search
is only a proxy for the final trained performance, or when validation performance
does not fully reflect deployment behavior. A second source is data mismatch,
which arises when architectures are assessed on reduced-scale datasets rather than
on the intended full-scale setting, or when in-distribution evaluation is used as a
surrogate for robustness under distribution shift. Finally, the adopted evaluation
protocol may itself introduce distortions, since simplified or partial procedures can
affect the conclusions drawn about the relative quality of candidate architectures.
For these reasons, evaluating architectures in NAS should not be interpreted as
the measurement of a single universal and well-defined property, but rather as the
approximation of a broader and application-dependent notion of quality.

In this thesis, these aspects are addressed from complementary perspectives.
While multi-objective NAS is not treated explicitly, the discussion of different eval-
uation dimensions, including in-distribution performance, out-of-distribution be-
havior, and efficiency, is taken up more directly in the final part of the thesis,
where the problem of realistic benchmarking is addressed (Chapter 5).

2.2 Neural Architecture Search: method families

2.2.1 Search spaces

The search space defines the set of candidate architectures that a Neural Ar-
chitecture Search algorithm is allowed to explore. Its design is a central aspect
of NAS, as it determines both the expressive power of the search process and its
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computational cost, along with the difficulty of optimization and the extent to
which the discovered architectures can generalize beyond a specific benchmark. In
practice, NAS methods do not explore the space of all conceivable neural networks.
Rather, they operate on constrained design spaces, in which only specific architec-
tural choices are left variable while the remaining aspects are fixed a priori.

A common distinction is between cell-based and stage-wise search spaces. In
cell-based NAS, the search is restricted to a small computational cell, which is then
repeated multiple times to form the final, complete architecture. This design greatly
reduces the complexity of the search and has historically enabled efficient compar-
ison across methods on standard benchmarks. However, the resulting flexibility
is limited, since the global structure of the network is largely predetermined and
architectural diversity is concentrated within the repeated cell. By contrast, stage-
wise search spaces allow the architecture to vary at the level of broader network
stages, typically enabling different configurations across depth, resolution levels,
or groups of blocks. This setting is more expressive and better suited to modern
architectures, where different stages may play distinct representational roles, but
it also leads to a substantially larger and more complex optimization problem.

An orthogonal distinction concerns the type of architectural decisions repre-
sented in the search space. Some spaces primarily encode topological choices, such
as the presence of connections, the arrangement of blocks, or the selection of op-
erations and pathways. Others emphasize dimensional choices, including network
depth, channel width, expansion ratios, hidden dimensions, or the size of attention-
related components. Although these two aspects are often entangled in practical
search spaces, separating them conceptually is useful, since topology and dimen-
sionality affect model behavior in different ways and may benefit from different
search or evaluation strategies. This distinction is particularly relevant in the con-
text of this thesis, with the work presented in Section 4.4 explicitly exploiting the
idea that different zero-cost metrics may be more informative for topology than for
model size.

It must be noted that the search space does not necessarily need to cover the
entire architecture. In some scenarios, it may be preferable to preserve part of a
network, for instance a pretrained backbone, and restrict the search to selected
architectural components. This choice reduces the complexity of the problem and
may better reflect practical settings in which only specific modules are architecture-
sensitive.

The specific search spaces adopted in the remainder of this thesis are described
in the corresponding chapters, while the present section is limited to the main
conceptual distinctions needed to frame them.
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2.2.2 Search strategies

Given a search space, the search strategy defines how candidate architectures
are generated, explored, and refined during the optimization process. Different
strategies induce different trade-offs between exploration efficiency, computational
cost, and the ability to handle complex or high-dimensional search spaces. Over
the years, NAS research has explored a broad range of search strategies, from
simple uninformed baselines to highly structured optimization procedures. The
most representative method families are described in the following paragraphs.

Random search

Random search represents the simplest possible NAS strategy, as candidate
architectures are sampled from the search space without exploiting any explicit
model of past observations. Despite its simplicity, it plays an important role as
a reference baseline, since it provides a direct way to assess how much a more
sophisticated search strategy actually contributes beyond the design of the search
space itself. In sufficiently constrained spaces, random search can already yield
competitive results, which has made it a common point of comparison in the NAS
literature [63]. Representative examples include methods such as NASWOT [85],
where the focus is placed more on the architecture ranking criterion than on the
search policy itself.

Reinforcement learning-based methods

Reinforcement learning was among the earliest successful strategies for NAS.
In this setting, architecture design is formulated as a sequential decision process in
which a controller selects operations or connections and receives a reward based on
the performance of the resulting architecture. This formulation is highly flexible
and can naturally accommodate complex design spaces, but it is often associated
with high computational cost, since many candidate networks must be evaluated
before the controller becomes effective. Seminal examples include [153], which
established NAS as a practical research direction, and later cell-based approaches
such as NASNet [154], where reinforcement learning was used to discover reusable
architectural patterns.
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One-shot and differentiable methods

A major shift in NAS was introduced by one-shot and differentiable methods,
which were proposed to reduce the cost of repeatedly training separate candidate
architectures. The core idea is to relax the search problem so that many archi-
tectural choices can be embedded into a single over-parameterized model, often
referred to as a supernet, and optimized jointly through shared weights. In dif-
ferentiable NAS, architectural decisions are parameterized continuously, allowing
gradient-based optimization; in one-shot variants, the search is similarly performed
within a shared model. These approaches can dramatically accelerate search, but
they also introduce a potential mismatch between the ranking induced by the shared
supernet and the true standalone performance of the sampled architectures. Promi-
nent examples include DARTS [69] and ENAS [96], which have strongly influenced
subsequent NAS research.

Bayesian optimization

Bayesian optimization (BO) is particularly suited to optimization problems in
which evaluating a candidate solution is expensive. In NAS, this problem arises
naturally, since, unless proxy objectives are used, each evaluation of the objective
function may require partial or full training, or at least the computation of a non-
trivial performance estimate. Building on the NAS formulation introduced in (2.1),
BO approaches architecture search by treating J (Θ), i.e. the objective associated
with a candidate architecture, as an expensive black-box function. Rather than
evaluating a large number of candidates uniformly, BO aims to identify promising
architectures with as few evaluations as possible by learning, from past observa-
tions, a probabilistic surrogate of the objective. In the NAS literature, BO has
therefore emerged [113], [133], [143] as a sample-efficient alternative to more ex-
pensive exploration strategies, especially when the search budget is limited and
each evaluation is expensive.

At iteration t, let Dt = {(Θi, yi)}t

i=1 denote the set of evaluated candidates,
where Θi is an architectural configuration and yi is the corresponding observed
value of the objective. Bayesian optimization fits a probabilistic surrogate model to
Dt, which defines, for each candidate Θ, a predictive distribution over its unknown
performance. Then, the next candidate is selected by maximizing an acquisition
function:

Θt+1 = arg max
Θ∈A

α (Θ, Dt) , (2.4)

where α (Θ, Dt) balances the exploitation of candidates with high predicted perfor-
mance and exploration of candidates whose performance is still uncertain. In this
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sense, BO does not search directly on the true objective in (2.1), but on a sequence
of auxiliary optimization problems induced by the surrogate and the acquisition
rule. A common acquisition criterion is the Expected Improvement (EI), which
measures the expected gain over the best value observed so far, denoted by y+:

αEI = E

[

max
(

0, J (Θ) − y+
)

| Dt

]

. (2.5)

A candidate may be selected either because it has a high predicted objective value
or because its uncertainty leaves open the possibility of substantial improvement.
Other choices, such as upper confidence bound criteria, follow the same principle.
The key idea is that candidate selection is guided not only by what has already
been observed, but also by how uncertain the model remains in different regions of
the search space.

The effectiveness of BO in NAS depends crucially on the surrogate representa-
tion of architectures. Unlike standard hyperparameter optimization, NAS typically
involves discrete, structured and variable-topology objects, which are not imme-
diately suited to conventional continuous domain BO. For this reason, BO-based
NAS methods typically require an encoding of the architecture into a representation
suitable for surrogate modeling, or alternatively a surrogate specifically designed for
graph-structured inputs. This aspect is one of the main practical challenges of BO
in architecture search: while the optimization itself is conceptually sample-efficient,
its success depends on whether the surrogate can capture meaningful similarity
relations between architectures. Early methods such as NASBOT [55] explicitly
addressed this issue through architecture-aware modeling, while later approaches
such as BANANAS [133] combined BO with learned predictors tailored to neural
architectures.

Another important aspect is scalability. Classical BO is most effective when
evaluations are very expensive and the number of observations remains moder-
ate. As the search space grows in dimensionality and combinatorial complexity,
maintaining an accurate probabilistic model becomes more difficult, and the opti-
mization of the acquisition function may itself become non-trivial. In NAS, this
limitation is particularly evident in large search spaces with heterogeneous design
variables, where architectural topology, depth, width and training hyperparameters
may all vary simultaneously. For this reason, BO is often most attractive in settings
where the search problem is either moderately sized or intentionally restricted to a
subset of architectural decisions. In such cases, its ability to prioritize informative
evaluations may compensate for the additional modeling complexity.

An extension for NAS, particularly relevant for this thesis, is multi-fidelity
Bayesian optimization, in which candidate architectures can be evaluated under
different budgets. Letting Dt = {(Θi, ri, yi)}t

i=1, where ri denotes the budget as-
sociated with the i-th evaluation, the search process for (2.4) can exploit cheap
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low-fidelity observations to discard poor candidates early, while reserving more ex-
pensive high-fidelity evaluations for the most promising ones. In practice, the bud-
get may correspond to the number of training epochs, the amount of data used for
evaluation, or another resource-related quantity. This setting is especially natural
in NAS, since architecture evaluation is rarely all-or-nothing: partial information
can often be obtained much more cheaply than a full assessment. Among the meth-
ods in this family, BOHB [31] is particularly notable because it combines model-
based candidate selection with Hyperband-style [64] resource allocation. Instead of
relying exclusively on expensive full-budget evaluations, BOHB progressively allo-
cates larger budgets to promising configurations, thereby improving efficiency while
retaining the principled exploration mechanism of Bayesian optimization. This
combination is especially useful when the search jointly involves architectural and
hyperparameter choices, as it enables the algorithm to exploit partial evaluations
without abandoning probabilistic guidance. In this thesis, such a strategy is par-
ticularly relevant because it underlies the search procedure adopted in Chapter 3.

Evolutionary algorithms

Building on the NAS formulation introduced in Section 2.1.1, evolutionary al-
gorithms [72] approach architecture search as a black-box optimization problem
over structured and typically discrete design variables. Rather than exploiting gra-
dient information or an explicit probabilistic model of the objective, they maintain
a population of candidate architectures and iteratively improve it through selection
and variation. This perspective is particularly natural in NAS, where architec-
tures may differ in connectivity patterns, operations, depth, or width, and where
the objective associated with a candidate is often expensive, noisy, and not differ-
entiable. For these reasons, evolutionary methods have become one of the most
established search paradigms in NAS, especially in the setting where the search
space is combinatorial and difficult to optimize through continuous relaxations.

At iteration t, let Pt = {Θ0,Θ1, . . . ,ΘN} denote the current population of N

candidate architectures, and let Ĵ (Θ) denote the fitness associated with a candidate
Θ, where Ĵ may correspond either to the true objective or to an estimate obtained
through partial training or other proxies. An evolutionary NAS algorithm alter-
nates between parent selection, offspring generation, and population replacement.
In abstract form, this can be written as

Θ
parent
t ∼ S

(

Pt, Ĵ
)

, Θ
offspring
t ∼ V

(

Θ
parent
t

)

(2.6)

or, when recombination is used,

Θ
offspring
t ∼ V

(

Θ
parent(1)
t ,Θ

parent(2)
t

)

, (2.7)
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where S denotes the selection rule and V the variation operator. After evaluat-
ing the offspring, a replacement step yields the next population Pt+1. Although
this scheme is conceptually simple, it is flexible enough to accommodate different
encodings, structural constraints, and evaluation procedures.

Mutation and crossover play complementary roles. Mutation applies local
changes to an existing architecture, for example by modifying an operation, rewiring
a connection, or altering a structural hyperparameter. Crossover instead combines
information from two parents, potentially generating offspring that differ more sub-
stantially from either parent. In practice, evolutionary NAS often relies more heav-
ily on mutation than on crossover [42], especially when architectures are represented
as graphs or variable-length structures and recombination becomes harder to de-
fine robustly [72]. Selection mechanisms are similarly varied [72], and include elitist
strategies [116], roulette-wheel selection [138], tournament selection [118], and age-
based replacement [100].

A particularly influential instance of this family is regularized evolution, also
known as aging evolution, introduced in NAS by [100]. In this approach, the
population size is kept fixed, but replacement is governed by age rather than by
worst fitness. More specifically, at iteration t, a subset St ⊂ Pt of size n is randomly
sampled, and the parent is chosen as the best individual within that subset:

Θ
parent
t = arg max

Θ∈St

Ĵ (Θ) , |St| = n. (2.8)

A mutated offspring Θ
offspring
t is then generated from Θ

parent
t , evaluated, inserted

into the population, and the oldest individual currently in the population is re-
moved:

Pt+1 =
(

Pt ∪
{

Θ
offspring
t

})

\ {oldest (Pt)} . (2.9)

Replacement by age has an important effect: by removing the oldest candidate
rather than the worst-performing one, the algorithm avoids concentrating too early
around a small set of highly fit architectures and promotes a continuous turnover of
the population. In this sense, aging evolution acts as an implicit regularizer of the
search dynamics, encouraging broader exploration while preserving the simplicity
of mutation-based search.

Regularized evolution is especially well suited to NAS for several reasons. First,
it preserves the black-box nature of evolutionary search, and therefore does not re-
quire differentiability or handcrafted continuous relaxations. Second, tournament-
based parent selection provides a simple balance between exploration and exploita-
tion: only a small subset of the population is compared at each step, but better
candidates are still preferentially selected. Third, age-based replacement prevents
old individuals from dominating the population indefinitely, which could cause pre-
mature convergence. In the original REA [100] setting, this strategy was applied
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to a cell-based search space, where candidate cells were progressively evolved and
later stacked to form the final network. More generally, the family of methods
derived from regularized evolution has become one of the main reference points for
mutation-based NAS.

Evolutionary search is attractive for NAS because it combines a simple search
procedure with the ability to operate directly on discrete and structured representa-
tions. At the same time, its practical effectiveness depends critically on the quality
and cost of the fitness evaluation, since the search itself is usually inexpensive com-
pared with the repeated assessment of candidate architectures. In this respect, the
main limitation of evolutionary methods in NAS is the fact that standard training-
based evaluation can make the overall procedure computationally prohibitive. This
observation is particularly relevant to this thesis, which focuses on the practical
adoption of NAS methods. In this context, evolutionary search provides the con-
ceptual foundation for the training-free approach presented in Chapter 4. Specif-
ically, FreeREA builds on the regularized evolution framework, while introducing
modifications to the evaluation stage and enhancing the offspring generation mech-
anism.

2.2.3 Architecture evaluation and efficient performance es-
timation

Once the search space and the search strategy have been defined, the practical
effectiveness of a NAS method depends crucially on how candidate architectures are
evaluated during the search. This aspect represents one of the main bottlenecks
of Neural Architecture Search. In principle, the most faithful way to assess an
architecture is to fully train the corresponding model and measure its validation
performance under the target protocol. Such an evaluation provides the closest
approximation to the true objective introduced in Section 2.1.1, since it reflects
the behavior of the architecture after the complete optimization process. However,
repeating full training for a large number of candidates is typically prohibitively
expensive, especially when the search space is large or the models themselves are
computationally expensive. As a consequence, a large part of the NAS literature
can be interpreted as an attempt to construct evaluation procedures that remain
informative enough to guide the search, while being substantially cheaper than full
training.

A first way to reduce this cost is to evaluate candidate architectures under a
limited budget, rather than through a complete training pipeline. In this case, the
estimator Ĵ (Θ) is obtained from a partial observation of architectural performance,
for instance after a reduced number of optimization steps, on a smaller subset
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of data, or under another simplified evaluation protocol. More generally, multi-
fidelity approaches exploit the fact that architecture evaluation is often not an all-or-
nothing process: low-cost observations may already be sufficient to discard clearly
suboptimal candidates, while only a smaller subset of promising configurations is
evaluated more thoroughly. This principle is particularly useful when some form of
training-based assessment remains necessary, but a uniform full-budget evaluation
of all candidates would be infeasible. At the same time, these approaches only
alleviate the computational burden of NAS, rather than removing it entirely, since
they remain tied to the training dynamics of the candidate models.

A more radical approach consists in replacing training-based evaluation during
search with metrics that can be computed directly at initialization. In training-free
or zero-cost NAS, the estimator is no longer obtained from the partially or fully
trained performance of the model, but from a score derived from the architecture
and from quantities available before training. Such an estimator may be written as

Ĵtf (Θ) = s (Θ,θ0, x0) , (2.10)

where s (·) denotes a training-free scoring function, θ0 represents the model weights
at initialization and x0 is a small input batch. It must be noted that not all scoring
functions require input data. For data-agnostic methods, the scoring function can
be simply written as s (Θ,θ0). The key idea is that the resulting score does not
directly measure the final predictive performance of the architecture, but serves
as a proxy based on properties that may correlate with it. Depending on the
specific metric, these properties may be related to gradient propagation, activation
behavior, expressivity, or other structural characteristics of the network.

The appeal of training-free evaluation lies in its efficiency. By avoiding repeated
training of the candidate architectures, it can reduce the computational cost of NAS
by orders of magnitude and make search feasible even under limited hardware and
time budgets. For this reason, training-free estimators are particularly relevant in
the context of efficient NAS, and they play a central role in the methods discussed
later in this thesis. Their use, however, also makes the distinction between the
true objective and the accessible evaluation metric especially explicit. Unlike full-
training evaluation, training-free scores are only indirectly related to the quality of
the final trained model, and their predictive power is inherently dependent on the
setting in which they are used.

More specifically, no training-free proxy should be regarded as universally re-
liable. Its usefulness depends on the search space, on the task, and on the tar-
get notion of quality. A metric that is informative in one architectural domain
may become much less predictive in another, and a proxy that correlates with in-
distribution accuracy may not be equally informative when the evaluation criterion
involves behavior under distribution shift. Moreover, different zero-cost metrics
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often reflect different aspects of the architecture rather than a single unified notion
of quality. Some are more closely related to optimization and signal propagation,
while others are better suited to capture structural or expressive properties of the
model. As a result, the problem of efficient architecture evaluation is not only
computational, but also methodological: the search behavior depends critically
on which architectural properties are made visible to the optimizer through the
adopted estimator.

For completeness, it should be noted that efficient NAS also includes other im-
portant paradigms, most notably weight-sharing or one-shot methods, and predictor-
based approaches, already briefly described in Section 2.2.2. In the former, many
candidate architectures are embedded into a shared supernet and assessed through
inherited weights; in the latter, a learned predictor is used to estimate the perfor-
mance of new candidates from previously observed ones. Although both directions
are highly relevant in the broader NAS literature, they are not central to the meth-
ods proposed in this thesis and are therefore not discussed here in detail. What
matters for the present discussion is that all efficient evaluation strategies intro-
duce, in different forms, an additional layer of approximation between the signal
optimized during search and the quality of the final discovered architecture.

2.2.4 Benchmark-based NAS evaluation

The cost of architecture evaluation affects not only the deployment of NAS
pipelines in real-world scenarios, but also the development and validation of new
NAS methods. This remains true even for training-free approaches, which avoid
training candidate models during the search but still require reliable ground-truth
performance values to assess the effectiveness of the proposed proxies. More specif-
ically, zero-cost metrics can only be meaningfully validated by measuring how well
their rankings correlate with the final accuracy of trained architectures. Similarly,
search strategies can only be compared fairly when the architectures they select are
evaluated under a common protocol. If different methods rely on different search
spaces, training recipes, random seeds or data splits, their relative performance may
reflect differences in the experimental setup rather than the quality of the search
strategy itself. NAS benchmarks address these issues by providing fixed search
spaces together with precomputed information about the candidate architectures,
enabling reproducible and computationally inexpensive comparisons among search
methods.

A NAS benchmark can be seen as an evaluation infrastructure associated with
a predefined architecture space. For each architecture, the benchmark provides one
or more quantities of interest, such as validation accuracy, test accuracy, training
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time, number of parameters, FLOPs, or hardware latency. During the evaluation of
a NAS algorithm, candidate architectures can then be queried from the benchmark
rather than trained from scratch. This makes it possible to study the behavior of
search strategies under controlled conditions and to repeat experiments many times
at negligible computational cost. In this sense, NAS benchmarks are useful when
the objective is not to train a final model, but to analyze how effectively a search
procedure explores a space and identifies high-performing candidate architectures.

Two main benchmark families can be distinguished. Tabular benchmarks
enumerate a finite search space and store the results obtained by training all can-
didate architectures under a common protocol. This design provides direct access
to measured performance values and is particularly convenient for small or moder-
ately sized spaces. However, it becomes impractical when the search space is too
large to be exhaustively evaluated. Surrogate benchmarks address this limita-
tion by training a predictive model on a subset of evaluated architectures and using
it to estimate the performance of unseen candidates. This allows benchmark-based
evaluation to scale to larger spaces, at the cost of introducing an additional approx-
imation layer between the queried score and the actual trained model performance.

Several tabular benchmarks have become standard testbeds in the NAS litera-
ture. NAS-Bench-101 [143] is one of the earliest and most influential examples. It
defines a cell-based search space for CIFAR-10 [56], where candidate cells are rep-
resented as directed acyclic graphs with a limited number of nodes and edges. The
benchmark provides repeated training evaluations for more than 423,000 unique ar-
chitectures, making it possible to compare search algorithms without retraining the
sampled models. NAS-Bench-201 [27] later introduced a more compact cell-based
search space evaluated on multiple datasets, namely CIFAR-10 [56], CIFAR-100 [56]
and ImageNet-16-120 [19]. NATS-Bench [26] further extends this line of work by
considering both a topology search space, inherited from NAS-Bench-201, and a size
search space in which the number of channels is varied. This makes NATS-Bench
particularly useful for studying not only topological decisions, but also dimensional
choices that affect model capacity and computational cost.

Despite their usefulness, NAS benchmarks also introduce important limita-
tions. Since they are tied to fixed search spaces and training protocols, conclusions
drawn on one benchmark may not necessarily transfer to other architectural fami-
lies or deployment scenarios. Many widely used benchmarks rely on small datasets
such as CIFAR-10 or CIFAR-100, or on heavily reduced ImageNet variants such
as ImageNet-16-120. Moreover, several of them are centered on cell-based convolu-
tional spaces, which only partially reflect the structure of modern vision architec-
tures. These limitations are especially relevant when the goal is to evaluate methods
for efficient, hardware-aware, hybrid, or robustness-aware architecture search.
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In this thesis, NAS benchmarks play two distinct roles. In Chapter 4, NAS-
Bench-101 and NATS-Bench are used as controlled experimental environments to
evaluate training-free search methods and to analyze the behavior of zero-cost proxy
metrics. In Chapter 5, the focus shifts from using existing benchmarks to study-
ing NAS benchmarking itself: the limitations of standard benchmarks motivate
the introduction of HyViTas-Bench, which targets hybrid CNN-ViT architectures,
larger-scale data, out-of-distribution evaluation, and hardware latency.

2.3 Architectures for Computer Vision

Although Neural Architecture Search is a general methodology, much of its
development has been driven by computer vision, particularly image classification.
This is also the main focus of the present thesis. Accordingly, after discussing
NAS from a general perspective, this section briefly reviews the main architectural
paradigms in computer vision that are most relevant to the contributions presented
in the following chapters.

2.3.1 Convolutional architectures and residual design

At the most basic level, a neural network layer can be viewed as a parametric
transformation that maps an input representation into a new feature space. A
standard fully connected layer applies an affine transformation of the form

y = Wx + b, (2.11)

where x ∈ R
din , y ∈ R

dout , b ∈ R
dout , and W ∈ R

dout×din . While this formulation is
general and expressive, it does not exploit the spatial structure of images, since each
output component depends on all input dimensions through independent weights.
For visual data, this lack of spatial inductive bias is both statistically and computa-
tionally inefficient. A Convolutional Neural Network (CNN) addresses this limita-
tion by imposing locality and weight sharing. Given an input tensor X ∈ R

Cin×H×W ,
a convolutional layer produces an output tensor Y ∈ R

Cout×H′×W ′

by applying learn-
able kernels over local spatial neighborhoods. Denoting by K ∈ R

Cout×Cin×kh×kw the
convolutional kernels, the operation can be written as

Yc,i,j =
Cin
∑

c′=1

kh
∑

u=1

kw
∑

v=1

Kc,c′,u,vXc′,i+u,j+v (2.12)

up to the chosen padding and stride convention. In contrast to fully connected
layers, the same kernel parameters are reused across spatial positions, which greatly
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reduces the number of free parameters and embeds the prior assumption that similar
local patterns may appear at different locations in the image.

This design induces two key properties that have made convolutional archi-
tectures central to computer vision. First, convolutions naturally support local
feature extraction, enabling the detection of edges, textures, and progressively
more complex visual motifs through hierarchical composition across layers. Sec-
ond, the repeated aggregation of local information across depth yields increasingly
large effective receptive fields, allowing deep convolutional networks to capture both
fine-grained and higher-level semantic structure. These properties make CNNs par-
ticularly suitable for image classification and, more generally, for visual recognition
problems in which spatial regularity and translation-related invariances play an
important role.

Modern convolutional architectures are also strongly shaped by the introduction
of residual learning. A residual block can be described as

y = x + F (x,θ) , (2.13)

where F denotes a learnable residual function, typically implemented by a small se-
quence of convolutions, normalizations and nonlinearities. When the dimensions of
input and output do not match, the skip connection can be replaced by a projection
P (x), yielding

y = P (x) + F (x,θ) . (2.14)

The shortcut introduced by this reformulation provides a direct path for both for-
ward activations and backward gradients, mitigating degradation phenomena and
facilitating the training of substantially deeper networks. Residual connections are a
structural component that directly affects trainability and information propagation.
By preserving a shortcut path across layers, they facilitate optimization, support
feature reuse, and help stabilize deep architectures. For this reason, skip-based de-
signs have become a common pattern in modern visual backbones, including several
efficient and hybrid models.

These aspects are also relevant for Neural Architecture Search. In CNN-based
search spaces, candidate architectures often differ not only in the choice of opera-
tors, but also in the presence and arrangement of their connections. Such choices
influence both final performance and optimization behavior, and are especially im-
portant when architecture quality is estimated through training-free proxies that
depend on signal propagation.
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2.3.2 Vision Transformers

The success of Transformers in Natural Language Processing (NLP) [128] moti-
vated the exploitation of attention-based architectures for visual tasks. In computer
vision, convolutional networks had long remained dominant because their locality
and translation-related inductive biases are well aligned with image data. However,
the same inductive biases that make CNNs effective also impose a fixed, local in-
teraction structure. This can make it difficult to capture long-range dependencies
and global context. Vision Transformers (ViT) emerged from the idea that visual
recognition could instead be addressed through a more general sequence-processing
paradigm, in which image regions are represented as tokens and their interactions
are learned through self-attention. This perspective introduced a markedly differ-
ent architectural design, which has become increasingly relevant in modern vision
models and in the neural architecture search settings considered in this thesis.

A Vision Transformer adapts the standard Transformer encoder to images by
converting the input into a sequence of patch-level embeddings [29]. Given an
image X ∈ R

C×H×W , the image is partitioned into N non-overlapping patches of
spatial size P × P , where N = HW

P 2 . Each patch is flattened to a vector xp ∈ R
P 2C

and linearly projected into a latent space of dimension D. In the original ViT
formulation [29], a learnable classification token xcls is prepended to the patch
sequence, and a learnable positional embedding is added to retain information
about the order of the tokens. The resulting input sequence can be written as

z0 =
[

xcls, x(1)
p E, x(2)

p E, . . . , x(N)
p E

]

+ Epos, (2.15)

where E ∈ R
(P 2C)×D is a patch projection matrix and Epos ∈ R

(N+1)×D is a learn-
able matrix containing one positional embedding for each token position, including
the classification token. In the original model, these are standard learnable one-
dimensional absolute positional embeddings associated with the rasterized order of
the patches.

The core operator of the model is self-attention. Given a matrix of token
embeddings Z ∈ R

(N+1)×D when the classification token is included, three learned
projections are computed:

Q = ZWQ, K = ZWK , V = ZWV , (2.16)

with Q containing the queries, K the keys, and V the values. Intuitively, the
query associated with a token specifies what information that token is seeking from
the rest of the sequence; the keys describe how each token can be matched by
other tokens; the values contain the information that can be aggregated once such
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matches have been established. The attention output is then computed as

Attn (Q, K, V) = softmax

(

QK⊤

√
dk

)

V, (2.17)

where dk is the key dimensionality. The matrix QK⊤ measures pairwise simi-
larities between tokens, the softmax normalizes these similarities into attention
weights, and the weighted combination of V yields a content-dependent aggrega-
tion of information across the sequence. In practice, this mechanism is implemented
in multi-head form, so that several attention operations are performed in parallel
over different learned subspaces.

A standard ViT block alternates multi-head self-attention and a position-wise
feed-forward network, with layer normalization and residual connections around
each sub-block. Stacking such blocks allows the model to progressively refine the
token representations while maintaining direct interactions among all tokens at
every layer. In the original formulation, the output associated with the classification
token after the last encoder block is used as a global image representation for
classification. The design follows the standard Transformer encoder closely, with
only a limited number of image-specific modifications, namely patch extraction and
positional encoding.

Compared with convolutional architectures, Vision Transformers rely on a much
weaker built-in inductive bias. Convolutions explicitly encode locality, spatial
neighborhood structure, and weight sharing across positions. By contrast, self-
attention performs global and content-dependent mixing among tokens, while spa-
tial structure is injected only at the input stage through patch partitioning and po-
sitional encoding. This difference has important consequences. On the one hand,
ViTs can model long-range interactions more directly than CNNs, since a token
may attend to any other token already in a single layer. On the other hand, the re-
duced architectural bias generally makes pure transformers more data-hungry and
more dependent on suitable training procedures, especially when compared with
CNNs in moderate scale regimes. The original ViT study highlighted this aspect
by showing that transformer-based vision models become particularly competitive
when trained at sufficiently large scale.

From a practical viewpoint, vision transformers also introduce a different effi-
ciency profile. Since self-attention scales quadratically with the sequence length, its
computational and memory cost becomes increasingly demanding at higher input
resolutions, which can limit direct deployment in resource constrained settings. In
this thesis, transformer-based architectures are relevant mainly in connection with
the hybrid CNN-ViT models studied in Section 4.4 and Chapter 5, where they
enlarge the search space beyond classical CNN designs.
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2.3.3 Efficient and hybrid vision architectures

Recent progress in computer vision has made architectural efficiency a cen-
tral design requirement, especially in settings where models must operate under
strict constraints on computation, memory, or latency, such as mobile and edge
deployment. This has encouraged the development of visual backbones that seek a
favorable trade-off between representational capacity and deployment cost through
increasingly refined choices at the level of blocks, stages and feature transforma-
tions. In this context, efficiency is not determined only by the number of parameters
or floating-point operations, but also by the structure of the adopted operators and
by the way local and more global interactions are distributed across the network.
These considerations have progressively brought convolutional and attention-based
design principles closer, motivating architectures that combine elements from both
families. This trend is particularly relevant for Neural Architecture Search, since
it leads to richer search spaces in which efficiency constraints and architectural
heterogeneity are tightly coupled.

Efficient visual backbones often rely on a small set of recurring architectural
patterns. A first example is given by depthwise separable convolutions, which
decompose spatial and channel mixing and can substantially lower the cost with
respect to standard convolutions. A related and widely adopted pattern is the In-
verted Bottleneck (IB), in which features are first expanded in the channel dimen-
sion, processed in a higher-dimensional space, and then projected back to a more
compact representation. In this setting, the expansion ratio becomes an important
design variable, since it directly controls the trade-off between intermediate rep-
resentational capacity and computational cost. More recently, efficient design has
also revisited the role of larger convolutional kernels, which can enlarge the effective
receptive field and improve spatial mixing without abandoning the convolutional
paradigm. This evolution is well illustrated by ConvNeXt [73], which shows that
several architecture choices often associated with transformer-era design, including
patchified stems, depthwise convolutions, Inverted Bottlenecks, larger kernels and
a simplified block structure, can be integrated into a modern pure CNN backbone
with strong accuracy and robust scalability. Taken together, these patterns define a
broader design space in which efficiency emerges from the balance between locality,
capacity and computational cost.

For these reasons, many recent vision models adopt hybrid designs that combine
convolutional and transformer-inspired components within the same backbone [17],
[67], [84]. The motivation is straightforward: convolutions provide strong local
inductive biases and efficient spatial processing, while attention-based modules en-
able more flexible interactions across distant regions of the image. Rather than
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replacing one paradigm with the other, hybrid architectures exploit different com-
binations of these mechanisms across stages or blocks, for instance by retaining
convolutional processing in the early and computationally heavier parts of the net-
work while introducing attention-based components more selectively where broader
context may be more beneficial. This makes hybrid models especially attractive in
efficient settings, where the goal is to enrich feature interactions without incurring
the cost of a fully transformer-based design. At the same time, it also increases ar-
chitectural heterogeneity, since relevant design choices now include not only depth,
width, kernels and expansion ratios, but also where and how different forms of
token or feature mixing are introduced within the backbone.

From the perspective of Neural Architecture Search, this architectural evolution
has two main implications. First, hybrid and efficiency-oriented backbones define
search spaces that are richer than classical CNN-centric settings, since candidate
architectures may differ not only in topology or scale, but also in the distribution
of heterogeneous building blocks across the network. Second, evaluating such can-
didates becomes less straightforward, because different architectural choices may
affect different properties of the model, including representational capacity, opti-
mization behavior, efficiency, and robustness. This makes the design of informa-
tive evaluation signals particularly important, especially when search is guided by
training-free proxies rather than by full training. It also motivates the adoption of
more realistic benchmarks, in which hybrid architectures can be assessed beyond
small-scale classification accuracy and under a broader set of criteria. These aspects
are especially relevant for Chapter 5.
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Chapter 3

NAS for Unsupervised Domain
Adaptation

The content, images, and tables included in this chapter were originally pre-
sented in the following publication:

• L. Robbiano, M. R. Ur Rahman, F. Galasso, B. Caputo, and F. M. Carlucci,
Adversarial branch architecture search for unsupervised domain adaptation, in
Proceedings of the IEEE/CVF winter conference on applications of computer
vision, 2022, pp. 1008–1018

3.1 Introduction

Unsupervised Domain Adaptation (UDA) aims to transfer knowledge from a la-
beled source domain to an unlabeled target domain, where data may be scarce and
annotations are unavailable. Although UDA performance has steadily improved
in recent years, effective domain transfer is still often tied to specific experimental
configurations. Consequently, when a new backbone architecture becomes avail-
able, adapting an existing UDA pipeline to fully exploit it typically requires a slow,
manual trial-and-error process. Although Neural Architecture Search (NAS) has
recently reduced the reliance on hand-crafted heuristics in network design, it can-
not be straightforwardly transferred to the UDA setting for two key reasons. First,
standard NAS pipelines depend on labeled target data to validate candidate models
during the search, whereas UDA assumes no target annotations. Second, state-of-
the-art UDA for visual recognition, spanning classification, detection and segmen-
tation, typically hinges on leveraging pretrained backbone networks, which clashes
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with the common NAS practice of searching entire architectures from scratch. To
the best of our knowledge, these two constraints have not been jointly addressed in
prior work.

In this work, we introduce Adversarial Branch Architecture Search for UDA, a
novel NAS framework designed to overcome both of the aforementioned obstacles.
Our approach is grounded in robust UDA frameworks that rely on auxiliary adver-
sarial branches [15], [33], where a secondary network (the adversarial branch) is at-
tached to a primary, pretrained backbone. The backbone is trained in a supervised
manner on labeled source data, whereas the auxiliary branch promotes alignment
between source and target by adversarially encouraging domain-invariant represen-
tations, making the two domains indistinguishable. Despite its substantial impact
on final performance, the design of this auxiliary branch has so far been largely
hand-crafted.

Our first contribution tackles the absence of target annotations through a data-
driven Ensemble approach for Model Selection (EMS), designed to operate directly
on target-domain data. Model selection in UDA is inherently difficult and is often
treated as a secondary issue: only a small number of prior studies address it, and
they typically rely exclusively on source-domain features. In contrast, we show that
explicitly leveraging target-domain representations leads to more effective domain
transfer.

As a second core contribution, we propose a multi-fidelity Bayesian optimization
strategy based on BOHB [31] to jointly explore the architecture and hyperparameter
configuration of the auxiliary adversarial branch. Crucially, ABAS preserves, and
explicitly leverages, the backbone design and its pre-training, which is essential to
achieve and surpass state-of-the-art results in practical UDA settings.

We perform a detailed performance evaluation by applying ABAS to a widely
used UDA baseline, DANN [33], and to a more recent state-of-the-art approach,
ALDA [15]. Their ABAS-enhanced variants are evaluated across three standard
computer vision benchmarks: PACS [60], Office31 [106] and Office-Home [129].
The results show that the default adversarial branches in DANN and ALDA can be
effective in certain combinations of backbone and source-target pairs, particularly
Office31 and Office-Home, where they perform substantially better than randomly
sampled architectures. In contrast, these hand-crafted branches are less competitive
on PACS, where ABAS is able to identify the strongest-performing UDA design.
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3.2 Related works

3.2.1 Unsupervised Domain Adaptation (UDA)

Previous works on UDA have been divided into four broad families of ap-
proaches [149]: discrepancy-based, adversarial discriminative, adversarial gener-
ative and self-supervised methods. Among these, adversarial discriminative tech-
niques often achieve the strongest results; however, their effectiveness is sensitive to
the design of the auxiliary branch. When this component is not properly optimized,
training can become unstable, potentially leading to divergence, and performance
can vary substantially across architectural choices. We find this provides a strong
motivation for investigating architecture search within adversarial discriminative
UDA frameworks.

Following the approach proposed in [33], UDA can be tackled by learning
domain-invariant representations through the combination of an auxiliary branch
and adversarial training. In this paradigm, an additional branch is connected to
the backbone and trained to predict the domain of each sample. Its gradients
are then reversed during backpropagation, encouraging the backbone to learn the
ability to extract features that are indistinguishable across source and target do-
mains. Several extensions are worth highlighting. The approach proposed in [48]
leverages cross-covariance statistics across samples, [75] incorporates the classifier
predictions, and [126] carries a related idea over to the semi-supervised regime. In
addition, [10] pushes discriminative gradient reversal down to the pixel level, while
[15] integrates adversarial alignment with self-training. Despite proposing concrete
instantiations of the auxiliary adversarial branch, these methods provide limited
guidance on how to tailor the branch to different backbone architectures. To the
best of our knowledge, our work is the first to introduce a data-driven pipeline for
learning this component.

3.2.2 Model Selection for UDA

Hyper-parameter tuning and model selection are particularly difficult in UDA
because target annotations are unavailable. As a result, many studies adopt a
pragmatic strategy and keep hyperparameters fixed [144] across multiple datasets.
A more principled alternative, Importance-Weighted Cross-Validation (IWCV), was
introduced in [117]: source samples that are more similar to the target distribution
receive higher weights. While IWCV yields an unbiased estimate, it can suffer from
unbounded variance. Deep Embedded Validation [144] was proposed to mitigate
this issue and to make IWCV applicable to deep feature representations. Similarly,
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[88] develops a reduced-variance IWCV estimator for hyperparameter optimization
in multi-source domain adaptation. Overall, existing approaches remain largely
source-centric, only indirectly accounting for target characteristics. In contrast, we
introduce a performance estimator that relies primarily on target-domain features.

3.3 Method

We introduce a data-driven pipeline for identifying the optimal auxiliary-branch
architecture in unsupervised domain adaptation. As discussed in Section 3.2.1,
several UDA methods rely on an auxiliary branch; while our analysis focuses on
approaches rooted in domain-adversarial learning, the proposed strategy can be
readily extended to other families of UDA techniques. In this section, we instantiate
ABAS on (i) DANN, the seminal adversarial UDA method, and (ii) ALDA, which
represented the state of the art at the time this work was first proposed. In both
cases, the auxiliary branch is trained adversarially to narrow the source-target
discrepancy at the feature level.

3.3.1 Background

For conciseness, we provide a mainly intuitive overview here, and refer the
reader to the cited works for a formal and more complete presentation of the un-
derlying methods.

Adversarial branches for UDA. Let Xs = {xi
s, yi

s}
Ns

i=0 denote a dataset sam-

pled from a labeled source domain S, and Xt = {xi
t}

Nt

i=0 a dataset drawn from
a different, unlabeled target domain T , where the two domains share the same
set of classes. The objective is to maximize classification accuracy on Xt, while
training on Xs. As illustrated in Figure 3.1, the overall model comprises three
components: a feature extractor G, a label predictor C, and an adversarial branch
D. The key idea behind discriminative adversarial domain adaptation is to train a
domain discriminator to distinguish between source and target samples; simultane-
ously, the feature extractor G is encouraged through gradient reversal to produce
representations that make the two domains indistinguishable. Training proceeds
by minimizing the following objective function:

min
G,C,D

LCE (C (G (xs)) , ys) + λ Ladv (D (G (xs ∪ xt))) , (3.1)

where LCE denotes the standard cross-entropy loss, evaluated only on labeled source
samples, and Ladv is the adversarial loss that encourages alignment between source
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and target distributions by reducing the domain discrepancy. In the case of DANN,
the adversarial loss is

Ladv (D (G (xi)) , di) = di log
1

D (G (xi))
+ (1 − di) log

1

1 − D (G (xi))
, (3.2)

where di ∈ {0, 1} is a binary variable indicating whether the sample xi belongs to
the source or target domain. The more recent method ALDA integrates domain-

Source
Images & Labels

Target Images

Feature Extractor
(G)

Classifier (C)

Auxiliary Branch (D)

Cross-Entropy Loss (Source)

Auxiliary Loss (Source and Target)

Figure 3.1: General framework shared by several UDA methods. The auxiliary
branch D is attached to the feature extractor and can be used either to implement
a domain discriminator [15], [33] or to compute a self-supervised auxiliary loss [9],
[119].

adversarial training with self-training. Although its loss function comprises several
components, in the following we focus on the adversarial terms only:

Ladv (xs, ys, xt) = LBCE

(

c(xs), ys

)

+ LBCE

(

c(xt), u(ŷt)
)

, (3.3)

with LBCE denoting the binary cross-entropy loss, c(x) represents the corrected
pseudo-label vector obtained by multiplying the confusion matrix with the pseudo-
label vector ŷ, and u(ŷt) corresponds to the opposite distribution of ŷt. Intuitively,
the key idea is to replace the standard domain discriminator used in DANN, that
outputs a domain probability, with a discriminator branch that predicts a confusion
matrix. This matrix is subsequently used to refine the pseudo-label vector obtained
by forwarding target samples through the network. The corrected pseudo-labels are
then used as supervisory signals during training. The discriminator is optimized
to yield domain-specific corrected vectors, whereas the feature extractor is trained
adversarially to prevent it from distinguishing between domains. In this work,
ABAS is employed to identify the highest-performing architecture for D in both
DANN and ALDA.
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Bayesian optimization for NAS. Several optimization strategies could be
employed to search for the best adversarial branch. However, our search space is
relatively compact and low-dimensional (see Section 3.3.2), making it well suited
to Bayesian Optimization (BO) (Section 2.2.2). To improve efficiency, we specif-
ically rely on BOHB [31], a multi-fidelity approach that combines BO with Hy-
perband [64]. Unlike standard single-fidelity BO, which evaluates every candidate
using the full training budget, BOHB performs a sequence of partial evaluations
with reduced budgets, pruning poorly performing configurations early and allocat-
ing more computation only to the most promising ones. As a consequence, under
the same wall-clock constraints, BOHB can explore substantially more configura-
tions and typically converges faster than alternative search strategies.

3.3.2 Search space

Competitive UDA pipelines for visual object categorization typically rely on
pretrained models, often trained on ImageNet. As a result, the architectures of G

and C are generally not searched from scratch, but are instead fixed as portions
of a given backbone. In practice, the main design decision reduces to selecting
the split point along the backbone, i.e. determining where the feature extractor G

ends and the classifier C begins (Figure 3.1). Our search space (Figure 3.2) jointly
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Figure 3.2: Integration of the ABAS search space into the main UDA architecture.
The searchable auxiliary branch is attached after the feature extractor bottleneck
and consists of a variable number of fully connected layers followed by the final
domain classifier.
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includes hyperparameters and architectural choices. Specifically, the domain-loss
weight λ in (3.1) and the dropout rate applied to the fully connected layers of D

are treated as hyperparameters. In contrast, the number of fully connected layers,
the hidden dimension and the bottleneck size determine the depth and width of
the auxiliary branch D. Assigning an independent width to the bottleneck layer
provides an explicit handle on the branch effective capacity, by constraining the
amount of information passed through it.

3.3.3 Ensemble Model Selection (EMS)

Selecting the best-performing model in the context of UDA is challenging be-
cause target labels are unavailable, thus preventing a direct performance measure-
ment on the dataset of interest. To address this issue, we propose an ensemble-based
strategy that combines multiple predictors with weak mutual correlation. Empir-
ically, we demonstrate that a linear regressor trained on these metrics using one
dataset can still recover a meaningful ranking of candidate models on a different,
previously unseen dataset, underscoring the strong generalization capability of the
proposed approach.

Although EMS is not tied to any particular choice of predefined metrics, in our
implementation we instantiate it as an ensemble of six complementary estimators.

Entropy. In the context of domain adaptation, entropy minimization is widely
adopted as a regularization term for unlabeled target samples [38], [105]. Intuitively,
lower entropy reflects more confident predictions and consequently better separated
classes. We compute target entropy as follows:

H (C (G (XT ))) = − 1

Nt

∑

xi∈XT

C (G (xi)) log (C (G (xi))) . (3.4)

Diversity. A batch-level diversity metric was proposed by [136] as an objective
to be maximized to perform UDA. The measure is defined as the entropy of the
predicted class distribution aggregated over the batch.

Silhouette and Caliński-Harabasz score. Target samples are first assigned
their most confident predicted labels, and then clustered via K-Means using class
centroids computed from these predictions. The resulting partition can be evaluated
with the Silhouette [104] and Caliński-Harabasz [8] scores to quantify how well the
classes are separated.

Source (weighted) loss. Classifier quality can be estimated by computing
the cross-entropy loss on labeled source samples. Source samples can be weighted
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according to their similarity to the target domain, following Importance Weighted
Validation [117], [144]. We initially evaluated a source-weighted accuracy term
within EMS. However, due to practical drawbacks, we ultimately opted for the stan-
dard unweighted source accuracy instead. More specifically, importance-weighting
approaches are highly sensitive to the quality of the importance estimation, which
is non-trivial to implement reliably. Moreover, they typically require a dedicated
source validation split, which is not always available in small-scale settings such as
Office31 [106].

Time consistent pseudo-labels. Building on the idea of [152], we define
target pseudo-labels by taking the mode of the model predictions observed through
training (one prediction per epoch). The underlying intuition is that the class pre-
dicted most consistently across epochs is more likely to be correct. After training
concludes, we compute these pseudo-labels and use them to retroactively approxi-
mate model performance on the target domain at each epoch.

With the exception of source loss, all these metrics are computed on the target
domain. They are computationally inexpensive to evaluate and, taken individually,
exhibit a reasonable correlation with target accuracy; however, as illustrated in
Figure 3.3, each metric can fail in specific degenerate scenarios. To improve robust-
ness, we build an ensemble of weak predictors by fitting a simple least-squares linear
regressor to predict target performance from their combination. For each dataset,
we randomly sample 200 configurations and train each of them while collecting
100 snapshots, resulting in 20,000 observations. Here, the term dataset refers to a
complete multi-domain benchmark, such as Office31 or Office-Home, rather than
to a single source or target domain within one adaptation task. At each snapshot,
we compute the metrics described above and use them as input features for the
regressor, after standardizing each feature to zero mean and unit variance. All
metrics are used when EMS selects the best snapshot within a single run, while
the pseudo-label score is excluded when EMS is used to compare different runs.
Since target labels cannot be used to train this predictor on the UDA task being
optimized, we learn the regressor on one experimental setting and then apply it to a
different one. Specifically, for Office31 we use the regressor trained on Office-Home,
and vice versa, while the regressor used for PACS is trained on Office31. Therefore,
the target labels used to fit the regressor belong only to an auxiliary multi-domain
dataset, distinct from the one on which the predictor is later applied. This does
not violate the UDA constraint for the evaluated adaptation task, since labels from
its target domain are never used for model selection. Importantly, while the regres-
sor output prediction should not be interpreted as an absolute accuracy estimate
on an unseen dataset, it remains strongly correlated with the true model ranking
and outperforms the individual metrics taken alone, as shown in Table 3.1. This
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result suggests that even a simple linear model trained on these unsupervised met-
rics can capture ranking information that transfers across multi-domain datasets.
We exploit this predictor both to select the best configuration and to identify the
best-performing training snapshot for each run.

Figure 3.3: Model configurations trained on Office31 (left), and Office-Home (right).
The two axes correspond to different unsupervised validation metrics used by EMS,
while color encodes target-domain accuracy. A single metric alone does not provide
a reliable prediction of model performance, while combining multiple metrics helps
separate well-performing and poorly performing configurations. This highlights the
complementarity of the validation metrics and their usefulness for estimating model
quality. The similarity between corresponding plot pairs (first and second columns)
suggests that an estimator learned on one dataset can transfer to another.
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Table 3.1: Rank correlation between different metrics and target accuracy. EMS
is evaluated in a cross-dataset setting, where the linear regressor is trained on a
dataset different from the one reported in the table, and consistently outperforms
the other individual performance estimators.

Average corr. with Target Acc.
Metric Office31 Office-Home PACS

Entropy 0.76 0.61 0.57
Diversity 0.76 0.77 0.76
Pseudo-Labels 0.71 0.61 0.68
Source Accuracy 0.42 0.20 0.48
Silhouette 0.70 0.72 0.74
Caliński-Harabasz 0.29 0.03 -0.13

EMS (ours) 0.87 0.81 0.80

36



3.3 – Method

3.3.4 Adversarial branch optimization

Given a fixed computational budget, ABAS executes multiple rounds that alter-
nate between sampling candidate configurations and evaluating them (Algorithm 1).

At each iteration, we draw B candidate configurations
{

Θ
j
t

}B

j=1
by sampling the

Bayesian acquisition function α (Θ | D). Each configuration is then instantiated as
an auxiliary adversarial branch for method Q, and the resulting network is trained
under the target adaptation setting. Once training completes, we collect super-
vised information from the source and unsupervised signals from the target, and
feed them to the model-selection module described in Section 3.3.3. The ensemble-
based predictor then provides a performance estimate that is fed back to the BO
routine to guide subsequent sampling. This loop is repeated for a predefined num-
ber of rounds, after which the best-performing model is returned. Despite its con-
ceptual simplicity, the pipeline proves to be effective and, as shown in the next
section, can yield substantial improvements over prior state-of-the-art baselines.
Finally, although we adopt BOHB in our implementation, the overall framework is
compatible with alternative search strategies.

Algorithm 1 Adversarial branch optimization

1: Input: Domain adaptation method Q, Performance estimator E, BO surrogate
model p(f |Θ, D) and acquisition function α(Θ|D)

2: for t = 1 to T do
3: Recommend {Θj

t}B
j=1 = arg max αt−1(Θ|D)

4: for j = 1 to B in parallel do
5: Build the auxiliary branch and evaluate E(Q(Θj

t)) to obtain its corre-
sponding performance metric f

j
t

6: end for
7: Update D and thus p(f |Θ, D) with {Θj

t , f
j
t }B

j=1

8: end for
9: return The best model according to E(Q(Θ∗))
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3.4 Experiments

3.4.1 Datasets

We evaluate our approach on three publicly available multi-domain benchmarks.

Office31 [106], a widely used dataset for domain adaptation, consists of 4,652
images covering 31 object categories across three domains: Amazon (A), DSLR (D)
and Webcam (W). The DSLR and Webcam domains include photographs acquired
in the same office setting using, respectively, a consumer reflex camera and a stan-
dard webcam, whereas the Amazon domain is composed of product images scraped
from amazon.com.

Office-Home [129] contains approximately 15,500 images from 65 categories
spanning four domains: Art, Clipart, Product and Real-World. Similarly to the
Amazon domain from Office31, the Product domain contains product photos col-
lected from online sources, while Real-World images were captured with a conven-
tional digital camera.

PACS [60] comprises 9,991 images distributed across four domains, each in-
cluding objects from seven classes. Although PACS is most often used for do-
main generalization, we adopt it here in a single-source setting to provide a diverse
testbed.

3.4.2 Training protocol

ABAS operates through an outer BOHB loop, coupled with an inner training
loop in which candidate networks are instantiated and trained. For BOHB, we
use η = 3, with a minimum budget of 2000 iterations and a maximum budget of
6000 iterations, and we run the procedure for 24 iterations. Configurations that
appear most promising under a smaller budget are then re-evaluated using larger
budgets. For each sampled configuration, BOHB specifies both a computational
budget and an architectural setting, which we use to construct the corresponding
auxiliary branch for the selected adversarial UDA method.

Across all experiments, we adopt a ResNet-50 [43] pretrained on ImageNet-1k
as the backbone. The adversarial branch, instantiated according to each sampled
configuration, is attached immediately after the bottleneck layer that precedes the
final classification layer (Figure 3.2). Models are trained end-to-end using the same
implementation and protocol as [15]. More specifically, we employ SGD with batch
size 36, momentum 0.9 and weight decay 5 × 10−4. We adjust the learning rate

38



3.4 – Experiments

during training as

µp =
µ0

(1 + α · p)β
, (3.5)

where p ∈ [0; 1] is a real number linearly increasing during training, µ0 = 10−3 is
the initial learning rate, α = 10 and β = 0.75. Following [33], we also adjust the
weight ρ of the gradient reversal layer as

ρp =
2

1 + e−γ·p
− 1, (3.6)

with γ = 10 in all of our experiments.

Because both the bottleneck and the auxiliary branch are initialized from
scratch, we optimize these components with a larger learning rate (10 · µp) and
a stronger weight decay (0.001) than those used for the pretrained backbone. At
each iteration, we forward one source batch and one target batch through the
backbone. The cross-entropy loss is evaluated on the source batch only, whereas
the adversarial loss (DANN or ALDA loss depending on the setting) is computed
using both source and target samples. After the model has been trained, we feed
both source and target features to the performance estimator (Section 3.3.3), which
produces the feedback signal used to guide the outer Bayesian optimization loop.

To train the regressor, we randomly sample 200 configurations per dataset and
train each run while storing 100 intermediate snapshots, yielding 20,000 data points
in total. For each snapshot, we compute the metrics described in Section 3.3.3,
thereby constructing the training set for the regressor. Note that the pseudo-
label-based metric is used only to select the best snapshot within a single training
run, and not to rank configurations across different runs. All input features were
normalized to have zero mean and unit variance.

We adopt a linear least-squares regressor, using the Scikit-Learn [94] imple-
mentation. In our cross-dataset setup, the regressor we apply to Office31 is trained
on metrics produced with Office-Home and vice versa, while the predictor used for
PACS is trained on Office31.

Unless otherwise specified, the baseline methods and their EMS-enhanced vari-
ants were evaluated over four independent runs, and the corresponding results are
reported as mean accuracy and standard deviation. These repeated experiments
provide an estimate of the variability associated with model training and show that
the effect of EMS is observed across different runs. In contrast, due to the com-
putational cost of repeating the complete nested optimization procedure, which
requires training multiple candidate architectures within each BOHB search, the
full ABAS pipeline was executed once per adaptation setting. Consequently, the
reported ABAS results do not quantify the variability across independent search
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runs and should be interpreted as the outcome of the corresponding single search
execution. Similar limitations have been documented [63] as common practice in
the NAS literature, where the computational cost of architecture search has of-
ten led to reporting the best architecture obtained from a single search run [6],
[81]. Accordingly, variability across independent ABAS executions is not explicitly
characterized in the present evaluation.

3.4.3 Search space sensitivity

Given the additional cost of automatically searching for an optimal design, it
is essential to determine whether the auxiliary branch meaningfully affects final
accuracy and whether the notion of a “good” branch is inherently data-dependent.
To investigate these questions, we follow common NAS evaluation practice [141]
and uniformly sample 40 configurations for each experimental setting to probe the
search space. Our observations indicate that the branch design can critically influ-
ence optimization: it can effectively determine whether training succeeds or fails.
Even after discarding a non-negligible fraction (10%) of runs that did not converge,
the choice of adversarial-branch architecture explains, on average, at least a 20
percentage-point spread in absolute performance (Figure 3.4 and Table 3.2). Note
that in these experiments λ was kept fixed to isolate architectural effects from hy-
perparameter variation. Moreover, Figure 3.5 shows that the optimal configuration
is strongly setting-dependent. Specifically, the adversarial branch design introduced
in ALDA performs well on Office31 and Office-Home, the benchmarks on which it
was originally evaluated, but it falls markedly behind on several PACS adaptation
scenarios (Table 3.5 and Figure 3.4).

3.4.4 Performance estimation

As noted in Section 3.2 and emphasized in [39], reliable model selection is a
central component of transfer learning, and it becomes even more critical when a
UDA framework explicitly aims to tune hyperparameters. In the following experi-
ments, we investigate how strongly different proxy metrics correlate with true target
accuracy. For this purpose, we sample 40 configurations per setting and compute
the metrics introduced in Section 3.3.3 at every training epoch. Representative
trends are reported in Table 3.1 and Figure 3.3. Individually, each metric acts as a
weak proxy: it is generally correlated with target accuracy, yet it can break down
in particular cases. In contrast, combining them through a linear model yields a
substantially more reliable performance estimate. To evaluate our model-selection
procedure independently of the NAS component, we re-trained the original ALDA
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Figure 3.4: Accuracy distributions obtained by training 40 randomly sampled archi-
tectures for the ALDA auxiliary branch on three representative settings, excluding
the 10% of runs that did not converge. Compared with many search spaces [141],
the proposed one is sufficiently broad for architectural choices to produce a sub-
stantial variation in final performance, around 20% across all settings. The default
ALDA branch performs well on Office31 and Office-Home, where it was originally
evaluated, but degrades on PACS, while ABAS adapts to the different settings and
consistently outperforms random sampling.

baseline and compared two reporting strategies: using the final epoch (as in the
original paper) versus selecting the model via our estimator (Tables 3.3, 3.4 and
3.5). It is worth noting that a) despite using the official implementation we were
unable to reproduce the exact numbers reported in [15] and b) on both Office-Home
and PACS our model selection strategy improves the average performance by up
to two percentage points.

3.4.5 Comparison with baseline methods

A comparison against the baselines is reported in Tables 3.3, 3.4 and 3.5. ABAS
consistently improves over the underlying UDA methods, DANN and ALDA, even
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Figure 3.5: Sensitivity analysis of the ABAS search space. For each dataset, 40
configurations are randomly sampled and trained on one representative setting.
The results show that the best hyperparameter values vary substantially across
tasks. In each plot, the x-axis corresponds to the search-space hyperparameter
under analysis.

when those baselines are paired with our model selection strategy, and this holds
across all three datasets. The smallest average gain is 1.9% (Office31: ALDA 87.5%
vs. ABAS-ALDA 89.4%), while the largest reaches 3.1% (Office-Home: DANN
56.0% vs. ABAS-DANN 59.1%). With the exception of Office-Home, where we
were unable to reproduce the official ALDA results, ABAS-ALDA achieves the
best performance among compared methods in all settings. One caveat emerges on
the relatively easy Office31 D → W transfer, where ABAS-ALDA is surpassed by
a few methods. We conjecture that, since DSLR and Webcam domains are highly
similar, the adversarial branch may have limited meaningful discrepancy to exploit;
notably, ALDA itself also performs weakly on this particular setting.
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Table 3.2: A set of configurations was randomly sampled from the ABAS search
space and trained with ALDA on Office31 [106] (reported in the first six rows), and
Office-Home [129] settings. The results highlight the strong impact of the auxiliary
branch configuration on final performance. Div. denotes the fraction of runs that
did not converge, Min and Max report the minimum and maximum accuracy, Mean
gives the average accuracy with standard deviation, and Range is computed as Max
- Min.

Setting Div. Min Max
Mean

Range± Std.

A-W 0.23 64.59 95.79 83.4 ± 9.8 31.19
A-D 0.28 72.49 91.57 84.4 ± 6.2 19.08
D-W 0.15 17.11 99.06 89.0 ± 21.7 81.95
D-A 0.28 46.59 70.15 59.3 ± 6.4 23.55
W-D 0.22 16.47 100.00 89.3 ± 24.2 83.53
W-A 0.17 34.97 74.55 63.8 ± 8.3 39.58

Ar-Cl 0.08 26.60 50.71 41.7 ± 6.4 24.11
Ar-Pr 0.14 59.12 65.14 63.2 ± 2.1 6.01
Ar-Rw 0.22 43.30 75.89 70.0 ± 6.3 32.59
Cl-Ar 0.14 36.55 57.87 51.6 ± 7.3 21.32
Cl-Pr 0.14 55.58 66.41 60.9 ± 3.9 10.84
Cl-Rw 0.15 46.12 70.25 63.2 ± 5.6 24.13
Pr-Ar 0.14 40.15 57.21 49.8 ± 4.9 17.06
Pr-Cl 0.11 26.27 49.52 39.7 ± 6.5 23.25
Pr-Rw 0.07 41.47 75.64 66.5 ± 10.7 34.16
Rw-Ar 0.07 59.81 67.86 64.7 ± 2.3 8.06
Rw-Cl 0.07 15.40 54.80 46.2 ± 7.6 39.40
Rw-Pr 0.14 70.30 81.36 77.1 ± 2.6 11.06

AVG 0.2 42.9 72.4 64.6 ± 7.9 29.49
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Table 3.3: ABAS results on Office31 using a ResNet-50 backbone. “+ EMS” denotes
experiments evaluated with the proposed model selection strategy. For the baselines
and their EMS variants, we report the mean and standard deviation over four runs.

A-W A-D D-W D-A W-D W-A AVG

ResNet-50 [43] 68.4 ± 0.2 68.9 ± 0.2 96.7 ± 0.1 62.5 ± 0.3 99.3 ± 0.1 60.7 ± 0.3 76.1
DANN [33] 82.0 ± 0.4 79.7 ± 0.4 96.9 ± 0.2 68.2 ± 0.4 99.1 ± 0.1 67.4 ± 0.5 82.2
ADDA [127] 86.2 ± 0.5 77.8 ± 0.3 96.2 ± 0.3 69.5 ± 0.4 98.4 ± 0.3 68.9 ± 0.5 82.9
JAN [76] 85.4 ± 0.3 84.7 ± 0.3 97.4 ± 0.2 68.6 ± 0.3 99.8 ± 0.2 70.0 ± 0.4 84.3
MADA [95] 90.0 ± 0.1 87.8 ± 0.2 97.4 ± 0.1 70.3 ± 0.3 99.6 ± 0.1 66.4 ± 0.3 85.2
CBST [155] 87.8 ± 0.8 86.5 ± 1.0 98.5 ± 0.1 71.2 ± 0.4 100.0 ± 0.0 70.9 ± 0.7 85.8
CAN [148] 92.5 90.1 98.8 72.1 100.0 69.9 87.2
CDAN+E [75] 94.1 ± 0.1 92.9 ± 0.2 98.6 ± 0.1 71.0 ± 0.3 100.0 ± 0.0 69.3 ± 0.3 87.7
MCS [68] 75.1 71.9 96.7 58.8 99.4 57.2 76.5
DMRL [137] 90.8 ± 0.3 93.4 ± 0.5 99.0 ± 0.2 73.0 ± 0.3 100.0 ± 0.0 71.2 ± 0.3 87.9
DM-ADA [140] 83.9 ± 0.4 77.5 ± 0.2 99.8 ± 0.1 64.6 ± 0.4 99.9 ± 0.1 64.0 ± 0.5 81.6
3CATN [62] 95.3 ± 0.2 94.1 ± 0.3 99.3 ± 0.5 73.1 ± 0.2 100 ± 0.0 71.5 ± 0.6 88.9
ALDA [15] 95.6 ± 0.5 94.0 ± 0.4 97.7 ± 0.1 72.2 ± 0.4 100.0 ± 0.0 72.5 ± 0.2 88.7

ResNet-50 67.0 ± 1.9 76.4 ± 1.4 94.8 ± 1.3 56.2 ± 1.0 98.7 ± 0.1 58.3 ± 0.9 75.2
ResNet-50 + EMS 70.4 ± 2.0 77.1 ± 2.0 95.6 ± 0.6 58.2 ± 2.6 99.1 ± 0.5 60.1 ± 1.1 76.8
DANN 85.0 ± 0.5 82.5 ± 0.5 96.7 ± 0.2 63.9 ± 1.1 99.2 ± 0.3 64.7 ± 0.7 82.0
DANN + EMS 85.5 ± 2.1 82.8 ± 2.2 97.1 ± 1.0 64.1 ± 0.5 99.8 ± 0.2 64.5 ± 2.0 82.3
ABAS-DANN 89.4 87.6 98.4 64.1 99.8 69.3 84.8
ALDA 94.8 ± 0.6 91.6 ± 0.9 98.3 ± 0.4 69.6 ± 0.9 99.9 ± 0.0 70.8 ± 0.7 87.5
ALDA + EMS 95.0 ± 1.4 91.9 ± 0.7 98.6 ± 0.4 69.3 ± 2.1 99.7 ± 0.3 71.1 ± 0.8 87.6
ABAS-ALDA 96.1 95.0 98.5 75.9 100.0 70.7 89.4

Table 3.4: ABAS results on Office-Home with a ResNet-50 backbone. Official
ALDA results could not be reproduced with the released code. “+ EMS” denotes
runs evaluated with the proposed model selection strategy.

Ar-Cl Ar-Pr Ar-Rw Cl-Ar Cl-Pr Cl-Rw Pr-Ar Pr-Cl Pr-Rw Rw-Ar Rw-Cl Rw-Pr AVG

ResNet-50 34.9 50.0 58.0 37.4 41.9 46.2 38.5 31.2 60.4 53.9 41.2 59.9 46.1
DANN 45.6 59.3 70.1 47.0 58.5 60.9 46.1 43.7 68.5 63.2 51.8 76.8 57.6
JAN 45.9 61.2 68.9 50.4 59.7 61.0 45.8 43.4 70.3 63.9 52.4 76.8 58.3
CDAN+E 50.7 70.6 76.0 57.6 70.0 70.0 57.4 50.9 77.3 70.9 56.7 81.6 65.8
TAT 51.6 69.5 75.4 59.4 69.5 68.6 59.5 50.5 76.8 70.9 56.6 81.6 65.8
ALDA 53.7 70.1 76.4 60.2 72.6 71.5 56.8 51.9 77.1 70.2 56.3 82.1 66.6

ResNet-50 35.6 61.5 70.4 44.0 56.1 57.4 46.5 31.9 69.1 62.4 38.0 75.6 54.1
ResNet-50 + EMS 36.5 63.1 71.7 45.8 57.5 59.3 47.9 32.3 69.9 63.5 37.3 76.0 55.1
DANN 39.8 58.0 68.1 48.6 57.0 59.9 46.9 38.4 68.8 63.2 47.7 75.9 56.0
DANN + EMS 40.3 60.4 70.1 49.6 57.5 60.5 47.9 38.3 69.1 63.7 47.7 76.8 56.8
ABAS-DANN 44.9 61.1 71.2 52.7 60.4 62.5 50.1 43.1 70.0 65.4 50.9 77.1 59.1
ALDA 46.4 68.6 74.6 57.6 67.0 69.4 57.2 46.3 75.6 69.2 53.3 80.8 63.8
ALDA + EMS 47.5 70.1 75.2 58.8 67.5 69.7 58.1 46.6 76.2 69.9 54.0 81.0 64.6
ABAS-ALDA 51.5 71.7 75.5 59.8 69.4 69.5 59.8 47.1 77.7 70.6 55.2 80.2 65.7
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Table 3.5: ABAS results on PACS with a ResNet-50 backbone, “+ EMS” denotes
runs evaluated with the proposed model selection strategy.

P-A C-A S-A A-P C-P S-P A-C S-C P-C A-S C-S P-S AVG

ResNet-50 62.3 71.2 30.8 96.6 89.7 38.0 57.0 53.5 27.6 43.0 59.1 30.7 55.0
ResNet-50 + EMS 62.0 72.0 25.6 97.7 90.9 38.8 57.5 53.2 23.0 41.3 58.7 28.2 54.1
DANN [33] 79.9 88.4 70.3 97.3 95.1 57.1 82.4 70.8 64.7 62.5 68.7 61.4 74.9
DANN + EMS 80.3 89.0 72.6 98.1 95.6 56.2 82.2 73.3 64.0 63.4 69.7 59.6 75.3
ABAS-DANN 91.7 90.7 68.2 98.3 96.2 82.8 87.2 71.2 73.7 68.7 76.0 47.2 82.9

ALDA 89.3 91.9 69.9 98.3 97.3 63.4 85.1 75.2 74.3 79.2 70.6 60.7 79.6
ALDA + EMS 90.2 92.0 72.3 98.4 97.8 69.5 86.0 82.1 72.1 80.7 75.1 66.1 81.9
ABAS-ALDA 93.1 91.8 78.1 98.7 97.8 70.8 88.7 84.9 69.7 79.8 69.5 64.9 82.3
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3.5 Conclusions

This work addresses two key prerequisites for applying NAS to UDA: it intro-
duces a data-driven model-selection mechanism (EMS) that bypasses the absence
of target labels, and it concentrates the search on auxiliary branches attached to a
pretrained backbone, a practice that is crucial for achieving strong performance in
realistic UDA pipelines. In previous work, the community explicitly underscored
how central robust model selection is for UDA [39]. Because no validation set is
identically distributed to the target test data, it has been common to tune hyper-
parameters directly on the test set. We hope that the solutions explored here, most
notably EMS, represent early steps toward more methodologically sound model-
selection practices.

It should be noted that EMS assumes the availability of an auxiliary labeled
multi-domain dataset to train the performance estimator. Although no target labels
from the adaptation task under evaluation are used, its applicability depends on
the availability of a sufficiently related external benchmark. Moreover, the present
evaluation considers a relatively constrained search space, in which a single auxiliary
branch is attached at a fixed point of the backbone. This design preserves the
pretrained backbone and keeps the optimization problem tractable, but broader
search spaces could also be explored, including multiple auxiliary branches and the
joint optimization of their attachment points.

Nevertheless, ABAS provides a set of reusable components: search space de-
sign, EMS, and branch optimization. These components are compatible with many
NAS strategies and, more broadly, with UDA approaches that rely on an auxiliary
branch. A particularly relevant case is represented by self-supervision based UDA
methods that incorporate an auxiliary branch: since they adopt the same over-
all macro-architecture shown in Figure 3.2, ABAS could be applied to them with
minimal modifications.
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Chapter 4

Training-free NAS for tiny and
hybrid architectures

The content, images, and tables included in this chapter were originally pre-
sented in the following publications:

• N. Cavagnero, L. Robbiano, B. Caputo, and G. Averta, FreeREA: Training-
free evolution-based architecture search, in Proceedings of the IEEE/CVF win-
ter conference on applications of computer vision, 2023, pp. 1493–1502

• N. Cavagnero, L. Robbiano, F. Pistilli, B. Caputo, and G. Averta, Entropic
Score metric: Decoupling topology and size in training-free nas, in Proceedings
of the IEEE/CVF International Conference on Computer Vision Workshops,
2023, pp. 1459–1468

4.1 Introduction and motivation

In recent years, machine learning has rapidly expanded its impact across a broad
range of domains, including education [97], industry [57], and healthcare [98]. As
highlighted in Chapter 1, however, this progress comes with a growing concern:
the substantial energy demand of modern training pipelines and associated envi-
ronmental footprint [22], [80], [93], [114]. For instance, recent analyses [86] have
shown that the carbon emission produced by training a single contemporary Large
Language Model (LLM) can easily exceed tens of times those associated with the
power consumption of a typical household in one year. When Neural Architecture
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Search (NAS) is employed to identify high-performance models, this cost can in-
crease even further, often by one order of magnitude or more, due to the repeated
evaluation of multiple candidate architectures.

These observations motivate the development of methods that reduce the com-
putational and energy burden of model design, particularly as research increasingly
targets deployment on resource-constrained devices. In such settings, the archi-
tectural choices must explicitly account for limited compute and memory budgets,
rather than prioritizing accuracy alone. Within this perspective, NAS [5], [7], [122]
offers a principled alternative to manual trial-and-error, enabling the automatic
discovery of models that make efficient use of available resources while limiting the
need for extensive human expertise.

Conventional NAS methods, however, typically rely on training and evaluating
a large number of candidate architectures during the search in order to estimate
their performance. As a result, NAS pipelines often entail substantial computa-
tional time and resource requirements, which makes them difficult to adopt for
many practitioners who lack access to large-scale or specialized computing infras-
tructure. Moreover, the energy cost of standard training-based NAS can be so
high that it may effectively undermine the very motivation for designing tiny, ef-
ficient models, offsetting the expected sustainability benefits. For these reasons,
enabling the large-scale development of lightweight neural networks calls for NAS
methods that can identify promising architectures without fully training every can-
didate. In response, recent research has increasingly explored training-free proxies
that estimate quality of architectures directly at initialization [1], [85], thereby
bypassing the costly training phase and delivering substantial speedups even on
modest hardware. Nevertheless, existing training-free NAS approaches remain, in
general, less competitive than training-based alternatives, and they often overlook
hardware-oriented constraints, such as model size and FLOPs, that are crucial when
targeting deployment under strict resource budgets.

In this chapter, we investigate training-free NAS as a practical strategy to
reduce the cost of architecture optimization while preserving its ability to iden-
tify accurate and resource-efficient models. The chapter is organized around two
closely connected contributions. First, we introduce FreeREA, an evolution-based
NAS method that replaces training-based candidate evaluation with a combination
of training-free proxy metrics. Rather than relying on a single score, FreeREA
combines signals related to network expressivity and trainability, which are em-
bedded within a regularized evolution strategy. This allows the search to identify
competitive architectures in only a few minutes, both in standard unconstrained
benchmarks and in scenarios where explicit limits on model size and computational
cost are imposed.
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The second part of the chapter builds on the limitations of the aggregate scoring
strategy used by FreeREA. While combining multiple proxies can improve robust-
ness, different metrics do not necessarily evaluate the same architectural properties.
In particular, topology and model size represent distinct design dimensions, and
treating them as components of a single global fitness function may obscure the
role played by each proxy. We therefore introduce Entropic Score, a data-agnostic
training-free metric designed to capture topology-related properties through the
entropy of network activations at initialization. Entropic Score is then paired
with LogSynflow in a decoupled search strategy, where the former guides topolog-
ical choices and the latter supervises dimensional ones. This formulation extends
training-free NAS from small cell-based benchmarks to the design of tiny hybrid
CNN-ViT architectures for ImageNet-scale classification, showing that training-free
estimates can be used more effectively when they are assigned to the architectural
dimensions for which they are most informative.

Overall, the chapter presents a progression from metric aggregation to metric
specialization. Section 4.3 shows that training-free proxies can provide a viable
replacement for repeated model training in evolutionary NAS, while Section 4.4
demonstrates that a more structured use of such proxies can further improve the
search when architectures become more heterogeneous and deployment-oriented.

4.2 Related works

Following the earliest NAS studies, which were notoriously computationally
demanding (e.g., the seminal work introducing NAS [153] reportedly [154] required
more than 530,000 GPU hours), the research community progressively shifted its
attention toward the development of more efficient search strategies.

Early efforts toward improving NAS efficiency largely revolved around parame-
ter sharing [28], [69], [96], where newly sampled architectures reuse weights learned
by previously explored candidates. While [96] still relied on reinforcement learning,
the literature soon consolidated around two additional search paradigms: differen-
tiable search and evolutionary methods. Differentiable approaches [28], [69] refor-
mulate the search process so that it becomes end-to-end differentiable and can be
optimized via gradient-based techniques, yielding substantial speedups compared
to the original NAS formulations. In contrast, evolution-based strategies are typi-
cally straightforward to implement and naturally support weight inheritance from
parent architectures; however, early variants often reported inferior performance
relative to competing approaches [72], [101]. In REA [100], the authors introduced
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a regularized tournament selection strategy, which was among the first evolution-
ary NAS methods shown to surpass manually designed architectures. Nevertheless,
this line of work did not fully address the fundamental bottleneck of NAS, as it still
required training and evaluating thousands of candidate models during the search.

Motivated by these limitations, recent work has increasingly investigated training-
free scoring metrics that evaluate candidate architectures directly at initialization,
thereby bypassing the costly training and validation steps that represent the pri-
mary bottleneck of most NAS pipelines. An early example is NASWOT [85], which
aims to quantify the expressive capacity of the architecture and can identify promis-
ing candidates within seconds. Despite this efficiency, the architectures selected
solely through this metric typically remained less accurate than those obtained via
conventional training-based NAS. Consequently, this line of work was often adopted
mainly as a warm-start or initialization strategy for subsequent, more traditional
search procedures.

Subsequent works built on this idea in different ways. GA-NINASWOT [135]
combined the NASWOT score with a genetic algorithm, while EPE-NAS [77] in-
troduced refinements over the original metric formulation. Nonetheless, these ap-
proaches generally remained unable to match the effectiveness of training-based
NAS. Building on the intuition behind NASWOT, other studies [16] proposed to
complement a variant of the NASWOT criterion with the Neural Tangent Kernel
(NTK) metric [53], in order to account not only for expressivity but also for the
trainability of candidate architectures during the search.

4.3 FreeREA: combining training-free proxies for

evolutionary NAS

In this first work, we introduce FreeREA, a constrained evolutionary method
that leverages an optimized combination of training-free metrics as proxies for
model accuracy. Our results show that these metrics can effectively replace full
training during the search phase, enabling the automatic identification of high-
performing architectures in only a few minutes. The method is evaluated on two
widely adopted NAS benchmarks, where it surpasses state-of-the-art approaches
in the unconstrained setting. In addition, we extend the analysis to constrained
search, providing, to the best of our knowledge, the first evaluation of a training-free
NAS method in this scenario and establishing a strong baseline for future work.

In summary, this work advances the state of the art through three main contri-
butions. First, it introduces an optimized combination of training-free metrics for
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architecture ranking, which can fully replace the training phase in NAS algorithms.
Second, it proposes an improved evolutionary search algorithm that effectively ex-
ploits this ranking strategy to identify highly accurate models within a few minutes.
Third, it provides an extensive experimental evaluation showing that training-free
methods can serve as a viable alternative to training-based approaches, including
in hardware-constrained settings.

4.3.1 Metrics

Table 4.1: Kendall-τ and Spearman-ρ correlations between training-free metrics
and test accuracy on the three datasets considered in NATS-Bench [26]. Each
metric is evaluated over three different initializations, and the resulting scores are
averaged before computing the correlations.

CIFAR-10 CIFAR-100 ImageNet-16-120

Metric τ ρ τ ρ τ ρ

NTK [53] -0.33 -0.49 -0.30 -0.45 -0.39 -0.56
SNIP [58] 0.45 0.61 0.47 0.62 0.41 0.55

Fisher [125] 0.39 0.54 0.40 0.55 0.36 0.48
Grasp [131] 0.28 0.41 0.35 0.50 0.35 0.49

PathNorm [54] 0.41 0.59 0.42 0.60 0.45 0.63
NASWOT [85] 0.61 0.79 0.62 0.81 0.60 0.78
Synflow [123] 0.57 0.77 0.56 0.76 0.56 0.75

LogSynflow (ours) 0.63 0.83 0.61 0.81 0.60 0.79

Training-free NAS methods depend on scoring functions that estimate expected
performance of architectures without performing full training. Because no single
metric perfectly aligns with final test accuracy, robust model ranking can benefit
from combining several complementary signals, for instance those reflecting both
trainability and expressivity. Following this rationale, we ran an initial study on
NATS-Bench to quantify how well a set of candidate metrics can serve as surrogates
for test accuracy. The resulting correlations, summarized in Table 4.1, indicate
that the most informative indicators are LogSynflow (our logarithmic variant of
Synflow [123]) and NASWOT [85]. Finally, we augment these scores with the
number of skipped layers, which biases the search toward architectures that are
easier to optimize.

To aggregate the different metrics, we compute the fitness of a candidate archi-
tecture as the sum of the normalized scores of each metric. This choice is motivated
by the observation that architectures that are simultaneously easy to optimize and
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sufficiently expressive are more likely to achieve strong accuracy [28]. Accordingly,
in our implementation, the fitness value J for an architecture Θ is defined as:

J (Θ) =
S (Θ)

maxΘ′∈H S (Θ′)
+

s (Θ)

maxΘ′∈H s (Θ′)
+

Skip (Θ)

maxΘ′∈H Skip (Θ′)
, (4.1)

where S (·), s (·) and skip (·) are the LogSynflow, NASWOT and Skipped Layers
metrics, respectively, and H is the set of all the explored candidate architectures.
An ablation study assessing the contribution of the three terms in the fitness func-
tion is reported in Table 4.2. To further improve robustness, we compute both
NASWOT and LogSynflow three times under different random initializations, and
use the average across the three runs as the final score. Implementation details for
the selected metrics are discussed below.

Table 4.2: Ablation study of the metrics included in the fitness function. The table
reports the test accuracy of the final selected model. Each configuration is evaluated
over 30 runs, with a search budget of 45 seconds on NATS-Bench and 12 minutes
on NAS-Bench-101. The two metrics introduced in this work, Skipped Layers and
LogSynflow, appear to provide the strongest contribution, while NASWOT has a
noticeable effect mainly on NAS-Bench-101, likely because its discriminative ability
is more effective in larger search spaces.

NATS-Bench NAS-Bench-101

CIFAR-10 CIFAR-100 ImageNet-16-120 CIFAR-10

Baseline 94.36 ± 0.00 73.51 ± 0.00 46.34 ± 0.00 93.80 ± 0.02

w/o NASWOT 94.36 ± 0.00 73.51 ± 0.00 46.34 ± 0.00 93.55 ± 0.49
w/o Skipped Layers 93.76 ± 0.00 71.11 ± 0.00 41.44 ± 0.00 91.90 ± 1.69
w/o LogSynflow 94.30 ± 0.00 71.13 ± 0.00 44.48 ± 0.00 92.62 ± 0.08

NASWOT

NASWOT was proposed in [85] as a training-free indicator of architectural
expressivity at initialization. In a ReLU network, forwarding an input sample pro-
duces activation patterns that split each layer’s outputs into active units (positive
activations) and inactive units (non-positive activations), yielding corresponding
binary masks. For an input space of fixed dimensionality, the number of distinct
activation patterns, and thus the number of piecewise-linear regions induced by
the network, serves as a proxy for the model’s ability to separate and discriminate
different inputs. When two distinct inputs produce highly similar activation masks,
the network has limited capacity to tell them apart. Conversely, a more expres-
sive architecture tends to map even nearby points in the input space to different
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activation patterns. To quantify this behavior, we follow the procedure in [85]: we
construct a mini-batch of 64 samples, forward it through the network, and record
the resulting binary masks. We then quantify the dissimilarity between activa-
tion patterns using the Hamming distance. These pairwise distances are used to
construct a kernel matrix KH , from which the final score is computed as:

s = log|det(KH)|. (4.2)

Larger values of s indicate higher network expressivity and, consequently, a stronger
ability to separate the input samples. As shown in Figure 4.1, architectures achiev-
ing higher NASWOT scores generally attain better test accuracy. This trend is also
reflected by the positive correlation reported in Table 4.1. Accordingly, optimizing
the NASWOT metric biases the search toward more expressive architectures and,
in turn, models that are likely to achieve higher test accuracy.

Figure 4.1: Relationship between test accuracy and the two training-free metrics
used in the method, computed over all architectures in NATS-Bench: NASWOT on
the left panel and LogSynflow on the right. Accuracy values refer to the ImageNet-
16-120 dataset.

LogSynflow

Synflow was originally proposed in [123] as a pruning criterion, aimed at iden-
tifying which weights can be removed to compress a network while preserving its
performance as much as possible. In its original formulation, Synflow provides a
local measure of the importance of individual parameters. The idea was later ex-
tended by [1] to obtain an architecture-level score by summing the contributions
of all weights. In its global form, the metric can be expressed as the inner product
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Table 4.3: Kendall-τ and Spearman-ρ correlations between Synflow, LogSynflow,
and test accuracy on NAS-Bench-101 [143]. The values show that LogSynflow
provides a more reliable proxy for test accuracy than the original Synflow metric.

Metric Kendall Spearman

Synflow [123] 0.25 0.37
LogSynflow (ours) 0.31 0.45

between the parameter vector θ and the gradient vector ∂R
∂θ

:

S (Θ) = θ · ∂R
∂θ

. (4.3)

To evaluate the metric, the model is first re-parameterized by taking the absolute
value of its weights, ensuring θi ≥ 0. An all-ones input tensor is then propagated
through the network, and the resulting scalar output is backpropagated to com-
pute the gradients. It must be noted that normalization layers must be disabled
when computing Synflow [123]. In practice, the removal of batch normalization
often leads to gradient explosion even for comparatively small models. As a result,
the contribution of the weight magnitudes becomes effectively negligible, since the
gradient-related term can dominate the product by several orders of magnitude. To
mitigate this effect, we introduce LogSynflow, which applies a logarithmic trans-
formation to the gradients to reduce their dynamic range before aggregating the
per-weight contribution across the network:

S (Θ) = θ · log

(

∂R
∂θ

+ 1

)

. (4.4)

To assess whether this modification yields a more informative indicator, we evalu-
ated both metrics across both benchmarks considered in this work [26], [143] and
measured their correlation with test accuracy (Tables 4.1, 4.3). The results show
that LogSynflow consistently achieves a stronger correlation with test accuracy
than the original Synflow formulation. Moreover, the positive correlation between
LogSynflow and test accuracy, also qualitatively shown in Figure 4.1, indicates that
favoring architectures with higher LogSynflow scores tends to select models that
perform better at test time.

# Skipped layers

Several training-free NAS approaches [16], [25], [53], [111] rely on the Neural
Tangent Kernel (NTK) [53] as a base for indicators of model trainability. In our
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setting, however, NTK is substantially more expensive to compute than alternative
training-free metrics [58], [85], [131] and exhibits only a weak correlation with
test accuracy (Table 4.1). To bias the search toward architectures that are easier
to optimize, we therefore replace NTK with a simpler surrogate, defined as the
number of skipped layers normalized by the total number of skip connections in a
cell

s =
#Skipped layers

#Skip connections
. (4.5)

Since the introduction of residual connections in [43], which has profoundly in-
fluenced modern deep learning, skip connections have become a standard design
choice in state-of-the-art architectures, including EfficientNet [121], ResNeXt [139],
ViT [29] and ConvNeXt [73]. These connections are widely recognized as a key
enabler for training very deep networks: by providing shorter gradient paths across
computational blocks, even a single bypass around a cell helps alleviate vanish-
ing gradients and facilitates the backward propagation of the gradient through the
model. The intuition behind this additional metric is to prioritize configurations
that use a small number of skip connections while spanning many layers, thus
promoting long-range shortcuts within a cell. Under this definition, the score is
maximized in the extreme case where a single skip connection directly links the cell
input to its output.

4.3.2 Search strategy

To identify the best-performing architecture, we adopt an evolutionary strategy
based on an enhanced version of Tournament Selection with Ageing (REA) [100].
The procedure starts from a randomly generated population of N individuals, each
represented by a genotype encoding the network structure. At each iteration, n

candidates are uniformly sampled from the current population, and the highest-
scoring individual in this subset is chosen as the parent. The selected genotype is
then mutated to produce an offspring, which is inserted back into the population.
Classic Tournament Selection maintains a fixed population size by discarding the
least fit individuals, while REA instead eliminates the oldest candidate, thereby
favoring younger solutions and promoting broader exploration of the search space.
To further strengthen search dynamics, we adopt a variant in which two parents are
selected at each iteration. Each parent is independently mutated to produce two
offspring, and an additional child is generated via crossover. The crossover opera-
tion is implemented by uniformly selecting each gene from one of the two parents.
This design improves exploration, since mutation typically induces local changes,
whereas recombining two distinct genotypes can yield more diverse offspring that
diverge substantially from their parents [72]. The benefits of this strategy over the
original algorithm are demonstrated empirically in our experimental evaluation. To
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keep the population size fixed, after removing the oldest individual we retain only
the best N candidates. In both mutation and crossover, all gene selections are
drawn uniformly at random.

We perform constrained search by enforcing upper bounds on FLOPs and on
the number of parameters for candidate architectures, since these quantities do
not depend on a specific deployment platform. When constraints are active, only
feasible individuals are admitted into the population; if an offspring violates the
limits, new offspring are generated until a feasible child is obtained. Unless stated
otherwise, all experiments in this work use N = 25 and n = 5. Additional results
for alternative choices of N and n are provided in Table 4.5.

4.3.3 Experiments

Benchmarks and experimental protocol

To enable a fair and reproducible comparison with prior NAS methods while
keeping the computational budget negligible, we follow the approach described in
Section 2.2.4 and conduct our experiments on tabular NAS benchmarks that provide
precomputed training and evaluation results. By querying these benchmarks rather
than retraining candidates, we substantially speed up the experimental evaluation
and remove variability due to different training pipelines, therefore improving com-
parability across methods. More specifically, we use NAS-Bench-101, which enu-
merates a large set of cell-based CNN architectures evaluated on CIFAR-10 [56],
and NATS-Bench [26], a tabular benchmark derived from NAS-Bench-201 [27],
that reports results for a compact cell search space on CIFAR-10, CIFAR-100 and
ImageNet-16-120 [19]. NATS-Bench also provides auxiliary efficiency indicators
(e.g. FLOPs and latency), which we exploit when considering constrained settings.

Given that constrained NAS methods have not been systematically bench-
marked on these tabular search spaces, we first assess FreeREA in an uncon-
strained setting, comparing it with representative state-of-the-art training-based
and training-free approaches on both NAS-Bench-101 and NATS-Bench. We then
move to a constrained evaluation on NATS-Bench, where we measure how close the
architectures found by FreeREA are to the corresponding optimum under the same
resource limits. FreeREA is run with a wall-clock budget of 45 seconds on NATS-
Bench and 12 minutes on NAS-Bench-101. All experiments are carried out on a sin-
gle NVIDIA RTX 3080 GPU. Results for training-based baselines on NATS-Bench
are taken from the original benchmark paper [26], while training-free baselines are
reported as in their respective publications.
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Figure 4.2: Mean test accuracy and corresponding standard deviation on the
ImageNet-16-120 dataset of NATS-Bench. The shaded regions group training-based
methods and training-free methods separately.

As an initial unconstrained study, we focus on NATS-Bench. The results in
Table 4.4 and Figure 4.2 confirm that, among the considered state-of-the-art base-
lines, REA [100] is the strongest competitor in terms of the accuracy of the ar-
chitectures it discovers. Nevertheless, FreeREA consistently improves upon this
reference across all the datasets included in the benchmark, with the advantage
becoming more pronounced as the task becomes more challenging. Concretely,
FreeREA identifies models achieving 94.36% test accuracy on CIFAR-10, 73.51%
on CIFAR-100, and 46.34% on ImageNet-16-120. These solutions are essentially
optimal: they are within 0.01% of the optimum on CIFAR-10, match the optimum
on CIFAR-100, and remain only 0.97% below the optimum on ImageNet-16-120.

Overall, FreeREA delivers markedly stronger results than all baselines consid-
ered here, including both training-free and training-based methods, an outcome
that is particularly noteworthy given that training-based approaches are typically
regarded as more reliable. This gap is even more significant when accounting for
the search budget: while training-based competitors require on the order of 2×104,
4×104 and 1.2×105 seconds under their respective caps, FreeREA operates for only
45 seconds. In addition, FreeREA exhibits substantially higher run-to-run stability
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(Table 4.4 and Figure 4.2). The largest standard deviation we observe is 0.05 (on
CIFAR-100), whereas REA displays much larger variability (0.31 on CIFAR-10,
0.84 on CIFAR-100 and 0.80 on ImageNet-16-120). Comparable trends hold for
the other baselines. Taken together, these results indicate that FreeREA converges
toward near-optimal solutions with lower uncertainty, potentially reducing the need
for repeated searches to obtain a strong final architecture.

It is worth noting that, for training-free baselines, the savings brought by our
approach typically amount to a few minutes, while for training-based methods they
translate into hours, and in some cases even days, of computation. We attribute
both the improvement in mean test accuracy and the reduced run-to-run variability
to two factors: (i) the particular set of training-free metrics adopted to score can-
didates, and (ii) the changes introduced in the underlying evolutionary procedure.
To disentangle these contributions, we run an additional ablation in which we keep
the original REA search mechanism but replace the usual post-training validation
ranking with our metric-based scoring. We refer to this variant as FreeREA−. As
shown in Table 4.4, FreeREA− achieves performance close to FreeREA, although
it tends to exhibit higher variability in some settings. This result supports the
effectiveness of the proposed metrics, while offering limited insight into the impact
of the algorithmic modifications. A plausible explanation is that NATS-Bench is
comparatively small, so differences in search dynamics are partially masked; we
therefore expect the benefits of the modified search to become more apparent on
more challenging benchmarks, such as NAS-Bench-101.

Figure 4.3 reports the average test accuracy of all methods as a function of
wall-clock search time. The plot highlights that FreeREA achieves the most fa-
vorable balance between computational cost and performance. In particular, the
training-based baselines, shown on the right-hand side, operate under comparable
(capped) time budgets (see Table 4.4). To assess whether these conclusions hold
in a more demanding setting, we evaluate FreeREA on NAS-Bench-101, which fea-
tures a substantially larger and more challenging search space. Here we compare
against the other training-free baselines and against the strongest training-based
reference, i.e., REA. For REA, we set population size and tournament size to 50
and 5, respectively. This choice departs from the original implementation for NAS-
Bench-101 [143] to fit our approximately 24-hour budget for the whole search, since
generating the initial pool of 100 trained candidates alone would require roughly 18
hours. The same REA configuration is used for FreeREA− to enable a controlled
comparison, whereas FreeREA retains its default population size of 25. The results
in Table 4.6 confirm that FreeREA remains the top-performing method, despite
requiring only about twelve minutes of search.

Notably, on NAS-Bench-101 we observe a clearer gap between FreeREA and
FreeREA− in terms of average test accuracy, lending support to the hypothesis that
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Figure 4.3: Average test accuracy versus time on NATS-Bench (ImageNet-16-120).
The time axis is reported in logarithmic scale. For training-based methods, both
accuracy and runtime values are taken from the original NATS-Bench paper [26].

our revised evolutionary procedure is more effective than the vanilla REA method.
The changes introduced in our method are designed to strengthen exploration: gen-
erating offspring from two mutated parents enables a finer search in the proximity
of strong candidates, while the crossover operator facilitates jumps to more distant
regions of the space. Consistently with this intuition, we expect the advantage of
FreeREA over FreeREA− to become more pronounced as the search space grows in
complexity and as the available search budget increases. To investigate this trend,
we report in Figure 4.4 the evolution over time of mean test accuracy and variance
for FreeREA, FreeREA−, and REA. An additional observation is that FreeREA
exhibits higher variability at the very beginning of the search (between 101 and
102 seconds), but progressively stabilizes and ends with substantially lower uncer-
tainty. This pattern is not observed for FreeREA− or REA, and is consistent with
the intended effect of our modifications: improved exploration early on, followed
by more reliable convergence later in the run.
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Table 4.4: Test accuracy and search time, measured in seconds, on NATS-Bench.
Results for training-based baselines are reported from [26].

CIFAR-10 CIFAR-100 ImageNet-16-120

Algorithm Accuracy Time Accuracy Time Accuracy Time

Training-based

REA [100] 94.02 ± 0.31 2e4 72.23 ± 0.84 4e4 45.77 ± 0.80 1.2e5
REINFORCE [153] 93.90 ± 0.26 2e4 71.86 ± 0.89 4e4 45.64 ± 0.78 1.2e5
RSPS [63] 91.05 ± 0.66 2e4 68.27 ± 0.72 4e4 40.69 ± 0.36 1.2e5
DARTS (1) [69] 59.84 ± 7.84 2e4 61.26 ± 4.43 4e4 37.88 ± 2.91 1.2e5
DARTS (2) [69] 65.38 ± 7.84 2e4 60.49 ± 4.95 4e4 36.79 ± 7.59 1.2e5
GDAS [28] 93.23 ± 0.58 2e4 68.17 ± 2.50 4e4 39.40 ± 0.00 1.2e5
ENAS [96] 93.76 ± 0.00 2e4 70.67 ± 0.62 4e4 41.44 ± 0.00 1.2e5

Training-free

NASWOT [85] 93.15 ± 0.08 54 70.41 ± 0.35 54 44.32 ± 3.74 49
TENAS [16] 93.18 ± 0.39 327 70.24 ± 1.05 327 43.55 ± 8.24 278
TF-MOENAS [25] 93.96 ± 0.10 7753 71.94 ± 0.50 8361 45.68 ± 1.24 9091
FreeREA− (ours) 94.30 ± 0.02 45 73.30 ± 0.31 45 46.34 ± 0.00 45
FreeREA (ours) 94.36 ± 0.00 45 73.51 ± 0.05 45 46.34 ± 0.00 45

Optimum

- 94.37 - 73.51 - 47.31 -

Table 4.5: Ablation study on NATS-Bench [26] for different values of N and n.
The table reports the test accuracy of the final selected model. Each configuration
is evaluated over 30 runs with a search budget of 45 seconds.

N n CIFAR-10 CIFAR-100 ImageNet-16-120

25 5 94.36 ± 0.00 73.51 ± 0.00 46.34 ± 0.00

100 2 93.95 ± 0.14 71.80 ± 1.85 45.65 ± 2.57
100 50 94.36 ± 0.00 73.51 ± 0.00 46.34 ± 0.00

20 20 94.36 ± 0.00 73.51 ± 0.00 46.34 ± 0.00

100 25 94.34 ± 0.01 73.50 ± 0.00 46.34 ± 0.00

64 16 94.36 ± 0.00 73.51 ± 0.00 46.34 ± 0.00

Constrained search

AutoML research is increasingly expected to focus on models that can be de-
ployed on resource-limited platforms. In this context, while optimization is crucial
to make the most of the available compute and memory budget, we deliberately
avoid embedding hardware-specific heuristics into the search procedure. Accord-
ingly, we evaluate FreeREA in a constrained setting by restricting the admissible
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Table 4.6: Test accuracy and search time, measured in seconds, for training-free
methods and REA on NAS-Bench-101 [143].

Algorithm Accuracy Time

Training-based

REA [100] 93.39 ± 0.09 86752

Training-free

NASWOT [85] 92.23 ± 8.90 114
FreeREA− (ours) 93.13 ± 1.16 723
FreeREA (ours) 93.80 ± 0.02 724

Optimum 94.31 -

architectures through explicit budget bounds, without otherwise tailoring the algo-
rithm to any particular target device.

Introducing explicit resource budgets is not entirely straightforward, and strong
results in the unconstrained regime do not automatically translate to the con-
strained case. FreeREA ranks candidates using training-free scores that act as
proxies for final test accuracy. However, the relationship between these scores and
accuracy can change when attention is restricted to a feasible subset of the search
space. As a consequence, a truly practical training-free NAS method should remain
effective both with and without deployment constraints, ideally without requiring
specific changes to either the scoring metrics or the search procedure.

Since the tabular benchmarks we consider do not provide established con-
strained evaluation baselines, we assess FreeREA under three progressively tighter
budgets on FLOPs and on the number of parameters: (108, 8×105), (7×107, 5×105),
and (4 × 107, 3 × 105). We run the method on the three NATS-Bench datasets un-
der each constraint level. Given the lack of competitors, we report in Table 4.7
a comparison between the architectures found by FreeREA and the best feasible
model available in the benchmark under the same constraints, which effectively
provides an upper bound in this setting. On the two CIFAR tasks, the remaining
gap to this oracle solution (i.e., the regret) is 0.32% on average, while on the more
demanding ImageNet-16-120 the average gap increases to 0.56%. These figures mir-
ror the unconstrained analysis, where the distance from the optimum is also larger
on ImageNet-16-120 (0.97% on average). Overall, the results suggest that the pro-
posed metric combination remains a reliable surrogate for test accuracy even under
stringent resource budgets, and can therefore serve as a useful reference point for
future work on constrained training-free NAS.
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Figure 4.4: Evolution of test accuracy over search time for REA, FreeREA−, and
FreeREA on NAS-Bench-101. The time axis is shown in logarithmic scale, and
standard deviations are reduced by a factor of 10 for readability. FreeREA exhibits
higher variability during the early search phase, between 101 and 102 seconds, but
converges to lower uncertainty near the end of the search, while REA and FreeREA−

maintain comparable variance during the process.

4.4 Decoupling topology and size in training-free

NAS

While FreeREA showed that a carefully designed combination of training-free
metrics can effectively replace full training during the search, it also highlighted
a more fundamental limitation of aggregated proxy-based evaluation. Different
zero-cost metrics do not capture the same architectural properties with the same
fidelity: some are more informative about trainability or model size, while others
are more closely correlated to the expressivity of the network. Treating all these
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Table 4.7: FreeREA test accuracy on NATS-Bench under constrained search set-
tings. Regret represents the gap between the optimal and average test accuracy
obtained during search. Each run is stopped after 45 seconds.

FLOPs Params Accuracy Optimum Regret

CIFAR-10

1e8 8e5 94.12 ± 0.01 94.31 0.19
7e7 5e5 93.02 ± 0.13 93.75 0.73
4e7 3e5 91.30 ± 0.00 91.32 0.02

CIFAR-100

1e8 8e5 72.08 ± 0.01 72.43 0.35
7e7 5e5 71.07 ± 0.00 71.63 0.54
4e7 3e5 68.39 ± 0.00 68.48 0.09

ImageNet-16-120

1e8 8e5 46.08 ± 0.08 46.85 0.77
7e7 5e5 45.35 ± 0.04 45.95 0.65
4e7 3e5 40.73 ± 0.00 41.00 0.27

signals as components of a single global score may therefore lead to suboptimal
search decisions, especially when the search space includes heterogeneous design
dimensions.

Starting from this observation, the next step of our research was to move be-
yond metric aggregation and investigate whether distinct aspects of architecture
design could be guided separately. In particular, we focused on the distinction be-
tween topology, which determines the structural organization of the network, and
size, which controls its dimensionality and computational footprint. This led to
the introduction of Entropic Score, a novel training-free metric designed to cap-
ture the expressive potential of a candidate architecture through the entropy of its
activations at initialization.

Despite building on FreeREA, in this work Entropic Score was not used as
an additional term in a cumulative ranking function. Instead, it was paired with
LogSynflow within a decoupled search strategy, where the two metrics supervise
complementary design choices: Entropic Score drives the search over topological
characteristics, while LogSynflow guides dimensional decisions. This formulation
makes it possible to exploit the strengths of each proxy more explicitly, rather than
forcing them into a single undifferentiated fitness value.

Compared with the benchmark-oriented setting adopted for FreeREA, this work
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also considers a more challenging and application-driven scenario, namely the design
of tiny hybrid CNN-Transformer architectures for ImageNet classification under
mobile-scale resource budgets. In this sense, Entropic Score represents both a
methodological refinement and a step toward more realistic training-free NAS for
edge-oriented vision models.

4.4.1 Method

Architectural design choices can be broadly grouped into two main categories:
topological and dimensional. Topological aspects concern the structural organiza-
tion of the network, including the types of layers involved, the connectivity patterns
among them, and their arrangement within the overall architecture (Figure 4.5).
Dimensional aspects, instead, are related to model size and computational com-
plexity. These properties can be adjusted by acting, for instance, on the depth of
the network, the number of channels in each layer, the expansion ratios of bottle-
neck modules, and similar design parameters. Since these two design dimensions
reflect different properties of the architecture, in this work they are guided through
distinct metrics: LogSynflow, already introduced in Section 4.3.1, is used to evalu-
ate the dimensional aspects of the model, while the novel metric Entropic Score is
introduced to guide topology decisions.

Conv 1x1

Depthwise K×K

Conv 1x1

Depthwise K×K

Conv 1x1

Conv 1x1

Figure 4.5: Alternative locally-enhanced FFN block designs. The left panel shows
an Inverted Bottleneck [107] block, while the right panel illustrates a ConvNeXt [73]
block.
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Entropic Score

Figure 4.6: Relationship between training-free metrics and CIFAR-10 test accuracy.
The left plot reports Entropic Score on the topological search space of NAS-Bench-
101 [143], while the right plot shows LogSynflow on the dimensional search space
of NATS-Bench [26]. Entropic Score is particularly effective for topology selection,
while LogSynflow is better suited to architectural dimensioning.

The proposed metric is intended to quantify the ability of an architecture to
represent and propagate informative signals. Its value is computed by feeding a ran-
dom input tensor through the network and then aggregating the average element-
wise entropy of the normalized activations across the model. From an intuitive
perspective, a higher Entropic Score suggests a richer flow of information during
the forward pass, which may in turn favor the fitting capacity of the architecture.
Under this interpretation, Entropic Score can be regarded as a proxy for network
expressivity. Like Synflow [123] and related measures, it is entirely data-agnostic,
since its computation does not depend on training samples or labels. As a result,
the search procedure is not tied to a specific dataset, but rather aims at identifying
architectures with more general potential, which can then be employed in different
application settings. Accordingly, we adopt a general search strategy that is not
constrained to a specific dataset, with the goal of identifying models for a given
task that remain applicable across different settings.

Given a network parameterized by θ, the proposed aggregated metric is defined
as follows:

E(θ) = −
N
∑

i=1

1

K

K
∑

j=1

aij (θ) · log (aij (θ) + ϵ) , (4.6)

where N denotes the number of activations in the network, K is the number of el-
ements in the normalized activation tensor a, and ϵ is a small constant introduced
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for numerical stability. A key component of the proposed method is the compu-
tation of a layer-wise quantity, which is subsequently aggregated to obtain a score
for the entire architecture. Before evaluating the metric, the network undergoes
a preparation procedure inspired by Synflow [123]. Specifically, all normalization
operators are removed, the network weights are replaced by their absolute values,
and nonlinear activation functions such as GELU [46] and Swish [99] are replaced
with ReLU [87]. This preprocessing step ensures that only non-negative values are
propagated through the network, so that the logarithm in (4.6) is well defined.
Importantly, these transformations are applied only when computing the Entropic
Score at initialization, while the architecture subsequently trained and evaluated
retains its original normalization layers and activation functions. Following this
preprocessing, a random input tensor x ∈ [−0.5, 0.5] is fed through the model. For
each layer, the resulting activations are normalized to the interval (0, 1] by dividing
them by the maximum value computed along the channel dimension. The corre-
sponding layer-wise score is then obtained by computing the average element-wise
entropy of the normalized activations. The final Entropic Score is then obtained
by aggregating these values across all layers, thus yielding a scalar indicator of the
expressive potential of the network topology. In practice, to reduce the effect of
random fluctuations, the metric is evaluated three times using different initializa-
tions of both the network and the input tensor, and the final score is taken as the
average of the three runs.

Within the NAS setting, Entropic Score is intended to capture the potential
expressivity of a candidate architecture, under the assumption that higher values
correspond to richer and more structured activation patterns. Empirically, this
metric proves particularly effective when guiding topological design choices, as also
highlighted by the results reported in Table 4.11a and Figure 4.6.

Decoupled search algorithm

The search procedure is built upon an evolutionary framework derived from
REA [100], which is adopted as the core optimization strategy. In line with the
refinements proposed in Section 4.3, the algorithm includes both multiple mutations
at each iteration and crossover operations between parent architectures, in order
to improve exploration, reduce locality effects and promote greater diversity within
the population. All mutation and crossover operations are sampled with uniform
probability.

The procedure is preceded by a multi-start phase designed to mitigate the
dependence on the initial population. More specifically, several sub-populations
are initialized and evolved independently for a limited amount of time, and the

66



4.4 – Decoupling topology and size in training-free NAS

best architectures emerging from each of them are then used to seed the main
evolutionary stage. This initialization strategy improves robustness across runs and
reduces the variance typically associated with purely random starting conditions.

A central aspect of the method is that the search is not driven by a single
aggregated score. As previously discussed in Section 2.2.1, topology and dimen-
sionality correspond to different families of architectural decisions, and training-free
metrics do not provide equally informative signals for both. For this reason, the
proposed approach combines Entropic Score and LogSynflow within a decoupled
search strategy, rather than merging them into a single fitness value. LogSynflow
provides information related to gradient propagation and network complexity, and
proves to be particularly effective for dimensional choices. Entropic Score, on the
other hand, is used to assess the expressive quality of the architectural topology.
The two metrics therefore offer complementary cues.

This separation is motivated by the observation that a seamless aggregation
of different zero-cost proxies, as commonly done in previous training-free NAS ap-
proaches [1], [16], may lead to suboptimal decisions when the individual metrics
prioritize different properties of the model. A metric that is highly informative for
sizing the network may contribute little to the selection of its structural configura-
tion, while the opposite may hold for a metric tailored to topological assessment.
The proposed decoupled formulation addresses this issue by assigning each metric
to the design dimension for which it is most suitable.

Concretely, Entropic Score guides the selection of topological features, such
as the type of block or the kernel size, whereas LogSynflow is used to determine
dimensional attributes, including the number of output channels and the expansion
ratios of bottleneck or MLP components. In this way, each phase of the search
focuses on a restricted subset of architectural choices, while still contributing to
the progressive refinement of the same candidate solutions.

The overall procedure is structured accordingly. During the initial multi-start
stage, the search is driven exclusively by Entropic Score, in order to favor the
emergence of promising topological configurations. The main search phase then
alternates cyclically between topology optimization and size optimization, using
the best architectures obtained at one stage as the starting point for the next.
This alternating scheme allows the method to exploit the strengths of both metrics
without forcing them into direct competition within the same ranking criterion.

In the experiments, the multi-start phase evolves five independent populations
for three minutes each. Population size and tournament size are set to 25 and 5
during this stage, following the procedure described in Section 4.3, and are doubled
in the subsequent main search phase. Topology and size optimization are then
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alternated every five minutes for the smaller models and every six minutes for
the larger ones, leading to a total search time of 45 and 55 minutes, respectively.
Overall, the full procedure remains below one GPU hour, while providing a more
accurate and flexible way to explore the joint design of topology and model size.

Search space

The search space considered in this work is derived from the architecture of
EfficientFormerV2 [66], a modern hybrid transformer model that combines In-
verted Bottleneck [107] with efficient Multi-Head Self-Attention (MHSA) layers
[66]. In particular, the attention formulation adopted in this architecture fam-
ily incorporates additional mechanisms such as downsampling, locality-enhancing
operations [36], [112] and Talking Heads [109].

The use of training-free metrics makes the exploration process considerably
more efficient from a computational standpoint, which in turn enables a more ex-
tensive investigation of the search space. For this reason, the original space of [66]
is extended and refined to provide greater flexibility in the definition of the net-
work components. More specifically, each Feed-Forward Network (FFN) block is
allowed to vary independently in terms of output dimensionality and kernel size,
rather than relying on a stage-wise fixed output dimension and a uniform 3 × 3
kernel across the entire network, as in [66]. In addition, the FFN block can be
instantiated either as an Inverted Bottleneck [107] or as a ConvNeXt-style block
[73] by modifying the position of the depthwise convolution (Figure 4.5). Greater
flexibility is also introduced in the MHSA layers, for which the number of heads
and the head dimension are treated as searchable parameters. By contrast, the
kernel size of FFN blocks following attention layers is fixed to 3 × 3, since larger
kernels are unnecessary in the presence of the global receptive fields introduced by
MHSA.

Overall, the searchable attributes of each FFN block include the FFN configura-
tion (IBN or ConvNeXt), the output dimension, the kernel size, and the expansion
ratio. For Transformer layers, the search additionally involves the number of atten-
tion heads and the head dimension, alongside the FFN configuration, output size,
and expansion ratio. The distinction between topological and dimensional vari-
ables is reported in Table 4.8. To preserve the feasibility of residual connections,
output dimensions are constrained to be non-decreasing, so that skip connections
can always be implemented through zero-padded residuals [41]. The number of
blocks in each stage, as well as the design of the downsampling layers, is instead
kept consistent with [66]. As a result of these extensions, the proposed search space
is substantially larger and more fine-grained than the one originally introduced in
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Table 4.8: Division of searchable dimensions between topology and size. Following
the convention adopted in NATS-Bench [26], kernel size is considered a topological
dimension rather than a size-related one, as it characterizes the operator choice
rather than its dimensionality.

Topology Size

FFN Type Output Channels
Kernel Size Expansion Ratio

Number of Heads Head Dimension

EfficientFormerV2 [66], allowing a more detailed exploration of both topological
and dimensional design choices.

4.4.2 Experiments

To assess the effectiveness of the proposed method against both state-of-the-
art architectures and existing NAS approaches, we performed a set of experiments
within the search space described in the previous paragraphs. The goal of the
search was to identify the best-performing architecture under different model-size
constraints, following the footprint settings defined in [66]. Specifically, three target
configurations were considered, namely S0, S1 and S2, corresponding to maximum
parameter budgets of 3.5M, 6M, and 12.5M respectively. The resulting architecture
family is referred to as ESFormer, after the proposed Entropic Score metric.

Table 4.10 reports the ImageNet-1k performance of several state-of-the-art fam-
ilies of mobile architectures across different model scales. Unless otherwise stated,
the reported results are taken from the corresponding original publications. The
only exception is represented by the EfficientFormerV2 models, which were re-
trained using their original training setup, but without distillation.

Comparison with hand-designed networks

The architectures discovered by the proposed search consistently achieve higher
accuracy than most manually designed competitors. In the smallest regime, ESFormer-
S0 achieves a top-1 accuracy of 75.5%, outperforming all the alternative architec-
tures with comparable, or even slightly larger, computational budgets. In the
medium-scale setting, ESFormer-S1 obtains 78.8% top-1 accuracy, matching the
best results among the considered hand-designed models, namely EdgeNeXt-S [82].
For the largest budget, EdgeViT-S [18] achieves a marginally higher accuracy than
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Figure 4.7: Comparison between model size and ImageNet-1k top-1 accuracy for
state-of-the-art NAS approaches. Marker size encodes the computational cost of
each model in terms of MACs.

ESFormer-S2. However, this improvement comes at the cost of substantially higher
complexity, requiring approximately 35% more MACs. A similar observation holds
when comparing architectures at intermediate scale where ESFormer-S1 surpasses
EdgeViT-XS [18] by more than one percentage point under comparable computa-
tional budgets. Overall, when considering models with a similar number of param-
eters and operations, the proposed architectures achieve the best top-1 accuracy
across all examined scenarios.

Comparison with automatically designed networks

When compared with architectures obtained through other NAS methods, the
proposed approach is particularly notable for its search efficiency (Figure 4.7). The
search time required to obtain the ESFormer models is always below one GPU
hour, while most competing methods require several GPU days to identify a final
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architecture. In particular, the proposed method reduces the search cost by approx-
imately a factor of 12 with respect to TF-TAS [151], which is the fastest among
the compared alternatives, while also improving top-1 accuracy by more than 3%
with lower requirements in terms of MACs.

Among the NAS-designed baselines, BurgerFormer-Small [142] is the only model
that achieves final accuracy competitive with ESFormer-S2. Nevertheless, this re-
sult is obtained with a search cost that is orders of magnitude higher, as well as
with a significantly more complex final architecture, involving approximately 26%
more parameters and 50% more MACs. It is also worth emphasizing that the pro-
posed architectures substantially outperform EfficientFormerV2 across all model
scales, with improvements exceeding 3 percentage points in top-1 accuracy in every
considered setting.

Training details

The performance of the discovered architectures is assessed on ImageNet-1k at
the standard input resolution of 224 × 224. Unless otherwise specified, all mod-
els are trained for 300 epochs using Binary Cross-Entropy loss and the AdamW
optimizer [78], with learning rate, batch size and weight decay set to 2 × 10−3,
1024, and 2×10−2 respectively. The optimization process follows a cosine learning-
rate schedule [79], preceded by a warm-up stage of 20 epochs to enhance training
stability. Our training pipeline relies on widely adopted augmentation and regular-
ization strategies, namely mixup/Cutmix [145], [147], RandAugment [21], Random
Erasing [150], Stochastic Depth [51], Gradient Clipping [91] and Label Smooth-
ing [120]. More aggressive augmentation and regularization settings are used for
the largest models. A detailed summary of the adopted hyperparameters is pro-
vided in Table 4.9.

4.4.3 Ablation study

Correlation in NAS benchmarks

An aspect worth analyzing is the rank correlation between training-free met-
rics and the final test accuracy on standard NAS benchmarks. In this respect,
Table 4.11 compares the correlation between CIFAR-10 top-1 accuracy and the
rankings produced by state-of-the-art training-free metrics on two widely adopted
benchmark datasets, namely NAS-Bench-101 [143] and NATS-Bench [26]. More
specifically, Table 4.11a refers to NAS-Bench-101, which includes approximately
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Table 4.9: Hyper-parameters used to train the models on ImageNet-1k.

S0-S1 S2

Optimizer AdamW AdamW
Batch Size 1024 1024
LR 0.002 0.002
LR schedule Cosine Cosine
Training Epochs 300 300
Warmup Epochs 20 20
Weight Decay 0.02 0.02
Gradient Clipping 2.0 0.01
Mixup/Cutmix 0.8/1.0 0.8/1.0
RandAugment m7-n1 m9-n1
Random Erasing 0.0 0.25
Stochastic Depth 0.05 0.1
Label Smoothing 0.1 0.1

423,000 convolutional architectures differing in topology, while Table 4.11b con-
siders NATS-Bench, whose search space contains more than 30,000 architectures
sharing the same topology but differing in size. The results highlight the strong
capability of Entropic Score to identify promising topological configurations. In
particular, its correlation with the final accuracy is markedly higher than that of
the other considered training-free metrics, and is nearly twice the value obtained
by NASWOT [85]. At the same time, the analysis on NATS-Bench shows that
Entropic Score is considerably less informative when the main source of variation
lies in the dimensional properties of the network. In this setting, LogSynflow is
substantially more effective.

The same trend can also be observed in Figure 4.6, which reports the CIFAR-10
top-1 accuracy as a function of the rank assigned by Entropic Score and LogSyn-
flow in topological and dimensional search spaces, respectively. Taken together,
these results further support the view that the two metrics provide complementary
information and therefore motivate their joint adoption within the proposed search
framework.

Search ablation

To further investigate the benefits of Entropic Score as a search signal, the
search space is enriched with an additional topological option, namely a standard
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Table 4.10: ImageNet-1k classification results. Models are evaluated at the stan-
dard 224 × 224 resolution, except for MobileViTs, which use 256 × 256 inputs. ⋄
denotes training with distillation, † indicates training with the original configura-
tion without distillation, and ‡ marks conservatively estimated search times when
the original papers do not report them. Search time is reported in GPU hours/days.
The symbols ↑ and ↓ indicate whether higher or lower values are better.

Model Type Design Search Time Params [M]↓ MACs [G]↓ Epochs↓ Top-1 (%)↑

XCiT-N12 [2] Hybrid Manual - 3.0 0.5 400 69.9
MobileViT-XS [84] Hybrid Manual - 2.3 0.7 300 74.8
EdgeViT-XXS [18] Hybrid Manual - 4.1 0.6 300 74.4
MobileFormer-96M [17] Hybrid Manual - 4.6 0.1 450 72.8

EfficientFormerV2-S0 [66] Hybrid Auto > 8 days 3.5 0.4 300 71.8†

ESFormer-S0 (ours) Hybrid Auto 0.75 hours 3.5 0.4 300 75.5

DeiT-T [124] Transformer Manual - 5.9 1.2 300 72.2
XCiT-T12 [2] Hybrid Manual - 7.0 1.2 400 77.1
MobileViT-S [84] Hybrid Manual - 5.6 2.0 300 78.4
EdgeViT-XS [18] Hybrid Manual - 6.7 1.1 300 77.5
LeViT-128S [37] Hybrid Manual - 7.8 0.3 1000 76.6⋄

MobileFormer-151M [17] Hybrid Manual - 7.6 0.2 450 75.2
Edge-NeXt-S [82] Hybrid Manual - 5.6 1.0 300 78.8

TF-TAS-Ti [23] Transformer Auto 0.5 days 5.9 1.4 300 75.3⋄

ViTAS-DeiT-A [115] Transformer Auto ∼ 8 days‡ 6.6 1.4 300 75.6
GLiT-Tiny [13] Hybrid Auto > 10 days‡ 7.2 1.4 1000 76.3⋄

BurgerFormer-Tiny [142] Hybrid Auto 11 days 10 1.0 300 78.0
EfficientFormerV2-S1 [66] Hybrid Auto > 8 days‡ 6.1 0.7 300 75.6†

ESFormer-S1 (ours) Hybrid Auto 0.75 hours 5.9 0.9 300 78.8

LeViT-192 [37] Hybrid Manual - 10.9 0.7 1000 80.0⋄

MobileFormer-508M [17] Hybrid Manual - 14.0 0.5 450 79.3
XCiT-T24 [2] Hybrid Manual - 12.0 2.3 400 79.4
EdgeViT-S [18] Hybrid Manual - 11.1 1.9 300 81.0

ViTAS-Twins-T [115] Hybrid Auto ∼ 8 days‡ 13.8 1.4 300 79.4
BurgerFormer-Small [142] Hybrid Auto 11 days 14.0 2.1 300 80.4
EfficientFormerV2-S2 [66] Hybrid Auto > 8 days‡ 12.6 1.3 300 78.31†

ESFormer-S2 (ours) Hybrid Auto 0.9 hours 11.1 1.4 300 80.4

Residual Bottleneck block [43]. This design choice is generally ill-suited to mobile-
scale architectures and would normally be discarded by conventional training-based
NAS methods, which rely directly on validation accuracy to guide the optimiza-
tion process. By contrast, a training-free search procedure based on suitable proxy
metrics may repeatedly favor this block type, ultimately leading to suboptimal ar-
chitectures. This setting therefore provides a useful stress test for assessing whether
Entropic Score can effectively avoid this limitation. The proposed decoupled strat-
egy is then evaluated through an ablation study in which several search configu-
rations are compared, as reported in Table 4.12. In particular, three variants are
considered: a search guided exclusively by LogSynflow, a search based on a direct
combination of LogSynflow and Entropic Score, and the proposed decoupled search
algorithm. In all cases, the search is performed under a constraint of at most 6
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Table 4.11: Kendall and Spearman rank-correlation values between training-free
scores and CIFAR-10 top-1 accuracy, computed a) on the topological search space
of NAS-Bench-101 and b) on the size search space of NATS-Bench. Entropic Score
is mainly effective for topology-related choices, while LogSynflow better captures
variations in model dimension.

(a) Correlation w.r.t. NAS-Bench-101 topological search space.

Metric Kendall τ Spearman ρ

NASWOT 0.26 0.37
LogSynflow 0.31 0.45
Entropic Score (ours) 0.50 0.68

(b) Correlation w.r.t. NATS-Bench size search space.

Metric Kendall τ Spearman ρ

NASWOT 0.45 0.63
LogSynflow 0.76 0.92
Entropic Score (ours) 0.03 0.04

Table 4.12: Ablation study of the proposed search strategy on the extended search
space, where Residual Bottleneck blocks are included as additional architectural
choices. ImageNet-1k top-1 accuracy is reported. The symbols ↓ and ↑ indicate
whether lower or higher values are better, respectively.

LogSynflow Entropic Score Decoupling Params [M]↓ MACs [G]↓ Top-1 (%)↑
✓ ✗ ✗ 6.00 0.86 72.4
✓ ✓ ✗ 5.92 0.94 75.7
✓ ✓ ✓ 5.97 0.96 77.8

million parameters, therefore focusing on medium-scale architectures.

As shown in Table 4.12, the direct combination of LogSynflow and Entropic
Score already yields a substantial improvement over the baseline configuration
based solely on LogSynflow, leading to an accuracy gain of more than 3 percentage
points. The proposed decoupled strategy further improves upon this result. By
assigning the two metrics to the design dimension for which they are most infor-
mative, it produces architectures with consistently higher performance, providing
an additional improvement of about 2 percentage points. Overall, this analysis
confirms that the benefit of Entropic Score does not merely stem from another
proxy added to the evaluation process. Rather, the results suggest that explicitly
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separating topological and dimensional decisions allows the search to exploit the
strengths of the two metrics effectively.

4.5 Conclusions

This chapter investigated how training-free performance proxies can substan-
tially reduce the computational burden of Neural Architecture Search (NAS) while
still enabling the discovery of competitive, and often state-of-the-art, models in
resource-constrained scenarios. The two contributions presented in this chapter fol-
low a natural development: from demonstrating that carefully combining existing
zero-cost proxies can make training-free NAS practically effective, to showing that
designing specialized proxies and using them within a structured search strategy
can further improve both reliability and scalability. First, FreeREA established that
training-free NAS can be both a competitive and fast alternative to training-based
search on widely adopted benchmark search spaces. By selecting and calibrating
a complementary set of training-free metrics as a surrogate of test accuracy and
by employing an evolution-based search policy, FreeREA achieved strong results
while requiring only minutes of search time even in the largest benchmark setting.
Beyond the unconstrained case, the constrained experiments further highlighted
that the same proxy-driven evolutionary procedure remains effective when explicit
limits (e.g., on FLOPs and number of parameters) restrict the feasible region of the
search space, making the approach relevant to realistic deployment scenarios.

Building on these insights, the second part of the chapter introduced Entropic
Score, which pushes the training-free paradigm forward by emphasizing specializa-
tion and decoupling. While FreeREA relies on a single aggregated ranking signal
derived from multiple metrics, Entropic Score motivates a more structured view:
different architectural attributes (notably topology and size) are better assessed
by different proxies. Entropic Score was proposed as a topology-oriented indicator
based on the entropy of activations, and it was paired with LogSynflow to guide
dimensionality. This decoupled, cyclic optimization strategy allows each proxy to
operate in the regime where it is most informative, leading to a more targeted
search and enabling the efficient discovery of high-performing tiny hybrid Trans-
former architectures. The resulting ESFormer family shows that training-free NAS
can extend beyond classic CNN-centric benchmark spaces to more flexible hybrid
design spaces, while still maintaining a very small search budget. The empirical ev-
idence confirms that Entropic Score is particularly effective in ranking topologies,
while it is less informative for determining network dimensions on its own, and
therefore needs complementary metrics and explicit decoupling. More generally,
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these observations reinforce a central message of the chapter: the practical effec-
tiveness of training-free NAS depends on how proxies are combined, specialized and
embedded into the search strategy.

Overall, the contributions presented here support a unified takeaway: training-
free NAS can be a viable and highly efficient approach for designing tiny and hybrid
architectures, provided that proxies are treated as structured signals rather than
monolithic substitutes for training. However, it must be noted that the empirical
evidence presented in this chapter is limited to image classification and to a rela-
tively small number of search spaces, ranging from cell-based CNN benchmarks to a
hybrid space derived from EfficientFormerV2. Therefore, further validation would
be needed to establish whether the observed behavior of the considered proxies, and
in particular their specialization with respect to topological and dimensional design
choices, generalizes to substantially different architecture families and search spaces.
Moreover, the efficiency constraints considered here are mainly expressed through
hardware-independent quantities such as parameter count or FLOPs, rather than
direct measurements of latency, memory usage or energy consumption on real de-
vices. These limitations motivate several possible directions for future work, includ-
ing evaluating training-free proxies across broader architectural spaces and tasks
such as detection and segmentation, incorporating hardware-specific objectives into
the search, developing more robust proxies across heterogeneous settings, and ex-
ploring hybrid strategies that integrate lightweight training signals when proxies
are uncertain.
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Chapter 5

A hybrid CNN-ViT architecture
search benchmark

The content, images, and tables included in this chapter were originally pre-
sented in the following publication:

• L. Robbiano, F. Pistilli, and G. Averta, A CNN-ViT hybrid architecture
search benchmark on a large-scale dataset, IEEE Access, vol. 13, pp. 209 965–
209 979, 2025

5.1 Introduction

As discussed in Section 2.2.4, the high computational cost of NAS poses a
significant barrier to the systematic evaluation of novel NAS methodologies. Con-
sequently, assessing new algorithms often requires large-scale computational re-
sources, limiting reproducibility and fair comparisons across approaches. To mit-
igate these issues, a number of NAS benchmarks have been proposed, with the
aim of enabling reproducible research and standardized evaluation. By defining
fixed search spaces and providing precomputed performance indicators for candi-
date architectures, these benchmarks allow NAS strategies to be compared under
consistent experimental conditions, without the need for repeated and expensive
model training.

However, making NAS evaluation inexpensive and reproducible is only part
of the problem. A benchmark can provide a fixed search space and queryable
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performance values while still encouraging conclusions that are specific to a nar-
row architectural family, a simplified dataset, or a limited evaluation objective.
This issue becomes particularly relevant when benchmarks are used to validate
training-free metrics, or evaluation dimensions that go beyond the simple valida-
tion accuracy, as detailed in Section 2.1.4. Such settings reveal a first limitation
related to the architecture space. Many influential NAS benchmarks were designed
around purely convolutional architectures, which have been extremely useful for
controlled experimentation but only partially reflect the structure of recent vi-
sion backbones. Modern efficient architectures increasingly combine convolutional
blocks, transformer-based modules, large-kernel spatial processing, inverted bottle-
neck structures, and stage-wise capacity allocation. As a result, a NAS method
or a performance proxy that performs well on compact CNN-centric spaces may
not behave in the same way when applied to hybrid architectures, where local and
global feature processing mechanisms coexist. Evaluating NAS in this regime there-
fore requires a benchmark based on a search space that explicitly represents this
architectural heterogeneity.

A second limitation concerns the scale and representativeness of the data used
to train and evaluate candidate models. Small datasets like CIFAR and heavily
reduced ImageNet variants make exhaustive benchmarking more affordable, but
they may distort the relative ranking of architectures. For NAS evaluation, the
relevant question is not whether a model can achieve reasonable performance on a
small proxy dataset, but whether the ranking induced by that dataset is informative
for larger-scale visual recognition. This is especially important near the top of a
search space, where candidate architectures often differ by small margins and where
noisy or poorly representative proxies can change which design would be selected
by a search algorithm.

A third limitation is that architecture quality cannot be reduced to in-distribution
accuracy alone. In realistic settings, a model may also be required to maintain
performance under distribution shift, exhibit stable behavior across different train-
ing seeds, and satisfy deployment constraints on heterogeneous hardware. These
dimensions are not interchangeable: the architecture with the highest validation
accuracy may not be the most robust under distributional shift. Similarly, param-
eter count and theoretical computational cost do not necessarily translate into the
same inference latency ranking across different devices. A benchmark for practical
NAS should therefore expose these trade-offs rather than hiding them behind a
single scalar objective.

The benchmark introduced in this chapter, HyViTas-Bench, is designed to ad-
dress these requirements. It provides a controlled yet realistic evaluation environ-
ment for hybrid CNN-ViT architectures, using a reduced ImageNet-based dataset
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that preserves a substantially larger scale than conventional small-image bench-
marks. Each architecture is trained multiple times to account for variability due
to random initialization and stochastic optimization. In addition to in-distribution
accuracy, the benchmark includes out-of-distribution evaluations, latency measure-
ments across heterogeneous hardware platforms, and precomputed training-free
proxy scores. In this way, HyViTas-Bench supports the analysis of NAS methods
from multiple perspectives.

The remainder of the chapter first briefly reviews the NAS benchmarks most
closely related to this work, then describes the HyViTas-Bench search space, datasets,
and training protocol. Finally, it analyzes the benchmark through standard NAS
baselines and training-free proxies.

5.2 Related works

Building on the general discussion of NAS benchmarks introduced in Section 2.2.4,
this section focuses on the benchmarks more closely related to the proposed con-
tribution. Early tabular benchmarks such as NAS-Bench-101 [143], NAS-Bench-
201 [27], and NATS-Bench [26] have played a central role in making NAS evaluation
more reproducible and computationally accessible.

NAS-Bench-101 [143] provides exhaustive evaluations for approximately 423,000
cell-based architectures trained on CIFAR-10. The benchmark relies on a con-
strained search space defined as a Directed Acyclic Graph (DAG) with a fixed num-
ber of nodes and edges, enabling reproducible and systematic comparisons among
NAS algorithms. While highly impactful, NAS-Bench-101 is inherently limited
by its exclusive focus on a single small-scale dataset. To alleviate this limitation,
NAS-Bench-201 [27] introduced a more compact search space of 15,625 candidate
architectures, evaluated across multiple datasets, including CIFAR-10 [56], CIFAR-
100 [56], and ImageNet-16-120 [19]. Due to the presence of isomorphic architectures,
however, the effective number of distinct network topologies is reduced to 6,466.
Building upon NAS-Bench-201, NATS-Bench [26] further enriched the benchmark
by extending the search space along the width dimension, varying the number of
channels assigned to each architecture. This design choice substantially increases
the total number of candidate models, resulting in a benchmark comprising more
than 32,000 architectures.

In parallel with these efforts, the growing interest in hardware-aware NAS
has motivated the introduction of benchmarks explicitly accounting for efficiency
constraints. HW-NAS-Bench [59] extends NAS-Bench-201 with hardware-related
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performance indicators, including inference latency and energy consumption, mea-
sured across different computing platforms. Another significant contribution is Lat-
Bench [30], which focuses specifically on runtime latency and evaluates candidate
architectures on a heterogeneous set of devices, ranging from embedded systems
to mobile GPUs. More recently, NAS-Bench-MR [24] broadened the scope of NAS
benchmarking by supporting multi-resolution search across several computer vision
tasks, such as image segmentation, video understanding, and 3D object detection.
However, in this setting each architecture is trained only once per task, preventing
an explicit assessment of performance variability across repeated training runs.

Despite the substantial contribution of these benchmarks, most of them remain
primarily focused on convolutional architectures, offering no support for the eval-
uation of more recent architectural paradigms. As Vision Transformers [29] and
hybrid CNN-ViT models have gained increasing relevance, a clear gap has emerged
in the systematic benchmarking of NAS methods targeting these architectures.

In this context, OoD-ViT-NAS [47] was recently introduced as a benchmark
specifically tailored to Vision Transformers, with an emphasis on assessing gen-
eralization under out-of-distribution (OoD) conditions. The benchmark also in-
vestigates the behavior of training-free performance predictors, showing that such
metrics exhibit weak correlation with OoD accuracy, while model size appears to be
a more reliable indicator. However, similarly to NAS-Bench-MR, OoD-ViT-NAS
evaluates each architecture through a single training instance, which limits the anal-
ysis of robustness with respect to different random initializations. In this case, the
lack of repeated training runs stems from the adoption of one-shot supernet weight
sharing, a strategy that significantly reduces computational cost but is known to
suffer from weight entanglement, whereby shared parameters across sub-networks
can bias performance estimates and lead to unreliable evaluations.

The benchmark we propose in this chapter is designed to overcome these lim-
itations by providing a comprehensive evaluation framework for hybrid CNN-ViT
architectures trained on a large-scale dataset derived from ImageNet-1k. In con-
trast to most existing NAS benchmarks, which are restricted to small-scale datasets,
the proposed benchmark comprises 6,561 distinct architectures each trained inde-
pendently three times on large-scale data, enabling statistically robust performance
estimates. This experimental protocol supports consistent and reliable comparisons
across architectures and more accurately reflects the challenges encountered in re-
alistic large-scale visual recognition scenarios. The comparison with representative
NAS benchmarks reported in Table 5.1 highlights how HyViTas-Bench differs from
prior evaluation resources.
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Table 5.1: Summary of representative NAS benchmarks. HyViTas-Bench is the first
benchmark in this set to address hybrid CNN-ViT architectures on large-scale data,
while also providing out-of-distribution accuracy, hardware-related measurements,
and precomputed training-free proxies within a unified evaluation framework.

Benchmark # Arch. Dataset(s) Family
ID

Accuracy
OoD

Accuracy
HW

metrics
Proxy

metrics
Multiple

runs

NAS-Bench-101 [143] 423k CIFAR-10 CNN ✓ ✗ ✗ ✗ ✓

NAS-Bench-201 [27] 6.5k CIFAR
ImageNet-16

CNN ✓ ✗ ✗ ✗ ✓

NATS-Bench [26] 6.5k + 32k CNN ✓ ✗ ✓ ✗ ✓

HW-NAS-Bench [59] 6.5k CIFAR
ImageNet-1k

CNN ✓ ✗ ✓ ✗ ✗

LatBench [30] 15k CNN ✗ ✗ ✓ ✗ ✗

NAS-Bench-MR [24] 2.5k
ImageNet-1k,
KITTI [34],

Cityscapes [20]
CNN ✓ ✗ ✓ ✗ ✗

OoD-ViT-NAS [47] 3k ImageNet-1k ViT ✓ ✓ ✓ ✓ ✗

HyViTas-Bench 6.6k RedImageNet
CNN
ViT

✓ ✓ ✓ ✓ ✓

5.3 HyViTas-Bench

5.3.1 Search space

HyViTas-Bench defines a four-stage hybrid search space that couples convolu-
tional and transformer-based blocks in a sequential design (Figure 5.1). The overall
macro-architecture includes a fixed stem, implemented as a non-overlapping 4 × 4
convolution inspired by EdgeNeXt [82], and a fixed fully convolutional classification
head. The searchable part is restricted to the four intermediate stages: the first
two stages are purely convolutional, while the last two stages contain transformer-
based blocks, enabling controlled exploration of CNN-ViT hybrid designs within a
structured backbone template. The first two searchable and purely convolutional
stages each consist of three ConvNeXt [73] blocks. ConvNeXt was proposed as a
refinement of the residual convolutional paradigm introduced by ResNet, enriched
with architectural choices inspired by Vision Transformers. In particular, it adopts
large-kernel depth-wise convolutions and replaces traditional batch-normalization
pipelines with Layer Normalization [3], while using GELU [46] as the non-linear
activation. In our implementation, we replace Layer Normalization with standard
Batch Normalization to achieve more efficient inference. The final two searchable
stages are based on transformer blocks, each using a fixed configuration of 8 at-
tention heads. Following the design proposed in [67], each transformer block is
paired with a ConvNeXt block (Figure 5.2), thereby blending convolutional induc-
tive biases with the global receptive field enabled by attention mechanisms. This
configuration yields a search space that is both structured and practically usable
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for hybrid CNN-Transformer architectures. It is deliberately designed to strike
a balance between expressiveness and tractability: constraining the block choices
within each stage avoids a combinatorial growth that would make exhaustive eval-
uation infeasible, while still supporting systematic architectural variations within
the hybrid design. As a result, the benchmark enables controlled exploration of
different capacity allocations and effective receptive field sizes, while maintaining
a consistent stage-wise organization across candidate networks. The values consid-
ered for kernel sizes, expansion factors and output channel depths are summarized
in Table 5.2.

Stage 1Stem Stage 2 Stage 3 Stage 4 Head

Conv
NeXt

Conv
NeXt

Conv
NeXt

Convolutional stages Attention-based stages

Enc
block

Enc
block

Enc
block

Figure 5.1: Schematic representation of the hybrid CNN-ViT backbone underlying
the HyViTas-Bench search space. The network is organized into four stages and
includes a fixed Stem module inspired by EdgeNeXt [82], two searchable convolu-
tional stages built from ConvNeXt [73] blocks, two searchable transformer-based
stages derived from LocalViT [67], and a fixed classification head. The search di-
mensions comprise kernel size, the expansion factor shared across stages of the same
type, and the output depth, which is optimized independently for each stage. The
structure of the encoder blocks is shown in Figure 5.2.

5.3.2 Datasets

The substantial computational cost associated with training large numbers of
architectures on large-scale datasets has traditionally limited tabular NAS bench-
marks to small-scale datasets, such as CIFAR-10 and CIFAR-100. To partially
alleviate this burden, benchmarks such as NAS-Bench-201 and NATS-Bench adopt
a heavily reduced variant of ImageNet-1k, namely ImageNet-16-120, obtained by
downsampling images to a resolution of 16×16 pixels and restricting the dataset to
120 classes. While this design choice enables tractable large-scale benchmarking,
the reliance on such simplified datasets constitutes a fundamental limitation, as
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ConvNeXt

Attention Layer

+

+

BN

GELU

Conv
1×1

Depth Conv
k×k

Conv
1×1

Figure 5.2: Structure of the transformer-based encoder block used in the attention-
driven stages of the search space. The block consists of an attention module followed
by a ConvNeXt [73] block, with residual connections around both components.
The inset on the right details the ConvNeXt sub-block, which adopts an inverted
bottleneck structure and includes a depthwise convolution.

Table 5.2: Searchable dimensions of the HyViTas-Bench search space. Kernel size
and expansion factor are optimized independently for the first and last pairs of
stages, yielding a search space containing 6,561 different architectures.

Dimension Allowed values

Kernel size [3, 5, 7]

Expansion factor [1, 2, 4]

Output depth (stage 1) [16, 32, 48]

Output depth (stage 2) [64, 80, 96]

Output depth (stage 3) [112, 128, 144]

Output depth (stage 4) [192, 224, 256]

they often fail to capture the complexity required for reliable assessment of real-
world generalization. In light of the increasing architectural complexity of modern
neural networks, the evaluation of NAS methods on more realistic datasets that
better approximate full-scale data distributions has therefore become increasingly
important.
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To fill this gap, the proposed benchmark evaluates candidate architectures on
a large-scale dataset built following the best practices outlined in [90]. Specifi-
cally, the dataset is derived from ImageNet-1k by randomly selecting 500 classes
and downscaling all images to a maximum resolution of 192 × 192 pixels. This
design choice balances computational tractability and data representativeness, pre-
serving a wide variety of visual statistics while remaining suitable for large-scale
NAS experimentation. The resulting dataset comprises 523,901 training images
and 25,000 validation images, with an overall storage footprint below 20 GB. While
substantially smaller than the full ImageNet-1k dataset (approximately 146 GB), it
remains considerably larger and more representative in both resolution and sample
count than commonly used alternatives such as CIFAR or ImageNet-16-120.

By training all architectures on this dataset, the benchmark enables a more
realistic evaluation of generalization performance, thereby reducing the gap between
existing NAS benchmarks and practical deployment scenarios. This experimental
setting facilitates more meaningful comparisons among NAS methods and supports
the development of approaches tailored to large-scale, real-world applications.

To evaluate the robustness of each architecture under out-of-distribution con-
ditions, all models are additionally tested on three auxiliary datasets derived from
established OoD benchmarks. These datasets are constructed by applying the same
reduction protocol adopted for the in-distribution training set, namely by selecting
the same subset of 500 classes and downscaling all images to a maximum resolution
of 192 × 192 pixels.

ImageNet-Sketch [132] is a domain generalization benchmark consisting of
black-and-white, sketch-like depictions of classes drawn from ImageNet-1k. In con-
trast to natural photographs, these samples lack texture and color, therefore empha-
sizing a model’s ability to capture semantic information from shape and structural
cues. Owing to its abstract and texture-free nature, the dataset poses a particularly
challenging test for visual recognition models.

ImageNet-C [45] is a benchmark designed to assess robustness to input cor-
ruptions, in which 19 algorithmically generated perturbations, comprising 15 core
and 4 additional types, are applied to the ImageNet-1k validation set. These cor-
ruptions span a wide range of visual degradations, including noise, blur, weather
effects and digital artifacts, and are each defined at five increasing levels of severity.
Within our benchmark, every architecture is evaluated across all severity levels,
from level 1 (mild) to level 5 (severe), for each corruption type, enabling a compre-
hensive analysis of robustness under varying perturbation strengths. Unless oth-
erwise stated, quantitative results reported for the reduced version of this dataset
are averaged over the 15 core corruption types, while detailed per-corruption and
per-severity outcomes are provided as part of the benchmark release.
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Stylized-ImageNet [35] is constructed by altering the original textures of
ImageNet-1k images through Adaptive Instance Normalization (AdaIN) [52] style
transfer, using randomly sampled artistic styles while largely preserving object
shapes and the overall spatial structure of the scenes. This transformation enforces
a pronounced reliance on shape-based cues, making the dataset particularly chal-
lenging and the most demanding among those considered for robustness evaluation
in our benchmark.

This additional evaluation protocol allows for a comprehensive analysis of ar-
chitectural robustness and generalization beyond the training distribution, comple-
menting in-distribution performance assessment and supporting the investigation of
resilience to domain shift within NAS. In the remainder of this chapter, the reduced
and computationally lighter versions of ImageNet-Sketch, ImageNet-C and Stylized-
ImageNet validation sets are denoted by the prefix Red- (e.g. RedImageNet-C ). For
brevity in tables and figures, the out-of-distribution datasets are further abbrevi-
ated as RedIN-Sketch, RedIN-C and RedStylized-IN.

5.3.3 Training and evaluation protocol

All the architectures in HyViTas-Bench are trained on the RedImageNet dataset
described in Section 5.3.2. Each model is trained for 200 epochs using the AdamW
optimizer with a batch size of 1024. Low-fidelity training runs with a reduced num-
ber of epochs are not used as a substitute for full training, as such approximations
may alter the relative ranking of candidate architectures; instead, the benchmark
is intended to provide a reliable and stable ground-truth evaluation. The learning
rate is scheduled according to a cosine annealing policy, with an initial value of
0.001, preceded by five warm-up epochs employing a linear increase from 5 × 10−5.
All experiments are conducted using mixed-precision training to enhance compu-
tational throughput and memory efficiency. Data augmentation follows the Ran-
dAugment [21] strategy, applied after a random resized crop to 160 × 160 pixels,
with horizontal flipping performed with probability 0.5.

For every architecture, training is performed in three independent runs with
different random seeds in order to capture variability arising from stochastic opti-
mization and weight initialization, yielding a total of 19,683 trained models. Model
performance is assessed on the validation set using both top-1 and top-5 accu-
racy metrics. All experiments are carried out with PyTorch 2.2 on a distributed
computing cluster equipped with custom NVIDIA A100 GPUs.

Beyond accuracy-based metrics, the benchmark also reports inference latency
for each architecture. As inference time is intrinsically dependent on the target
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hardware, latency is measured across 19 heterogeneous platforms, including server-
class and consumer GPUs, edge devices, and general-purpose CPUs based on both
x86 and ARM architectures. For each device, latency is measured by executing 52
forward passes with a batch size of one image. The first two iterations are discarded
to remove initialization effects such as kernel loading, clock ramp-up and memory
allocation overhead. The final latency value is computed as the average over the
remaining 50 runs. All measurements are performed using PyTorch 2.6 to ensure
consistency across hardware platforms.

5.4 Benchmark evaluation

For a NAS benchmark to be meaningful, it must cover a broad set of architec-
tures, spanning both high-performing and suboptimal designs. Although a general
correlation between model capacity and accuracy is to be expected, the underlying
search space should be constructed to prevent trivial optimization strategies, such
as parameter count maximization, from consistently producing the best results.
A well-designed search space encourages performance gains driven by substantive
architectural decisions rather than by brute-force scaling alone.

To illustrate these aspects, Figure 5.3 depicts the relationship between model
size and average validation accuracy across all architectures in the benchmark,
with Pareto-optimal solutions highlighted in red. Although the largest model in
the search space comprises approximately 4 M parameters, the highest accuracy
is achieved by an architecture with only 2.9 M parameters, showing that superior
performance does not necessarily require maximal model capacity. Figure 5.4 fur-
ther complements this analysis by showing the distribution of validation accuracies
together with their standard deviation, which is taken as an indicator of training
stability.

Across the benchmark, the mean top-1 validation accuracy is 68.60%, with the
majority of architectures achieving performance in the 60% − 74% range, and the
best-performing model reaching 73.66%. A smaller subset of architectures exhibits
markedly lower accuracy, clustering between 40% and 47%. These underperforming
models share common structural characteristics, specifically an initial stage with
an output dimension of 16, an expansion factor of 1 and a kernel size of 3, which
collectively suggest limited representational capacity.

Training stability, quantified as the standard deviation across three independent
runs, is generally high, with most architectures showing low variance (σ ≈ 0.2), in-
dicating consistent behavior across different random initializations. Nonetheless, a
small fraction of models displays substantially higher variance, revealing sensitivity
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Figure 5.3: Relationship between model size and final validation accuracy for the
architectures in the benchmark, with accuracy averaged over three training runs.
Architectures with accuracy below 50% are omitted for visualization purposes, as
they account for less than 1% of the search space. The highlighted curve denotes the
Pareto front, while the star marker (⋆) identifies the best-performing architecture
in the search space.

to initialization. In extreme cases, certain architectures are particularly difficult to
optimize, frequently encountering divergence or NaN values during training, which
points to poor trainability. These unstable architectures tend to exhibit the same
structural patterns observed in low-performing models, where the combination of
minimal output dimensionality, small kernel size, and low expansion factor in the
initial stage likely acts as a training bottleneck.

To show that strong performance on small-scale datasets such as CIFAR-10
does not necessarily translate into optimal behavior on larger and more challenging
datasets, we analyze the consistency of architectural ranking across datasets of in-
creasing scale. To this end, we randomly select 20 architectures from the benchmark
and train them on CIFAR-10, CIFAR-100, ImageNet-16-120, and the full ImageNet-
1k dataset. All experiments follow the same protocol described in Section 5.3.3,
with the number of training epochs adjusted to account for dataset size, namely
100 epochs for the three small-scale datasets and 300 epochs for ImageNet-1k.
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Figure 5.4: Distribution of the final validation top-1 accuracy across the architec-
tures in the benchmark, reported as the average over three training runs, together
with the corresponding standard deviation across runs. The left plot summarizes
average performance, while the right plot shows sensitivity to random initialization,
with lower standard deviations indicating more stable architectures. A limited num-
ber of outliers is omitted for visualization clarity.

The results reported in Table 5.3 show that the correlation between perfor-
mance on ImageNet-1k and on the proxy dataset introduced in Section 5.3.2 is
consistently higher than the correlations observed with smaller-scale datasets, in-
cluding CIFAR-10, CIFAR-100 and ImageNet-16-120. To further evaluate the relia-
bility of the proposed RedImageNet dataset as a proxy for large-scale performance,
we consider a more demanding experimental scenario by randomly selecting 20
architectures from the top 15% of highest-performing models in the benchmark.
This setting is especially demanding, since high-performing architectures often ex-
hibit closely clustered accuracy values, making performance rankings more suscep-
tible to noise. Notably, even under this challenging condition, the proposed proxy
dataset preserves a statistically significant positive correlation with ImageNet-1k.
In contrast, correlations obtained using other small-scale datasets degrade sub-
stantially, consistently yielding negative values. While previous works such as [90]
have demonstrated that architectures discovered on small-scale datasets like CI-
FAR can achieve competitive absolute performance when transferred to large-scale
benchmarks such as ImageNet-1k or even ImageNet-22k, our results highlight that
these datasets do not reliably preserve relative performance rankings among archi-
tectures. This observation indicates that the proposed benchmark offers a more
dependable and scalable proxy for ImageNet-1k performance, enabling meaningful
comparative evaluation of architectures in large-scale scenarios while substantially
reducing the computational cost of full ImageNet-1k training.
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Table 5.3: Kendall-τ and Spearman-ρ correlations of architecture rankings between
different datasets and ImageNet-1k, computed across 20 randomly sampled archi-
tectures.

Dataset
Random Random (top 15%)

τ ρ τ ρ

CIFAR-10 0.495 0.662 -0.221 -0.253

CIFAR-100 0.411 0.571 -0.147 -0.230

ImageNet-16-120 0.421 0.592 -0.105 -0.174

RedImageNet 0.758 0.898 0.332 0.503

5.4.1 Baseline experiments

To demonstrate the utility of the proposed benchmark, we evaluate it using
six representative NAS baselines: Random Search, Regularized Evolution [100],
REINFORCE [134], BANANAS [133], DARTS [69], and SPOS [40]. These methods
are commonly employed in the NAS literature owing to their simplicity and strong
performance on established benchmarks such as NAS-Bench-101 and NAS-Bench-
201.

Random Search serves as a minimal reference baseline, in which candidate ar-
chitectures are sampled uniformly from the search space. Despite its simplicity, this
approach has been shown to be a surprisingly competitive strategy in constrained
NAS scenarios. Considering the overall size of our search space, which comprises
6,561 architectures, we randomly sample 100 distinct architectures, evaluate their
validation accuracy, and report the best observed performance.

Regularized Evolution with Aging (REA) employs a population-based
search strategy in which new candidate architectures are obtained through mu-
tations of existing ones, while the population is periodically updated by discarding
the oldest exemplars. This approach has shown strong robustness and consistent
performance across multiple NAS benchmarks, without relying on gradient informa-
tion or surrogate models. In our experimental setting, we adopt a population size
of 50 architectures and use tournaments of 10 candidates to select parent models
for mutation. The total number of evaluated architectures is capped at 100.

REINFORCE is a policy-gradient method that models architectural decisions
through a parametric probability distribution, which is iteratively updated to in-
crease the likelihood of sampling high-performing architectures. At each step, an
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architecture is drawn from the current policy, evaluated, and used to compute a
gradient update driven by the observed reward. In our experiments, REINFORCE
is executed with a fixed budget of 100 architecture evaluations, following the same
evaluation protocol adopted for the other baseline methods.

BANANAS applies Bayesian optimization to the architecture search problem
by training an ensemble of lightweight surrogate models on encoded representations
of candidate architectures. These predictors are then used to identify promising de-
signs. At each iteration, a pool of candidate architectures is generated by mutating
the most promising models observed so far; all candidates are scored using the
surrogate ensemble, and the top k = 10 architectures according to the acquisition
function are selected for evaluation. The procedure is initialized with 10 randomly
sampled architectures, and a candidate pool of 512 models is considered at each
iteration. In our experiments, BANANAS is evaluated only for objectives that re-
quire training-based assessment, namely in-distribution or combined in-distribution
and OoD accuracy. We do not apply BANANAS to training-free proxy objectives
in zero-shot settings, as the surrogate models would be trained to approximate a
quantity that is inexpensive to compute directly and already serves as a proxy for
the true performance metric.

DARTS is a differentiable approach that replaces discrete architectural choices
with continuous relaxations, thereby enabling optimization via gradient-based meth-
ods. It follows a bi-level optimization scheme in which the network weights θ are
updated to minimize the training loss Lt (θ,α), while the architectural parameters
α are optimized on a held-out validation split by minimizing Lv (θ,α). To ap-
ply DARTS within the HyViTas-Bench framework, we instantiate it in a layer-wise
manner, where learnable logits α parameterize each of the eight architectural design
choices listed in Table 5.2. Updates of θ and α are alternated during optimization,
and a final discretization step is performed at the end of the search. The result-
ing architecture is then evaluated by querying its corresponding accuracy from the
benchmark table.

SPOS operates by training a weight-sharing supernet in which a single can-
didate path, sampled uniformly from a search space, is activated per mini-batch.
During training, only the parameters associated with the active path are updated.
Once the supernet has been trained, individual architectures inherit the shared
weights and are evaluated following a brief recalibration of the normalization layers.
The final architecture is then identified using a lightweight evolutionary selection
procedure.

We conduct experiments under two distinct evaluation settings:
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• ID: candidate architectures are assessed exclusively on the RedImageNet val-
idation set;

• ID+OoD: both in-distribution and out-of-distribution performance are con-
sidered. In this case, the search objective is defined as the sum of in-distribution
accuracy and the average OoD accuracy, computed over RedImageNet-Sketch,
RedStylized-ImageNet, and two severity levels of RedImageNet-C. Although
the benchmark reports per-corruption results for all RedImageNet-C variants,
in these experiments OoD performance is aggregated by averaging over the
15 core corruption types at each severity level.

Each experiment is repeated 500 times, and the mean performance together
with the standard deviation is reported in the upper part of Table 5.4. An ex-
ception is made for the gradient-based methods DARTS and SPOS, which are
executed only five times in the ID setting, due to the need to train a full supernet
for each run. The results indicate that multi-shot approaches, namely Random
Search, REA, REINFORCE and BANANAS, achieve competitive in-distribution
accuracy, attaining performance levels close to those of the best architectures in
the search space. It must be noted that without HyViTas-Bench, conducting these
search experiments would entail a substantial burden, with an estimated cost of
approximately 1,500 GPU-hours per run to train and evaluate up to 100 candidate
architectures. Notably, REINFORCE does not demonstrate a clear advantage over
Random Search, a finding that aligns with prior observations in the NAS literature
[26], [63], where policy-gradient methods often fail to surpass random baselines un-
der strict evaluation budgets due to noisy performance estimates and limited scope
for effective policy updates.

In contrast, the disparity in out-of-distribution (OoD) performance remains
substantially larger, highlighting a pronounced decoupling between in-distribution
accuracy and robustness, as shown in Figure 5.5. Although it is well known that
strong ID performance does not necessarily translate into improved OoD gener-
alization, our findings underscore this mismatch in the specific setting of hybrid
CNN-ViT architectures. Notably, despite being surpassed by multi-shot meth-
ods in terms of ID accuracy, one-shot gradient-based approaches achieve superior
performance in most OoD evaluations, suggesting a greater capacity to identify
architectures with enhanced robustness.

Due to the substantial computational burden imposed by conventional training-
based NAS methods, recent work has increasingly explored alternative, computa-
tionally efficient strategies for estimating the potential performance of neural ar-
chitectures without explicit training [1], [61], [71], [85]. These zero-shot approaches
rely on intrinsic architectural characteristics to anticipate downstream performance,
enabling fast exploration of large search spaces at a negligible computational cost.
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Figure 5.5: Relationship between in-distribution accuracy on RedImageNet and
out-of-distribution accuracy on reduced versions of ImageNet-Sketch, Stylized-
ImageNet and ImageNet-C at corruption severities 1 and 5. For RedImageNet-C,
each accuracy value is averaged over the 15 corruption types. Star markers (⋆)
denote the best-performing architectures for each OoD dataset, showing that the
OoD optima generally differ from the architecture with the highest ID accuracy.
The Pareto front is reported for each OoD setting. Kendall-τ correlations be-
tween ID and OoD accuracy are 0.68 for RedImageNet-Sketch, 0.25 for RedStylized-
ImageNet, 0.57 for RedImageNet-C level 1, and 0.09 for RedImageNet-C level 5.

Motivated by these benefits, we incorporate several well-established training-free
proxy metrics into our benchmark and precompute them for every architecture,
thereby supporting efficient experimentation within hybrid CNN-ViT search spaces.

While several works on training-free proxies have focused on predicting neural
network performance in in-distribution settings, far less attention has been paid
to their ability to predict out-of-distribution generalization. More recent analyses,
most notably [47], have begun to explicitly investigate this issue in the context
of ViT-based architectures. Their results indicate that, within the considered ViT
search space, widely used training-free metrics are surpassed by simple architectural
attributes, such as parameter count or floating-point operations (FLOPs), when it
comes to predicting generalization performance.
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We build upon this line of investigation by conducting both correlation studies
and full NAS experiments in the setting of hybrid CNN-ViT architectures included
in the proposed HyViTas-Bench. Specifically, we report Kendall-τ and Spearman-ρ
correlations between several training-free metrics and OoD accuracy (Table 5.5),
and we execute three baseline search strategies 500 times for each metric, as summa-
rized in the lower part of Table 5.4. As noted above, BANANAS is excluded from
training-free experiments, since its surrogate would only approximate an already
inexpensive proxy.

In line with the findings of [47], our results show that simple architectural
attributes, such as model size, continue to display stronger correlations with ac-
curacy on heavily corrupted datasets, including RedImageNet-C and RedStylized-
ImageNet. Despite this general trend, we identify meaningful deviations when con-
sidering RedImageNet-Sketch, a dataset dominated by high-level semantic shifts
rather than low-level image corruptions. In this setting, activation-based proxies
such as NASWOT [85], as well as gradient-based metrics including SNIP [58] and
Synflow [123], exhibit stronger correlations with OoD accuracy than simpler mea-
sures that rely exclusively on model size. These results indicate that training-free
metrics which capture functional and optimization-related properties of network
architectures can provide clear benefits under specific forms of domain shift, high-
lighting a promising direction for future research toward more context-aware and
effective proxy metrics for robust NAS. It must be noted that, despite its simplicity,
the number of parameters consistently emerges as a strong predictor of OoD accu-
racy across our experiments, outperforming more sophisticated proxies in several
settings in terms of correlation. Interestingly, however, when training-free metrics
are directly employed as optimization objectives in NAS experiments, this proxy
is surpassed by NASWOT and SNIP, suggesting that a higher overall correlation
with accuracy does not necessarily correspond to more effective search behavior.
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Table 5.4: Top-1 in-distribution and out-of-distribution accuracies, reported as
mean ± standard deviation, for Random Search, Regularized Evolution (REA),
REINFORCE, and BANANAS over 500 independent trials and under different op-
timization objectives. Accuracy-driven searches optimize either the in-distribution
validation accuracy alone or a joint “ID+OoD” criterion, computed as the av-
erage between the ID accuracy and the mean accuracy on four OoD evaluation
sets: RedImageNet-C at corruption levels 1 and 5, RedImageNet-Sketch, and
RedStylized-ImageNet. For zero-shot NAS, the optimization objective is instead
given by standard training-free proxies. The table also includes the one-shot meth-
ods DARTS and SPOS, evaluated over five runs with ID accuracy as target. The
“Optimum” row reports, for each dataset, the best architecture available in the
benchmark, while “Search space mean” summarizes the average accuracy and stan-
dard deviation over the entire search space.

Method Target ID Accuracy
OoD Accuracy

RedIN-C 1 RedIN-C 5 RedIN-Sketch RedStylized-IN

Accuracy-based

Random Search

ID

73.03 ± 0.40 27.22 ± 0.70 9.70 ± 0.39 9.20 ± 0.42 5.80 ± 0.21

REA 73.36 ± 0.32 27.35 ± 0.67 9.69 ± 0.44 9.33 ± 0.32 5.82 ± 0.21

REINFORCE [134] 73.00 ± 0.39 27.18 ± 0.69 9.68 ± 0.41 9.21 ± 0.42 5.79 ± 0.22

BANANAS [133] 73.44 ± 0.29 27.29 ± 0.69 9.64 ± 0.46 9.32 ± 0.30 5.80 ± 0.21

DARTS [69] 72.89 ± 0.24 27.42 ± 0.34 9.94 ± 0.34 8.86 ± 0.27 5.85 ± 0.21

SPOS [40] 71.92 ± 1.00 27.48 ± 0.67 10.08 ± 0.67 9.03 ± 0.32 6.00 ± 0.21

Random Search

ID + OoD

72.97 ± 0.42 27.59 ± 0.59 9.93 ± 0.38 9.33 ± 0.39 5.90 ± 0.20

REA 73.26 ± 0.32 28.03 ± 0.42 10.15 ± 0.32 9.51 ± 0.36 6.02 ± 0.18

REINFORCE 72.97 ± 0.41 27.57 ± 0.59 9.92 ± 0.37 9.32 ± 0.38 5.90 ± 0.21

BANANAS 73.32 ± 0.31 28.07 ± 0.38 10.18 ± 0.29 9.55 ± 0.34 6.04 ± 0.18

Zero-shot

Random Search

NASWOT [85]

72.98 ± 0.42 27.30 ± 0.70 9.72 ± 0.39 9.11 ± 0.36 5.74 ± 0.21

REA 73.18 ± 0.38 27.80 ± 0.59 9.88 ± 0.32 9.22 ± 0.29 5.81 ± 0.16

REINFORCE 72.96 ± 0.42 27.21 ± 0.72 9.68 ± 0.39 9.12 ± 0.41 5.71 ± 0.22

Random Search

Synflow [123]

71.78 ± 1.05 26.75 ± 0.83 9.75 ± 0.44 8.53 ± 0.54 5.70 ± 0.25

REA 72.46 ± 0.56 27.34 ± 0.64 9.90 ± 0.35 8.76 ± 0.30 5.62 ± 0.25

REINFORCE 71.84 ± 0.99 26.77 ± 0.81 9.75 ± 0.43 8.58 ± 0.48 5.70 ± 0.24

Random Search

LogSynflow [11]

72.02 ± 0.89 26.83 ± 0.82 9.75 ± 0.40 8.62 ± 0.44 5.68 ± 0.23

REA 72.46 ± 0.52 27.28 ± 0.71 9.85 ± 0.39 8.69 ± 0.31 5.59 ± 0.24

REINFORCE 72.04 ± 0.86 26.85 ± 0.84 9.76 ± 0.40 8.63 ± 0.44 5.69 ± 0.24

Random Search

DSS [23]

71.67 ± 1.02 26.69 ± 0.85 9.75 ± 0.43 8.52 ± 0.50 5.72 ± 0.25

REA 72.33 ± 0.66 27.40 ± 0.60 9.96 ± 0.35 8.73 ± 0.30 5.67 ± 0.25

REINFORCE 71.65 ± 1.05 26.71 ± 0.83 9.76 ± 0.43 8.48 ± 0.50 5.73 ± 0.24

Random Search

Jacobian [49]

70.01 ± 2.02 25.48 ± 1.16 9.66 ± 0.41 7.83 ± 0.93 5.71 ± 0.20

REA 70.34 ± 1.43 25.58 ± 0.92 9.61 ± 0.33 8.08 ± 0.63 5.78 ± 0.22

REINFORCE 69.91 ± 2.08 25.49 ± 1.13 9.68 ± 0.42 7.83 ± 0.93 5.71 ± 0.20

Random Search

SNIP [58]

72.33 ± 0.68 27.09 ± 0.79 9.83 ± 0.41 8.84 ± 0.44 5.76 ± 0.23

REA 72.64 ± 0.45 27.56 ± 0.53 9.97 ± 0.30 8.78 ± 0.28 5.67 ± 0.24

REINFORCE 72.40 ± 0.68 27.11 ± 0.79 9.83 ± 0.41 8.84 ± 0.42 5.75 ± 0.25

Random Search

# Parameters

71.35 ± 1.32 26.97 ± 0.78 10.03 ± 0.61 8.33 ± 0.70 5.83 ± 0.23

REA 72.40 ± 0.82 27.37 ± 0.58 9.88 ± 0.39 8.82 ± 0.47 5.67 ± 0.23

REINFORCE 71.30 ± 1.26 26.92 ± 0.87 10.01 ± 0.55 8.32 ± 0.71 5.81 ± 0.24

Search space mean - 68.60 ± 3.26 24.52 ± 1.64 9.39 ± 0.72 7.48 ± 1.00 5.59 ± 0.32

Optimum - 73.66 28.86 12.49 10.33 6.52
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Table 5.5: Kendall-τ and Spearman-ρ rank correlations between several training-
free proxies and the final top-1 accuracy, evaluated both in-distribution on RedIm-
ageNet validation and under out-of-distribution shifts, including RedImageNet-C
across all corruption severities, RedImageNet-Sketch, and RedStylized-ImageNet.
NASWOT shows the strongest correlation with in-distribution accuracy, but it de-
creases under high-severity corruptions (RedImageNet-C 5), while remaining com-
paratively informative for domain-shifted data such as RedImageNet-Sketch.

Setting NASWOT Synflow LogSynflow DSS Jacobian SNIP Entropic # Parameters

ID
τ 0.65 0.44 0.50 0.44 -0.01 0.54 -0.05 0.37

ρ 0.83 0.62 0.69 0.63 -0.01 0.73 -0.07 0.54

RedIN-C 1
τ 0.41 0.41 0.47 0.37 0.06 0.43 -0.06 0.55

ρ 0.56 0.57 0.65 0.53 0.09 0.60 -0.08 0.74

RedIN-C 2
τ 0.33 0.36 0.42 0.33 0.09 0.38 -0.06 0.52

ρ 0.46 0.51 0.58 0.46 0.13 0.53 -0.09 0.71

RedIN-C 3
τ 0.27 0.32 0.38 0.28 0.09 0.38 -0.06 0.52

ρ 0.37 0.45 0.52 0.40 0.14 0.46 -0.09 0.68

RedIN-C 4
τ 0.15 0.24 0.29 0.20 0.10 0.24 -0.06 0.44

ρ 0.20 0.34 0.40 0.27 0.15 0.31 -0.09 0.62

RedIN-C 5
τ 0.01 0.14 0.18 0.09 0.11 0.11 -0.06 0.37

ρ -0.01 0.20 0.24 0.11 0.16 0.12 -0.08 0.53

RedIN-Sketch
τ 0.52 0.33 0.38 0.38 0.02 0.52 -0.03 0.22

ρ 0.70 0.49 0.55 0.55 0.03 0.71 -0.05 0.32

RedStylized-IN
τ 0.18 0.21 0.25 0.21 0.12 0.25 -0.14 0.33

ρ 0.26 0.30 0.37 0.31 0.19 0.36 -0.21 0.47
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The Jacobian-based proxy [49] exhibits consistently weak rank correlation with
the performance of hybrid CNN-ViT architectures. This behavior is consistent with
prior evidence [47], showing that metrics originally introduced to assess adversarial
robustness in CNNs do not generalize well to transformer-based models. Notably,
Entropic Score, introduced in Section 4.4, was not included among the precom-
puted metrics released with the benchmark and was not used for the search exper-
iments, since it was specifically designed to capture topological variations, while
the HyViTas-Bench search space is mostly size-based. For completeness, however,
we report its correlation values in Table 5.5. The weak overall correlation observed
here is consistent with the poor performance of Entropic Score on the size-based
search space reported in Table 4.11b. To further investigate this behavior, we ana-
lyzed Entropic Score separately with respect to different architectural decisions. As
discussed in Section 4.4, Entropic Score was shown to be substantially more infor-
mative for topological rather than for dimensional variations. In HyViTas-Bench,
most searchable variables affect model dimensionality, while kernel size represents
the main topology-related choice. We therefore partitioned the search space by
fixing all architectural variables except one family at a time and computed the
rank correlation between Entropic Score and final accuracy within each resulting
subspace. When varying kernel size while keeping the remaining choices fixed, this
procedure produces 729 subspaces, each containing the nine possible kernel-size
configurations. The resulting local correlations show an overall positive tendency.
Conversely, when the same analysis is performed by varying the expansion factors
or output dimensions, the correlation distributions shift toward negative values.
The corresponding mean Kendall-τ and Spearman-ρ correlations, together with
the proportion of positive values, are summarized in Table 5.6, while Figure 5.6
shows the distributions for three families of architectural choices. Although this
analysis does not establish a causal relationship between the composition of the
search space and the global performance of the proxy, it provides additional ev-
idence consistent with the interpretation that Entropic Score primarily captures
topology-related variations and is considerably less informative when architectural
differences are predominantly dimensional.

These findings further suggest that the effectiveness of NAS strategies and
training-free evaluation metrics cannot be taken for granted across heterogeneous
architectural search spaces and evaluation settings. Overall, our results empha-
size the importance of validating such approaches on diverse architectures and
benchmarks in order to draw more reliable conclusions about their generalization
properties.
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Table 5.6: Mean Kendall-τ and Spearman-ρ correlations between Entropic Score
and final accuracy across subspaces obtained by varying one family of architectural
choices at a time while fixing the others. Standard deviations across subspaces
are reported together with the mean values, along with the percentage of positive
correlations.

Family Rank correlation Positive values (%)

Kernel size
τ 0.164 ± 0.242 70.65
ρ 0.215 ± 0.319 73.94

Expansion factor
τ −0.196 ± 0.318 24.69
ρ −0.262 ± 0.410 26.06

Output dimension
τ −0.181 ± 0.094 6.17
ρ −0.265 ± 0.136 6.17
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Figure 5.6: Distribution of Kendall-τ rank correlations between Entropic Score
and final accuracy across the subspaces obtained by fixing all architectural choices
except the considered family. Lighter bars highlight positive correlation values,
while the red dashed line denotes the mean correlation for each distribution. Kernel-
size variations mostly exhibit positive correlations, whereas the other architectural
choices are shifted towards negative correlation values.
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Figure 5.7: Scatter plots relating six training-free metrics to the corresponding top-
1 accuracy of the architectures included in HyViTas-Bench, considering both in-
distribution and out-of-distribution evaluations. Each point represents one architec-
ture under a specific evaluation setting, while colors distinguish the in-distribution
dataset from the considered OoD benchmarks.

99



A hybrid CNN-ViT architecture search benchmark

5.4.2 Accuracy and latency across hardware platforms

The analyses presented in the previous section focus on accuracy and robust-
ness. However, one of the goals of the benchmark is to support a broader char-
acterization of candidate models, including deployment-related properties. This
aspect is particularly relevant for NAS, since the architecture selected by a search
algorithm is often expected not only to achieve high predictive performance, but
also to satisfy practical constraints imposed by the target hardware platform. For
this reason, we complement the previous evaluation with an analysis of inference
latency measurements collected across several hardware devices. We include the
latency measurements as part of the benchmark.

As described in Section 5.3.3, latency is measured for each architecture using
single-image inference. This setting is especially relevant for edge and interactive
applications, where the objective is often to minimize response time rather than
maximize the throughput over large batches. Since inference time is not an in-
trinsic property of the architecture alone, but depends on the interaction between
the network structure, the execution framework, and the hardware backend, the
benchmark reports measurements on a heterogeneous set of platforms. These in-
clude low-power edge devices, embedded GPUs, general-purpose CPUs, consumer
GPUs, and server-grade accelerators. A summary of the latency statistics is re-
ported in Table 5.7.

Table 5.7: Inference latency measured on a representative subset of the hardware
platforms included in HyViTas-Bench. For each device, latency is reported in mil-
liseconds as the mean, standard deviation, minimum, and maximum across all
architectures in the search space. The selected devices cover the main hardware
classes considered in the benchmark and highlight that single-image inference does
not always follow hardware tier, with the RTX 5090 achieving lower latency than
the H100.

Type Device
Inference time (ms)

Mean Std. Min Max

Edge CPU Raspberry Pi 4 125.037 15.992 89.899 218.476

Edge GPU NVIDIA Jetson Orin Nano 18.806 0.716 17.349 20.342

Workstation CPU Intel i9 10920X 9.590 0.723 7.524 12.366

Workstation CPU AMD Threadripper 5995WX 9.895 0.894 8.054 12.943

Mobile GPU NVIDIA GTX 1650 Max-Q 5.858 0.318 4.998 7.566

Consumer GPU NVIDIA RTX 5090 1.508 0.079 1.335 1.677

Server GPU NVIDIA H100 3.034 0.155 2.697 3.313

Figure 5.8 illustrates the relationship between top-1 in-distribution accuracy
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Figure 5.8: Relationship between in-distribution top-1 accuracy and inference la-
tency across representative hardware platforms. Each point corresponds to one
architecture in the search space, while the highlighted curve denotes the Pareto
front. The plots show that different platforms induce different latency distribu-
tions and Pareto-optimal sets.

and inference latency for a representative subset of devices. The accuracy-latency
scatter plots further show that the trade-off between predictive performance and
inference speed is hardware-dependent. Although architectures achieving higher
accuracy tend to require higher compute time, the relationship is not perfectly
monotonic. Several architectures obtain similar accuracy while exhibiting different
latency values, and the shape of the Pareto front changes across devices. This
means that the most attractive architecture depends on the deployment target: a
model that lies close to the Pareto front on one platform may be less competitive
on another.

An interesting observation emerges when comparing consumer and server-grade
GPUs. In the single-image inference setting considered here, high-end consumer
GPUs can achieve lower latency than datacenter accelerators. This behavior is con-
sistent with the fact that server GPUs are primarily designed for high-throughput
workloads and large-scale parallel execution, while compact models evaluated on
single images may not fully exploit their computational capacity. As a result, the
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advantage of server-grade accelerators becomes less pronounced in this setting. This
suggests that single-sample latency should be evaluated directly on the target plat-
form, as hardware class alone is not always sufficient to predict response time in
the intended execution setting.

These observations motivate the inclusion of measured hardware latency in
HyViTas-Bench. Even when latency is not the primary objective of the analysis, it
provides an additional view of the search space and allows accuracy-oriented results
to be interpreted in relation to concrete deployment costs.

5.5 Conclusions

This chapter introduced HyViTas-Bench, a benchmark designed to support
the evaluation of NAS methods under more realistic conditions than those typi-
cally considered in compact tabular benchmarks. Rather than focusing only on
in-distribution accuracy, the benchmark exposes several complementary aspects of
architecture quality, including robustness to distribution shift, stability across re-
peated training runs, training-free metrics, and inference latency on heterogeneous
hardware platforms.

The experimental analysis highlights two main points. First, the choice of
dataset used for benchmark evaluation has a substantial impact on the conclusions
that can be drawn about architecture quality. The proposed RedImageNet dataset
preserves the ranking of architectures with respect to full ImageNet-1k more reliably
than smaller proxy datasets, especially near the top of the search space, where
NAS decisions are most sensitive to ranking noise. This supports the need for
benchmarks that remain computationally tractable while retaining sufficient scale
and representativeness.

Second, the results show that architecture evaluation cannot be reduced to a
single criterion. High in-distribution accuracy does not necessarily identify the
most robust models, and the behavior of training-free proxies varies depending
on the type of distribution shift. Similarly, the latency analysis confirms that
deployment cost cannot be fully captured by architecture-level quantities alone.
These observations reinforce the role of HyViTas-Bench as a testbed for studying
NAS methods beyond standard accuracy-driven evaluation.

As with any NAS benchmark, the findings reported in this chapter are necessar-
ily tied to the scope of the considered evaluation setting: HyViTas-Bench defines
a structured search space based on a specific family of hybrid architectures and
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focuses on image classification. Therefore, the behavior observed for search algo-
rithms, training-free proxies, as well as the robustness patterns identified in the
benchmark, should not be assumed to generalize to substantially different archi-
tecture families, search spaces, or tasks. This motivates the complementary use
of benchmarks covering different architectural families and experimental settings
when assessing the generality of NAS methods. Moreover, although the considered
OoD datasets cover different forms of distribution shift, they do not provide an
exhaustive characterization of model robustness. The adoption of a fixed training
protocol for all candidate architectures enables controlled comparisons, but does
not guarantee that each architecture is evaluated under its individually optimal
training configuration.

A further consideration concerns the long-term evolution of the benchmark.
Hardware latency measurements inherently depend on both the target platform
and the associated software stack, and their relevance may change as new devices,
runtimes, and architectural paradigms emerge. Future extensions could also include
measurements under quantized inference, which is not considered in the current ver-
sion of the benchmark and may provide a more representative characterization of
deployment efficiency, particularly on edge platforms. Maintaining the benchmark
over time may therefore require extending it with additional hardware platforms
and architectural families, as its continued representativeness will be a factor de-
termining its long-term relevance and adoption within the NAS community.

Overall, HyViTas-Bench complements the methodological contributions dis-
cussed in the previous chapters by addressing the evaluation side of practical NAS
and by providing a controlled but more realistic environment in which search al-
gorithms, training-free proxies, and robustness or deployment-aware objectives can
be compared consistently.
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Chapter 6

Conclusions

This thesis investigated Neural Architecture Search from a practical perspec-
tive. Rather than treating NAS only as a generic optimization problem over a
predefined search space, the dissertation focused on the conditions that make ar-
chitecture search meaningful in realistic scenarios. In particular, the work addressed
three complementary aspects of practical NAS: the lack of a standard supervision
signal, the computational cost of candidate evaluation, and the need for benchmarks
that better reflect modern architectures and deployment-oriented criteria.

6.1 Summary of contributions

The first contribution of the thesis concerns Neural Architecture Search under
limited target supervision. In standard NAS, candidate architectures are usually
selected by measuring their validation performance on the target task. This as-
sumption does not hold in Unsupervised Domain Adaptation (UDA), where target-
domain labels are unavailable. At the same time, practical UDA pipelines often
rely on pretrained backbones, making full-network search undesirable. To address
these constraints, the thesis introduced Adversarial Branch Architecture Search
(ABAS), which restricts the search to the auxiliary adversarial branch attached to
a pretrained model, jointly optimizing its architecture and hyperparameters. A key
component of this contribution is the Ensemble Model Selection (EMS) strategy,
which replaces unavailable target accuracy with a combination of complementary
unsupervised signals computed mostly on target-domain features. EMS also shows
that a performance predictor learned from these signals in one experimental setting
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can be transferred to a different dataset, where it still provides a meaningful rank-
ing of candidate models despite the absence of target labels. Coupled with multi-
fidelity Bayesian optimization, this estimator enables architecture search without
target supervision. The resulting framework shows that the design of the adver-
sarial branch is highly setting-dependent and that automatically adapting it can
consistently improve existing UDA methods.

The second contribution of the thesis concerns NAS under limited computa-
tional budget. A central limitation of conventional NAS is that evaluating candidate
architectures often requires repeated training, which makes search computationally
expensive and, in many cases, incompatible with the goal of designing efficient
models for constrained scenarios. This issue is especially relevant when the target
architectures are intended for small-scale or resource-limited deployments, since the
cost of the search itself may undermine the practical value of the final model.

Within this context, the thesis studied training-free NAS, where architectures
are scored at initialization through zero-cost proxies rather than through full or
partial training. A first contribution in this direction was to show that a carefully
designed combination of training-free metrics, embedded into an appropriate evo-
lutionary search strategy, can already make training-free NAS highly competitive.
This result is important because it demonstrates that the use of proxy signals does
not necessarily imply a severe loss in search quality. On the contrary, when the
search procedure and the evaluation signals are properly aligned, training-free NAS
can provide a strong compromise between efficiency and effectiveness, including in
constrained settings.

A further contribution was to move beyond the idea of a single aggregated
ranking score and to argue that different architectural properties should be guided
by different training-free signals. In particular, the thesis emphasized the dis-
tinction between topological and dimensional design choices. These two aspects
of architecture design affect the model in different ways and are not necessarily
captured equally well by the same proxy. Starting from this observation, the the-
sis introduced Entropic Score as a topology-oriented metric and combined it with
LogSynflow within a decoupled search strategy, where topology and size are op-
timized separately but cooperatively. This represents a more structured view of
training-free NAS: zero-cost proxies should not be treated as interchangeable ap-
proximations of final accuracy, but as signals whose usefulness depends on the
architectural dimension they are meant to supervise.

More broadly, the progression from the first training-free method to the later
decoupled formulation supports a general methodological conclusion: practical
training-free NAS does not emerge simply from replacing training with a cheaper
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scalar estimator. Its effectiveness depends on understanding what each proxy cap-
tures, how it should be combined with other signals, and how it should be integrated
into the search process. In this sense, the thesis contributes both concrete methods
and a more refined interpretation of proxy-based architecture evaluation.

The third contribution of the thesis concerns realistic benchmarking and evalu-
ation for NAS. Even when search methods become more efficient, their assessment
remains strongly dependent on the benchmarks used to evaluate them. Much of the
NAS literature in computer vision has historically relied on small-scale datasets and
search spaces that are predominantly convolutional and only partially representa-
tive of modern visual architectures. This creates a mismatch between methodologi-
cal progress and the setting in which NAS is expected to be useful. To address this
issue, the thesis introduced a benchmark specifically designed for hybrid CNN-ViT
architectures and built on a reduced yet still large-scale ImageNet-based dataset.
This contribution broadens the evaluation setting along several dimensions. First,
it considers hybrid architectures rather than only classical CNN search spaces. Sec-
ond, it moves toward a more realistic data scenario than standard small-scale NAS
benchmarks. Third, it includes multiple evaluation criteria beyond in-distribution
accuracy, namely latency on heterogeneous hardware platforms and performance
under out-of-distribution conditions. This makes it possible to study architectural
quality as a multidimensional notion, rather than reducing it to a single benchmark
score.

An important outcome of this part of the thesis is the observation that different
evaluation criteria do not necessarily induce the same ranking over architectures.
In-distribution accuracy, out-of-distribution robustness, model size, and latency
only partially align. Similarly, the behavior of training-free proxies can change de-
pending on the architectural space and on the target evaluation dimension. This
reinforces one of the core messages of the dissertation: NAS should not be consid-
ered only as the optimization of validation accuracy on a simplified benchmark, but
as the design of architectures under realistic constraints and according to evaluation
criteria that are meaningful for deployment.

Taken together, the contributions of this thesis define a coherent perspective
on practical NAS. The first part showed that architecture search can be adapted
to settings where the standard supervision signal is unavailable. The second part
showed that NAS can be made substantially more efficient through training-free
evaluation, especially when proxy signals are used in a structured manner. The
third part showed that these methodological advances require stronger and more
realistic evaluation frameworks. Across all these directions, the common objective
was to move NAS closer to the conditions under which architecture search is actually
expected to operate in practice.
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6.2 Limitations and future work

Despite these contributions, the work presented in this thesis has limitations
which suggest natural directions for future research. A first limitation concerns the
scope of the application domains considered in the dissertation. Although the pro-
posed methods and benchmarks were motivated from a general NAS perspective,
the experimental investigation focused mainly on image classification and closely
related visual settings. In particular, the training-free methods were studied on
classification-oriented search spaces and benchmarks. Extending these ideas to
other tasks, such as object detection, segmentation, visual understanding or multi-
modal architectures, remains an open direction. This is especially relevant because
the behavior of performance proxies, search strategies and evaluation criteria may
differ substantially across tasks.

A second limitation regards the restricted nature of the search spaces consid-
ered in the thesis. In the UDA setting, the search was intentionally limited to an
auxiliary branch rather than the full network. In the training-free setting, the stud-
ied spaces, although progressively more realistic, still remain controlled subsets of
possible architectural designs. This restriction is methodologically reasonable, since
fully unconstrained search would be considerably harder to analyze and evaluate.
However, it also means that the conclusions drawn here should not be interpreted
as universally valid for arbitrary architecture spaces. A relevant future direction is
therefore to investigate how the proposed ideas scale to broader and less structured
search spaces, where interaction between topology, dimensionality and efficiency
may be more complex.

A third limitation concerns the approximate nature of the evaluation signals
used throughout the thesis. In different ways, the proposed methods rely on acces-
sible proxies rather than on the ideal downstream objective. In the UDA setting,
model selection is guided by surrogate criteria because target labels are unavail-
able. In particular, EMS does not use target labels from the adaptation task under
evaluation, but it still requires labeled auxiliary multi-domain data to learn the
cross-dataset performance estimator. This makes the approach suitable for set-
tings where related labeled adaptation benchmarks are available, but also raises
questions about its transferability to less related domains or to scenarios where
such auxiliary supervision is missing. In training-free NAS, zero-cost metrics act as
proxies for final trained performance. In benchmarking, even a large-scale dataset
and a diverse set of evaluation criteria still provide only a partial approximation of
real deployment conditions. These approximations are necessary to make the prob-
lem tractable, but they also define the limits of the proposed approaches. Future
work should therefore continue investigating how to construct evaluation signals
that are both efficient and more tightly aligned with the final quantities of interest.
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In the specific case of training-free NAS, one promising direction is to move
toward more specialized and adaptive proxy designs. The results of the works
presented in this thesis suggest that it is unlikely that a single universal zero-cost
metric will perform equally well across all architectural domains and evaluation
settings. A more promising strategy is to develop families of complementary proxies,
each tailored to a specific design dimension, architecture class, or target property.
This could be extended further through adaptive search procedures that estimate
when a proxy is reliable, or through hybrid methods that selectively incorporate
lightweight training signals only in regions of the search space where training-free
estimates become uncertain.

Another important direction concerns the integration of multiple practical con-
straints within a unified NAS framework. In this thesis, missing supervision, com-
putational efficiency, and realistic evaluation were addressed in separate but related
contributions. In many realistic applications, however, these aspects coexist. A fu-
ture practical NAS framework should ideally be able to reason jointly about them:
for example, deciding how much of the architecture should be searched, which
evaluation signals are trustworthy under limited supervision, and how to trade off
predictive performance, efficiency and robustness. Developing methods that ad-
dress these dimensions simultaneously remains a challenging but highly relevant
research direction.

The benchmarking contribution also opens several opportunities for future
work. One of them is the development of broader and more realistic NAS bench-
marks, including richer search spaces, additional architecture classes, more diverse
deployment targets, and more detailed hardware-related measurements. Another
is the need to better understand the relationship between in-distribution perfor-
mance and more deployment-relevant criteria, such as robustness, calibration, la-
tency or energy efficiency. The analysis in this thesis already suggests that strong
in-distribution performance is not sufficient to characterize architectural quality.
Future benchmarks and NAS methods should therefore increasingly reflect this
multidimensional perspective.

Finally, the thesis points toward a broader research direction in which NAS
is treated as a problem of decision-making under imperfect information and prac-
tical constraints. From this viewpoint, architecture search is meaningful only to
the extent that the optimized objective, the accessible evaluation signal, and the
target deployment scenario remain sufficiently aligned. Future work could build
more explicitly on this perspective, developing NAS methods that reason about
uncertainty in their own evaluation signals, adapt their search behavior to the re-
liability of the available feedback, and explicitly account for mismatches between
benchmark objectives and real-world requirements.
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