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ABSTRACT Quantum computing has generated significant expectations within the scientific community.
However, the development of noise-resilient quantum computers capable of addressing a broad class of
practical problems is expected to require at least another decade. During this ongoing evolution, rigorous
step-by-step tutorials are essential not only to clarify fundamental concepts but also to disseminate them
beyond the core quantum computing community to the wider engineering audience interested in applications.
In many engineering fields, the efficient solution of linear systems of equations is a central computational
task. For this reason, although it remains an open question whether the Harrow—Hassidim-Lloyd (HHL)
algorithm will ultimately play a decisive role in future fault-tolerant application-scale quantum (FASQ)
computers, clear and rigorous tutorials on this paradigmatic algorithm remain of fundamental importance.
While well-structured introductions to elementary implementations of HHL already exist, certain simplifying
assumptions—appropriate for pedagogical clarity—may limit their extension to more general or application-
oriented settings. In this work, the HHL algorithm is presented through a detailed analytical treatment,
followed by a complete example including a generic module for eigenvalue inversion. A corresponding
Jupyter Notebook implementation in Qiskit is provided to support practical understanding. After working
through the material, readers are expected to gain a clearer appreciation of how quantum computing concepts
operate in practice and why quantum approaches are of interest for combinatorial optimization and machine
learning problems.

INDEX TERMS Harrow-Hassidim-Lloyd (HHL) quantum algorithm, quantum Fourier transform (QFT),
inverse quantum Fourier transform (IQFT), quantum phase estimation (QPE), linear system problem (LSP),
quantum education.

I. INTRODUCTION (iii) optimization problems arising in finance and logis-

Quantum computing has generated significant expecta-
tions within the scientific community. To date, however,
only theoretical evidence suggests that quantum computers
may provide substantial advantages over classical hard-
ware in specific domains, including: (i) the simulation
of quantum physics and chemistry, (ii) the breaking of
currently deployed public-key cryptographic schemes, and
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tics [1]. Beyond chemistry, cryptography, and finance,
another area attracting considerable attention is (iv) machine
learning [2]. These applications share a common feature:
they involve combinatorial problems that are challenging
for classical computers but may benefit from quantum
computation, where multiple solution components can be
processed in superposition. Nevertheless, computational
challenges in engineering extend well beyond combinatorial
tasks and could, in principle, also benefit from quantum
approaches once fault tolerance—or at least effective error
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mitigation—is achieved. In particular, the numerical solution
of partial differential equations plays a central role in many
engineering applications. Such problems typically require
the solution of high-dimensional, sparse linear systems,
commonly referred to as the linear system problem (LSP).

Quantum algorithms for solving linear systems of equa-
tions, commonly referred to as Quantum Linear System
Algorithms (QLSAs), constitute a fundamental building
block for quantum-enhanced engineering simulations. For
near-term quantum hardware, variational quantum algorithms
(VQAs) [3] are typically the preferred approach. VQAs
are hybrid methods that combine quantum and classical
computational resources: a parameterized quantum circuit is
executed on quantum hardware to prepare and measure quan-
tum states, while a classical optimizer iteratively updates the
circuit parameters based on measurement outcomes. VQAs
are particularly well suited to current NISQ devices because
they employ relatively shallow circuits, exhibit a degree of
resilience to noise, and delegate the computationally intensive
optimization process to classical processors [4], [5], [6], [7].
Despite the current hardware limitations, the canonical QLSA
remains the Harrow—Hassidim—Lloyd (HHL) algorithm [8]
along with its subsequent refinements [9]. Under assump-
tions on sparsity, condition number, efficient Hamiltonian
simulation, state preparation, and output access, HHL can
provide exponential scaling advantages for specific linear-
system tasks. However, it requires deep quantum circuits
and thus assumes a fault-tolerant quantum computer. Here,
fault-tolerant refers to a fully error-corrected quantum device
capable of executing long and precise quantum circuits
without the computation being compromised by noise.

The development of noise-resilient quantum computers
capable of addressing a broad class of practical problems
is expected to require at least another decade [10].
However, the existence of noisy intermediate-scale quantum
(NISQ) computers stimulated algorithms to leverage the
available quantum resources. A thorough summary of NISQ
computational paradigms and algorithms is provided in
this review [11]. Among these developments, hybrid HHL
algorithms have been proposed that reduce the circuit
depth of the original HHL algorithm by exploiting classical
feed-forward of information obtained from the quantum
phase estimation stage [12], [13]. During the transitional
phase from current NISQ to fully error-corrected computers,
rigorous, step-by-step tutorials are essential not only to clarify
fundamental concepts but also to extend their accessibility
beyond the core quantum computing community to the
broader engineering audience interested in applications. For
this reason, although it remains an open question whether the
HHL algorithm will ultimately play a decisive role in future
fault-tolerant application-scale quantum (FASQ) computers,
clear and rigorous tutorials on this paradigmatic algorithm
remain of primary importance. Numerous HHL tutorials are
already available: some focus on the underlying physical
and mathematical foundations (e.g., [14], [15]), while
others are presented within quantum computing software
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frameworks (e.g., [16], [17], [18]). However, even
well-structured introductions to elementary implementations
often rely on simplifying assumptions—appropriate for
pedagogical clarity—that may limit their extension to more
general or application-oriented scenarios. For instance, the
eigenvalue inversion module required by HHL is sometimes
constructed assuming prior knowledge of the eigenval-
ues [14], with more systematic approaches (e.g., [19])
deferred to advanced treatments.

In this work, the HHL algorithm is presented through
a detailed analytical treatment, followed by a complete
example that can be extended to more general cases
without restrictive assumptions. The example addresses an
engineering problem relevant to thermal science, previously
investigated using a variational quantum approach for
comparison [7]. A corresponding Jupyter Notebook imple-
mentation in Qiskit (Quantum Information Software Kit) [16]
is made available [20] to support a practical understanding
of the implementation details. The notebook has been tested
with Python 3.12 and Qiskit 2.4.1. Minor adjustments may be
required in the future as the Qiskit API evolves. After working
through the example, readers are expected to develop a clearer
appreciation of how quantum computing concepts operate
in practice and why quantum approaches are attracting
increasing interest, particularly in combinatorial optimization
and machine learning. In particular, an introduction to
quantum machine learning with a bottom-up view can be
found in [21].

A. HOW TO USE THIS PAPER

This work is intended as a follow-up to the well-structured
tutorial by Zaman et al. [14] on the same topic. Our goal
is for the present contribution to complement that tutorial,
providing a natural extension that bridges foundational
explanations with more advanced and application-oriented
aspects. The two tutorials are designed to be complementary;
accordingly, we adopt a consistent methodological frame-
work to ensure coherence and continuity between them.
Although this document is self-contained and can be read
independently by readers already familiar with the basic
concepts, we nevertheless recommend consulting the tutorial
by Zaman et al. [14] first, as it provides essential background
that facilitates a deeper understanding of the material
presented here. For interested readers with an industrial
engineering background, some basic quantum computing
concepts are also discussed in the appendices of [7].

Section II introduces the linear system problem inves-
tigated in this work, arising in thermal science from the
solution of the heat conduction equation in a periodic one-
dimensional domain. This problem represents a paradigmatic
test case for many engineering applications and has previ-
ously been studied using a variational quantum approach for
comparison [7].

Section III presents a step-by-step analytical discussion
of the HHL algorithm, adopting the same notation and
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labeling of quantum states used in [14] to ensure consistency,
and avoiding simplifying approximations. A corresponding
Jupyter Notebook implementation in Qiskit (Quantum Infor-
mation Software Kit) [16] is made available [20] to facilitate
a practical understanding of the implementation details.
Selected technical aspects that would otherwise interrupt the
flow of the main discussion are treated in the Appendices,
including real data loading/encoding (Appendix A), the phase
kickback mechanism (Appendix B) and the error analysis
(Appendix C), all of which are explicitly referenced in the
main text.

For readers already familiar with HHL through commonly
adopted simplified derivations, Section IV revisits the
algorithm under standard simplifying assumptions, thereby
providing a direct comparison with the more general
treatment developed in this work.

Il. LINEAR SYSTEM PROBLEM (LSP)

Let us consider the one-dimensional heat conduction equa-
tion, as a simple yet paradigmatic test case for engineering
applications [7], namely

aT 82T

with the function T = T'(z, t) being the local temperature, z
the space coordinate, # the time, and the positive coefficient
D the thermal diffusivity of the medium. Let us consider
a constant diffusivity, a given initial profile 7'(z, 0) and the
periodic spatial boundary condition. This problem can be
solved analytically using the Fourier transform and it is
usually trivial for most of the current classical numerical
techniques.

Let us solve the previous equation by the classical
finite-difference (FD) method, which consists in solving
differential equations by approximating derivatives with
finite differences. Both the spatial domain and time domain
are discretized by a regular mesh: the unknown function
T is evaluated at the generic /-th mesh node and at the
7-th time step, where both [ and 7 belong to NT, namely
Tf = T(z,t;) where zy = [ Az with0 </ < N — 1 and
t; = At with 0 < 7 < N; (r = 0 identifies the given
initial profile). The quantities Az and At are the spatial and
temporal partitions of the grid, while N is the number of space
mesh nodes and N; is the number of time steps. Let us use
a fully implicit FD scheme that yields the stability of the
solution for arbitrary diffusivity of the equation and the grid
size:

T+1 T
Tl B Tl —

Tlrjil ) Tlr-i-l + T‘[-‘rl
D
At AZ?

I+1 ) ()

The previous formula can be reformulated as

—r T+ a+2n T =i =T Q)
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where r = DAt/ AZ* is the (dimensionle§s) numerical
Fourier number. Let us define a new operator C as
(1+2r) —r ...0... —r
—r 14+2r) —r ...0
C=| : SNE
0... —r (14+2r) —r
—r ...0... —r (14+2r)
4)

which can be used to formulate a linear system of equations
which is consistent with Eq. (2). Because each row of c
contains the diagonal real entry 1 + 2 r and off-diagonal real
entries —r, the Gershgorin circle theorem (1931) states that
all eigenvalues of C are real and lie within discs centered at
142 r with radius 2 r. Therefore the generic m-th eigenvalue
2$ is contained in the interval

AC el 14+4r]. 6))

The operator C defined by Eq. (4) can be used to express
Eq. (2) in compact form

CTH =T, (6)

- - T
where T stands for 771! = (To”l, Tf“, o Tﬁ_rll) and
T stands for 77 = (15,17, ..., Tlf,_l)T. Clearly the inverse

of operator C canbe used as a time-progress operator for the
temperature profile subject to heat conduction, namely

TH=Tt+A)=C"'T, (7

which can be also generalized by T € NT in the following
formula

T(t+ 1 At) = (CHT 70, ®)

In the following sections, for the sake of simplicity and
without loss of generality, we will focus on v = 1 and hence
on Eq. (7) only.

In order to define a proper LSP, Eq. (6) must be coupled
with an initial temperature profile. The initial temperature
profile T'=0 can excite different eigenmodes of the heat
conduction equation. Consequently, the choice of the initial
temperature profile—and thus its complexity—is an integral
part of defining the test case. For the sake of simplicity,
we consider an initial temperature profile T'=0 defined by
a single harmonic, namely

=0 1 . [2m
T; =T(lAz,O)=1+§sm W(H_l)' )

The previous profile can be considered an input of the test
case, while the output is given by applying the time-progress
operator C~! given by Eq. (7) to the input profile T7/=Y.
In other words, a single time step is performed to update
the initial temperature profile T'=0 of the target problem.
The expected results can be anticipated by referring to the
results reported in Fig. 5, which can be also helpful for
visualizing the problem setup. In the following sections, this
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simple test case is solved by the HHL algorithm. It is worth
noticing that the reported example is intentionally small and
analytically transparent; its purpose is pedagogical rather
than to demonstrate quantum advantage over classical finite-
difference solvers.

lll. HARROW-HASSIDIM-LLOYD (HHL) ALGORITHM
A. OVERVIEW OF THE HHL ALGORITHM
Let us consider in this section the HHL algorithm [8] which,
to date, can be considered one of the most promising quantum
algorithms for solving linear systems on future, fault-tolerant
quantum computers. HHL is theoretically appealing because
it offers an exponential quantum speedup under well-defined
assumptions—specifically, when the matrix is sparse, well-
conditioned, and efficiently representable [8], with potential
impact also on industrial applications [22]. In spite of
the promising features, the practical implementation of
HHL on current NISQ devices remains severely limited.
The algorithm requires deep circuits involving controlled
rotations, quantum phase estimation, and accurate eigenvalue
inversion—operations highly sensitive to gate noise, decoher-
ence, and restricted circuit depth. Thus, while HHL stands
as a theoretically powerful algorithm with strong asymptotic
promises, its practical use is postponed to the era of large-
scale, error-corrected quantum computers. Meanwhile, it is
worth the effort to investigate the applicability of the HHL
algorithm in solving practical problems by using classical
High Performance Computing (HPC) facilities [22]. The
main goal of this document is to provide a rigorous analysis
of the HHL algorithm and to discuss its details in a clear,
step-by-step manner. In this work, only ideal (statevector)
simulations are reported, as the practical implementation of
HHL on current NISQ devices remains severely constrained,
particularly for problems beyond very small-scale instances.
First of all, the main difference between HHL and
other methods is that the former requires extra qubits
for approximating the solution. This is the case because
HHL must temporarily store and process the eigenvalues
of the matrix of the target problem and perform controlled
operations that depend on those eigenvalues. These extra
qubits hold intermediate quantum information, which are
essential for implementing the inverse of the matrix of the
linear system coherently on a quantum state. Therefore,
in addition to the n qubits that encode the numerical solution
at the mesh nodes (with N = 2"), HHL requires additional
ne “clock” qubits and one extra ancilla qubit. Therefore, the
total number of qubits required by the algorithm is n+n.+ 1.
Clearly, there is a noticeable overhead for small systems
when n ~ (n. 4+ 1), but this becomes negligible when n >
(nc+1). We can regard the n qubits used for the computational
mesh as the input/output register, since they are employed
to encode both the constant input terms of the linear system
and the corresponding solution values. A quantum register
is a collection of qubits that together form the basic unit
of quantum memory or state representation in a quantum
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computer. In the following, for the sake of simplicity, the
input/output register will be indicated as input register only,
even though it will be used to store the solution values as
well. Similarly, the n. qubits form the clock register and
the ancilla qubit constitutes the ancilla register. Hence, the
HHL algorithm uses three quantum registers, which will be
conventionally listed in the above order. Within each register,
the corresponding computational basis is defined by a binary
representation, which uses the usual mathematical notation to
represent the bit strings, i.e., B,—1 . .. 81 B0, where each digit
Bi € 0,1, as in conventional binary encoding. In order to
clarify the meaning of the qubits, it is also possible to add
a subscript or superscript which specifies the register they
belong to (omitting the one for input register), namely

[ el )a = 1Ba—1 -+ BiBo By—y - BB BG) -
(10)

where the three registers are separable at the input and output,
but not necessarily in the intermediate steps of the algorithm
when they exchange/share information.

Returning to the main algorithm, the complete HHL
circuit corresponding to the problem introduced in Section II
is shown in Fig. 1. The HHL algorithm consists of two
principal components: (i) the Quantum Phase Estimation
(QPE) module and (ii) the eigenvalue inversion module.
These components are arranged into four logical stages:

o Initial state preparation, describing the evolution from
state |Wo) to |Wq) (following the notation of [14]),
detailed in Section III-B;

e OPE module, describing the evolution from |Wi) to
|Wy4), presented in Section III-C;

o Eigenvalue inversion module, describing the evolution
from |Wy) to | W), discussed in Section II1-D;

o Inverse QPE module, describing the evolution from | Wg)
to the final state |Wg), presented in Section III-E.

B. INITIAL STATE PREPARATION
In the HHL algorithm, the matrix associated with the linear
system problem (LSP) must be Hermitian [8], [14]. When
the LSP is formulated in terms of real-valued quantities,
this requirement reduces to the condition that the system
matrix be symmetric. Consequently, in the real case, HHL
can directly address only LSPs characterized by symmetric
matrices. If this condition is not satisfied, a non-Hermitian
matrix can be embedded into a larger Hermitian matrix
by doubling the dimension of the problem [14], which
effectively requires one additional qubit in the quantum
implementation. For a more advanced treatment of linear
systems with non-Hermitian matrices, readers are referred
to [23]. The Hermiticity requirement is naturally satisfied in
the problem considered here, owing to its one-dimensional
formulation and the adoption of periodic boundary condi-
tions, which result in a symmetric discretized operator.

The first step of quantum computing is to identify the
quantum state where to store the relevant information by

VOLUME 14, 2026
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ancilla

clockg

clocky

clock,

clocks

clocky

inputy 0

CRy-for-inversion

input; 1 |b)

input; 2

FIGURE 1. Circuit ideally implementing HHL algorithm (n = 3 input qubits, nc = 5 clock qubits and 1 ancilla qubit) for solving the problem discussed in
the previous sections. “C-exp” stands for controlled exponentiation (or controlled Hamiltonian evolution), while “iC-exp” stands for its logical inverse.
“CRy-for-inversion” stands for controlled rotation for eigenvalue inversion. Since this circuit does not include any measurements, it is suitable only for

ideal (statevector) simulations.

normalizing Eq. (6), because a discrete quantum state |y) is
normalized, namely ({|Y) = 1. Let us define the quantum
state |b) for mapping the initial temperature profile, namely

1 -
by = —=T, (11)
T-T
where, by construction, (b|b) = 1. Similarly, let us

proceed with the quantum state |x) for mapping the updated
temperature profile at the new time step, namely

) = T, (12)

T+ T+
where the same normalization holds. Introducing these
definitions into Eq. (6) yields

Alx) = |b), 13)

where A = f C and the normalization factor f is given by

T+ . T+
== (14)
f T-T

The problem is that the normalization factor is not known at
the beginning of the numerical procedure because it depends
on the solution f"+, which derives from solving the linear
system of equations. To avoid circular dependencies, the
matrix A may be introduced to rationalize the formulation
of the problem; however, the HHL algorithm must be
constructed solely in terms of the original matrix C. Once the
solution state |x) has been obtained, it can be appropriately
rescaled to recover the updated temperature profile 7. This

VOLUME 14, 2026

rescaling step exploits the energy conservation property of
the system, which ensures that the average temperature of the
updated profile T coincides with that of the initial profile T,
a quantity that is known a priori.

The first step consists in preparing the input register to
have the amplitudes corresponding to the coefficients of
|b). This can be done by many techniques designed for
data loading/encoding in quantum circuits. Most quantum
computing software frameworks (e.g., [16], [18]) provide
dedicated routines for state preparation. Some algorithms
rely on divide-and-conquer strategies for efficiently preparing
amplitude-encoded states, exploiting hierarchical structures
such as segment trees to reduce state-preparation costs [24].
Some details about the latter approach are reported in
Appendix A.

These approaches require a number of classical input
parameters that scales exponentially with the number
of qubits, namely ~N = 2" (up to normalization).
Consequently, for very large problem sizes, the classi-
cal preprocessing and data transfer requirements become
prohibitively demanding. For large-scale applications, it is
therefore essential to minimize the amount of classical
data passed to the quantum processor and instead generate
the required quantum state internally, leveraging prob-
lem structure and compact parameterizations implemented
directly on the quantum device. Hence, data encoding
remains an active and challenging research area in quantum
computing [25].

Following the same notation of [14], starting with |Wq) :=
|0)®" |0)®" |0), and applying a proper procedure for data
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encoding yields

[Wy) = |b) [0)2" |0),. (15)

C. QUANTUM PHASE ESTIMATION (QPE)
The non-trivial starting point of the HHL algorithm is the
Quantum Phase Estimation (QPE) algorithm [26]. The QPE
algorithm is a quantum algorithm used to estimate the phase
associated with an eigenvalue of a given unitary operator.

In order to understand what is the quantum phase, let
us recall the spectrum of the eigenvalues of the numerical
finite-difference procedure for the heat conduction equation
given by Eq. (5) in Section I, namely 1 < AS < (1 +4r),
where XC is the m-th eigenvalue of the operator c given by
Eq. (4). The parameter r = D At/Az? is the (dimensionless)
numerical Fourier number. It should increase during mesh
refinement in order to keep At constant; namely, r ~ 1/ AZ2.
Otherwise, time stepping would require an impractically
large number of iterations on a quantum computer with a
significant number of qubits. Therefore it makes sense to
normalize the evolution matrix as

N 1 ~
.=
1+4r

(16)

The normalized evolution matrix I is real and symmetric.
Hence it can be expressed by spectral decomposition, using

its eigenvectors |l ) and its eigenvalues A}, namely

szwm%h»zkﬂ¢w| (17)

jefo, 1}

where j is the bit string corresponding to m.

Before proceeding, let us briefly recall some basics of
binary encoding, which are relevant to both classical and
quantum computing [26]. To represent a number in binary,
every digit has to be either 0 or 1 (as opposed to decimal
numbers where a digit can take any value from O to 9).
In both cases, the mathematical notation used to write binary
numbers or quantum states usually implies that the least
significant bit (LSB) is written at the rightmost position.
A decimal integer m = myj¢) can be decomposed in terms
of a binary number, which is represented by an equivalent
bit String j(z) = ﬂn—]ﬁn—z . ..ﬂlﬂo, where m = m(o) =
ZZ;& Br2” and B, € {0,1} is the value of the b-th
computational unit in a binary computational system with
n bits. Because of the previous normalization, now the
following relation holds

! <Al <1 (18)
14+4r =7 =7

The definitions provided in Egs. (11), (12) and (16) allow
the system of linear equations in Eq. (6) to be recast as
gf‘ |x) = |b), where g = f (144 r) andf is given by Eq. (14).
In particular, the input |b) can be also expressed in the basis
formed by the eigenvectors of I, such that

by= . > b g, (19)

Jefo. 1y Jefo. 1)
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as well as the solution

= >

Jefo, 1

X 19)). (20)

Recalling that the eigenvectors of the matrix [ form an
orthonormal basis, namely (¢jr|¢}; ) = djk, yields
pr
r J
X = . 2D
J g A}r

Since (x|x) = 1 by construction, then Z |xF|2 = 1 holds.
The last relations allow us to compute g, namely

(22)

and consequently

r
r 1 i

J
7 2 A_r
r r ]
AT

In essence, Eq. (21) reveals that the HHL algorithm is a step-
by-step procedure for computing the coefficients xjr (and
hence |x)), by computing the expansion coefficients bjl." and
inverting the eigenvalues )L]r.

The last comment is the proper beginning of the QPE
algorithm. First of all, Hadamard gates are applied to the
clock qubits to create a superposition of the clock qubits,
namely

(23)

®nc
W)= 16) —=(10+11) " [0, @4

1
V/Ne
where N, = 2"<. This superposition can be further expanded
explicitly as

1 ®nc
192) = 16) —=(10)+11) ) 100,
)e 10)q 25)
R

where k is again a binary number and |k) is a generic state
of the computational basis of the clock register. Please note
that the number N, of the states of the clock register typically
differs from the number N of the states of the input register.
The previous system quantum state is still separable in its
constituent registers, namely

)= > b g

JE{0, 1}

1

= D Ike|®I0),
Ne ke{0, 1}nc

(26)

where we used Eq. (19). In the following, we will sometimes
decompose the binary number k in a string of bits, namely

k:=koy =B, _1---BiBp (27

VOLUME 14, 2026
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where the generic clock bitis ;. The corresponding decimal
number is

ne—1

kaoy= > B 24 (28)

The next step is the controlled exponentiation (or con-
trolled Hamiltonian evolution) shown in Fig. 2. The QPE
extracts eigenvalues (as quantum phases defined below), but
only of a unitary operator. We can define the unitary operator
U as the evolution determined by the Hamiltonian ' we are
interested in, namely

(29)

where ¢ is a fictitious evolution time (which also indi-
rectly explains why the second register is called “clock”).
Before proceeding, it is important to emphasize a key
aspect of the HHL algorithm. HHL assumes that, given
a sparse Hermitian matrix I, the corresponding unitary
time-evolution operator ¢/’ can be implemented efficiently
on a quantum computer. This assumption is nontrivial and
relies on the availability of efficient Hamiltonian-simulation
techniques, such as Trotter—Suzuki product formulas, linear-
combination-of-unitaries (LCU) methods, and qubitization-
based approaches [26], [27]. The computational cost of
implementing ¢'% contributes to the overall complexity
of the HHL algorithm. In this tutorial, we focus on the
subsequent stages of HHL and assume that the required
Hamiltonian evolution can be realized efficiently.
For reasons that will be clarified later, we assume

N, —1
<p=2n( N ) 30)

A unitary operator has eigenvalues of modulus 1, which can
be written as e>"% where ¢; is the j-th quantum phase.
Quantum phases are elusive concepts because multiplying an
entire quantum state by ¢/>"% does not change measurement
outcomes. However, the HHL algorithm, and QPE in
particular, uses quantum phases of the input register to
compute the eigenvalues we are interested in. It is worth
noting that U is also diagonal in the basis defined by the
eigenvalues of I, namely

Z &2 |¢

€{0,1

(3D

Comparing the previous expression with Eq. (29) allows
to derive the relation between quantum phases and original
eigenvalues as 2w ¢; = )»}}0. Using the assumption given by

Eq. (30) implies
N —1
— T ¢
o= (%) 42
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It is also trivial to compute the eigenvalues of the previous
operator because

Ulg/)=e

For the powers of the unitary operator U, similar relations
hold. The powers of the unitary operator prove to be very
useful. The idea is to use different powers of U in order to
highlight the specific behavior of different quantum phases ¢;
(and hence of different eigenvalues). We want to operate on
the input register differently, depending on the clock register.
Let us reformulate Eq. (26) as

W) = f Db D e K 10),, (34

je{o, 1} ke{o, 1}

Ty =M gl) . 6Y)

because |¢j ) does not depend on k. Let us proceed in the
following way: (i) first, we factorize its binary representation
ask = ,Bn _1---BiBy; (ii) second, we use ,B; to perform some
operations on |¢jr). In particular, if ,B; = 1 then we apply

U% to |¢F) otherwise, if f; = 0, then nothing happens.
Itis pos51ble to simplify the last statement by saying that, for
every bit of the string k = ,Bn _y - -+ B{Bg- one applies U B2 a
on |¢j ), because U° = I. Since ﬂ; depends on k, we can
imagine to define the following operator (of Hamiltonian
evolution)

ne—1

ne—1 ,e
H P21 _ 2o BT _ frkao) (35)
q=0

Applying the previous operator to |¢jr) yields

Ev¢;)

where we used Eq. (33) and Eq. (28). The operator Ey
depends on the clock register |k), as it is clear in Eq. (35).
Let us define the following controlled operator for the whole
quantum system

= Ut1g)) = PR 0190y (36)

CEy=| D> U'@lk) tkl|®L 37

kefo, 1)1

and let us apply it to the system quantum state given by
Eq. (34) which yields

|¥3) := CEy |W¥2)

DD

Jjel{o, 1} kel{0, 1}ne

7R 197y [K) 10), -

(38)

Because |¢j1“) does not depend on £, it is convenient to move
the accumulated phase to the clock register, leaving the input
register |¢>jr) unchanged, namely

W)= > bl 1ol @ Ix),

Jef0, 13"

®1[0),,  (39)
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where | x;),. is defined as

1 ;
X = = ePTURO k) . (40)
J'c Nc ke%}nﬂ c

This phenomenon is general and it is called the kickback
effect, which modifies the control state but leaves the target
state unchanged. In other words, after applying the operator
Ey to an eigenvector, the phase accumulates on the clock
register. The phase kickback is a fundamental quantum
phenomenon in which a phase acquired by a target quantum
state during a controlled operation is effectively transferred
back onto the control qubit. A simple example is reported in
Appendix B. As a final remark of this step, it is important
to note that the state given by Eq. (39) entangles the clock
register with the input register. Because the phases ¢; make
the control states |x;),. different for different j, the overall
state becomes a sum of non-parallel product terms, which
cannot be factored into a single tensor product — hence
it is generically entangled. Now the clock register stores
information about quantum phases ¢;, which we need to
extract in the following step.

In the following step, let us apply the Quantum Fourier
Transformation (QFT) [14] to the clock register of the
quantum state given by Eq. (39), which means to apply
QFT to [x;), given by Eq. (40). The QFT is defined in
this document in such a way so as to realize a unitary
transformation by construction [26]. In particular, the generic
component of 0QFT at the m-th row and at the /-th column is

given by 1/4/N. !, namely

1 1 e 1
1 N.—1
| WN.,. e C;% b
Ko 2 c—
Uorr == 1 Wy, e Wy ,
~/Ne .
1 xc—l w}(\II\:c—l)(Nc—l)

(41)

where wy, = ¢'>"/Ne. Ugpr has dimensions N x N, where

N, = 2" is the number of states of the clock register. This
means that U(EFT Ugrr = UgFr UA(T)FT = [, where USFT
denotes the conjugate transpose of Ugpr (namely Hermitian
transpose). The quantum state of this step can be formally
defined as

)= D b l¢ )0,

U e | ®10),. (42)
Je(0, 13"

Let us elaborate on the previous expression by applying lj/éFT
to |x;),. given by Eq. (40), namely

At 1L~y 27 ik
Uopr %) = U, e R0 k)
QFT 'Aj/¢ \/]VC QFTkG%}nC c
1 o o
== > P0G @)
¢ ke{0, 1}e
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Applying U(];FT to a basis vector |k). yields the k-th column

of the matrix U(BFT]

N 1 —kaokaoy |3
Ohrrkle= = 2 o "I, (44)
“ kefo, 1y

Consequently
27
UQFT |Xj>
Loy oy el )
¢
ke{O 1}e kefo, 1)ne
_ Using the last expression into Eq. (42) and swapping k with
k yield
Wa)= D> b 19))

je{o, 1}

( Z Z zZn’k(lo) bj—ka0y/Ne] k), )

€ ke(0, 1} kefo, 1)ne
®10)g - (46)

The last expression can be reformulated as

W)= > > ik,

Jjefo, 1} kefo, 1)1

r r
b Igf) ® ® 10},

(47)

where the complex amplitude matrix a]%PE

o QPE . 1
kTN, 2.
kelo, 1y

- r
_ L Z elQﬂk(lo)[kj (le_l)_k(l())]/N(" (48)
“ kefo, 1yre

is defined as

27ka0)[9—ka0)/Ne]

which used the definition given by Eq. (32). The last
definition can be used to compact Eq. (45), namely

= > « j‘,ijPE (49)

kefo, 1}

UQFT OR

Since |x;),. is clearly normalized and the operator U(SFT is
unitary, then

D (I%PE‘ =1, (50)

kel{0, 1}ne

which will be useful in the following. It is worth better
understanding the term mij; = k{(NC — 1) — ko) in the
complex amplitude matrix. Eq. (18) ensures that 0 < )L/r <

et us consider a matrix A and a vector 4. Let us do the usual matrix-
vector multiplication, namely A - d, which gives a vector. The generic
component of the latter vector is (A - d) and it can be expressed a
Zﬁ op aﬁ Usmg the unit vector égy, 1t is possible to express A - a
>a X g Aap ap éq Or equivalently A - = >, Caéy where cq
2,3 wp ag. In case @ is another unit vector a = ¢y, then ¢,
Zﬁ Agp 8yp = Aay, which means that ¢ " is the y-th column of the matrix.

@»
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clocky, —@

clockq @

clock, L 4

clocks

clocky

inputy 0 0 0 0

1U"1|1U’\2|1U"4|1U"8=1 u~16

inputy

input;

FIGURE 2. Circuit implementing controlled exponentiation (or controlled
Hamiltonian evolution) in the HHL algorithm with n = 3 input qubits for
solving the same problem discussed in the previous sections and

n¢ =5 clock qubits. This circuit shows what is inside the block called
“C-exp” in Fig. 1.

1 for all eigenvalues. Consequently 0 < (N, — 1) )\F <
(N — 1), which means that (N, — 1))»]1.“ is included in the
same numerical interval spanned by all the states of the clock
register with n. qubits. In other words, given k € {0, 1},
then k(10) € [0, N. — 1] and also (N, — 1))\jF € [0, N, —1].
The difference is that k(j0) corresponds to the binary integer
k, while (N, — 1) Af has no match with an integer in general.
Consequently 72 may be close to an integer, but it is not
necessarily an integer. Eq. (48) can be simplified by realizing
that it involves a finite geometric series, namely

T LA 1)

N¢ sin(m mji /Nc)

where fx = nw(N. — 1)mj/N.. Before moving to the
following module, it is interesting to realize that the quantum
state given by Eq. (47) is entangled as well, because the clock
regfi)]siter depends on the input register by the complex matrix

ajk

D. EIGENVALUE INVERSION MODULE

The second essential component of the HHL algorithm
is the eigenvalue inversion module. From a complexity-
theoretic perspective, this module is crucial because it
involves eigenvalue-dependent controlled rotations that are
not restricted to the Clifford group [26]. The Clifford group
is the set of quantum gates that map Pauli operators to
Pauli operators under conjugation, and it can be efficiently
simulated on a classical computer. In view of the Gottesman-
Knill theorem [28], this non-Clifford structure of the
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eigenvalue inversion module is essential to prevent efficient
classical simulation and thus underpins the potential quantum
speedup of HHL [26]. There are many advanced and efficient
quantum circuits for inverting eigenvalues, e.g. see [19]. Here
we focus on a very simple straightforward implementation.
Before defining the operator for the inversion, let us
estimate the minimum binarized eigenvalue which we have
to invert. The binary clock register k() that we have to invert
is very close to Af (N.—1). Taking into account Eq. (18) yields

N”_1<,\F(N <N, —1) (52)
T44p =700 =008

In order to take into account the round-off error and the
measurement probability scattering, we can assume that
the minimum binarized eigenvalue to be inverted can be
expressed as

; Ne—1
k(i) = MWJ — AN, (53)
where AN is a tolerance integer (e.g. in Fig. 3 we assumed
AN, = 2over N, = 20 = 32). Knowing that (k,-)‘)(lo) >
k(“fior; allows us to save some operations and to increase
the sampling rate (as it will be clarified in the following).
Therefore let us define the controlled rotation operator for

inverting the eigenvalues as

CRy

=1Q® >

kel0, 1jne <gmin

2

ke{0, 1)1 >fmin

k)e (kle ® La

1K), (k| ® Ry [2 arcsin(k("fg;/k(]o))]

(54)

This operator is shown in Fig. 3 for the case with n, = 5 clock
qubits (plus the ancilla qubit). As it is clear from the circuit
in Fig. 3, in this case k“l’(i)“ = 8, which corresponds to jmin —
1000 and is the controller condition of the first rotation block
on the left. Starting with k(‘{‘(i)‘; = 8 allows us to save seven
controlled rotations (k(19y > O for avoiding division by zero).
On top of the saving, it is important to understand how this
operator works. The term Zk>kmin |k). (k|. in Eq. (54) acts
as a projection operator onto the subspace of clock-register
states with k > k™" thereby enabling the appropriate
controlled rotation associated with the inversion when a
specific state |k*),. is encoded in the clock register. If the state
|k*). happens, namely

DAk tkl | 1K e = D k) S = K¥).. (55)
k> kmin k>kmin
then the ancilla qubit is rotated by an angle which is
min

6y = 2arcsin [ﬂ] = 2arcsin (o) , (56)

*

(10)
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where o = k(’%‘; /k(lo) < 1. Clearly if k* = k™" then 0y =
7, which is the leftmost rotation in Fig. 3. Taking into account
the definition given by Eq. (86), applying the operator CRy
to the previous system quantum state yields

|Ws) := CRy [W4)

= > el > eptikel0),

Jetfo, 1} ke{0, 1)c <fmin

+ > ,2"E|k>c®( -} |0>a+ak|1>a).

ke{0, 1} >kmin
(57)

In the previous formula, the inverse eigenvalues implicitly
appear but we need the following step for isolating this result.

The key idea here is to measure the ancilla qubit, to discard
the calculation if the result is |0) and to keep it for statistics if
itis |1). Following the Born rule, quantum mechanics tells us
that, after a measurement, the post-measurement state |W¢)
must be normalized by dividing by the square root of the
probability of the observed outcome, namely

1
W) = —— > b |¢])
VNM ity

® > (aqfwk)e,. 68

ke{0, 1jre >fmin

It is interesting to note that the measurement of the ancilla
transferred the inverse of the eigenvalues from the ancilla
qubit to the clock register. The normalization factor Ny, in the
previous formula is required to ensure that |We) is properly
normalized (see next).

The previous state seems close to solving the problem, but
the clock register is still entangled with the input register.
Moreover the inverse eigenvalues in the clock register
are unknown. The inverse of the operation that originally
entangled them is required at this point, as discussed in the
following section.

E. INVERSE QPE
As it is clear from the previous steps, the clock register
has become an eigenvalue register. To obtain the “solution”
in the input register, one must quantum-erase (uncompute)
the eigenvalue register, i.e., apply exactly the inverse of the
operation that originally encoded it, namely the QPE.

First of all, let us collect in one single unitary operation
0QPE some previous steps, i.e. Hadamard transformation,
Hamiltonian evolution and inverse QFT, namely

O = (1 ® Ul ® Ia) CEy (I @ H®" ®1,). (59)

The logical order goes from right to left: first, (/ ® H®" ® I,)
W) = |W¥2); then, CEy |Wy) = |W3) and finally,
(1® ﬁgFT@Ia) |W3) = |Wa). Using the newly defined
operator, these three steps, which are essential for the QPE

105950

algorithm, can be summarized as 0QPE (W) = |Wy).
The eigenvalue inversion module allowed to compute |We).
Hence the already-mentioned quantum uncomputation can be
formally realized by the inverse operator lA]gPE, namely

[Wo) := UQPE |We) =

i I

M jcto, 1y

> et Odps 167) k) 1), . (60)
kE{O, 1}n(; zkmm

Although some simplifications are possible at the cost of
accuracy, the optimal HHL algorithm requires an additional
projection onto the ground state of the clock register, i.e.
|0)®"c which can be implemented through an appropriate
measurement. For the generic j-th mesh node the probability
of the corresponding state can be computed by the following
projection, which can be conveniently written as

=] g0)) = (@] | (018" (1], W),  (61)

where g(A;) is sometimes called ““filter”” and is a proper func-
tion which will be clarified in the following. Equivalently,

we can express it as
PE
G=bjs0)= > b 3 apiw
JEl0, 1} kelo, 1} >fmin
BT 10012 (1, Udpg 167) 1K) 1), - (62)

Please note that, in order to avoid confusion with j of
the amplitude a; we are searching for, we introduced the
index j/ in the summation. In order to compute the quantum
measurement in the previous expression, let us take into
account the following property

(@ 1018 (11, e 107 1K) 1),
N *
= (48] | Kl (11, Oqpe 1911005 [1),) . (63)
where the superscript * indicates the complex conjugate,
as usual. The result Ugpg |¢jr> |O)§”C [1), can be computed

as a particular case of Eq. (60), i.e. assuming |Wg) = |¢jr),
namely

Uqgee ¢} ) 10)2™ 1),
=1 > (T K)) @M., (64

k’€{0, 1}

where again index k’ is introduced for avoiding confusion.
Applying the result given by Eq. (64) into Eq. (63) yields

: 2 PE *
(@ 112" (11, O [87) k) 11 = 855 () (65)
Applying the last expression into Eq. (62) yields
aj=b; g(})

> b

J'elo, 13"

> s (o)
kefo, 1} > fmin
(66)
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clockg

clocky

clock,
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]Illll

FIGURE 3. Circuit implementing controlled rotation on the ancilla qubit in the HHL algorithm with nc = 5 clock qubits. As it is clear from the circuit,
k™" — 8, which corresponds to k™" = 1000 and is the controller condition of the first rotation block on the left. This circuit shows what is inside the

10
bioc)k called “CRy-for-inversion” in Fig. 1.

or equivalently

g0 =aq/b] = >

kef0, 1} >jmin

Wik Ok, (67)

where

sin(rr mjx)
N¢ sin(rr mji /Ne)
Taking into account Eq. (50), it is possible to realize that the
previous terms are actually normalized weights, namely

Z ij = 1, (69)

ke{o, 1)

Wit = ‘a]QPE)Z - ‘ g (68)

for every j-th component. See also Fig. 4 for an example.
After computing the amplitudes a; = b g(A]), we can use
them to normalize the final state as

1

I [ son|

S B G gD 1008 D, (70)

Je{0, 13

[Wo) =

In the previous final state, for the generic j-th component
of the input decomposition, we can define the actual HHL
eigenvalue as

1 Ne—1)

HHL "~ min
Aj k(o)

:Wc_fl)z

(10) ke{0, 1}1c >fmin

N.—1
= > wjkg. (71)

ki
ke{0, 1}re >kmin (19

g4))

Wik Otk

The HHL eigenvalues can be used to define the coefficients
of the decomposition of the HHL solution, which appear in
the pre-factors of the final quantum state, namely

r r I' /o HHL
bisj) b/
2
r r I' /4 HHL
\/Zj 5} 56 \/Zj‘bj /%]
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‘2 =x 1 (72)

Weight matrix wj

00000
00001

=
2
8

01000
11110
11111

FIGURE 4. Normalized weights wj, where 3, wj, = 1 for every j-th
component of the spectral decomposition. It is worth noting that the
binarization process implies (N¢ — l)}‘; ~ (k?‘)(w), which introduces
some spread in the spectral distribution of t‘e binarized eigenvalues. For
example, (Nc — 1)1 = 10.33, which falls in between k = 01010 and

k’ = 01011.

Introducing these coefficients in Eq. (70) yields

Wo) = > x|l 0)2™ 1),

Je{o, 13"
= ) 0)F" (1), (73)
where the state [x"HL) is the quantum state produced by

the HHL algorithm. The latter quantum state, employed
to compute the single time-step update of the temperature
profile according to the heat conduction equation using the
HHL algorithm (3 qubits), is shown in Fig. 5.

In the next section, we will use a simplified derivation of
the HHL algorithm to show that AJHHL ~ A jr and consequently
that [xHHL) ~ |x).

IV. SIMPLIFIED ANALYSIS OF THE HHL ALGORITHM

In the previous sections, we have already pointed out that the
term 7, = )\IF (N¢ — 1) — k(10 is not necessarily an integer in
general. Eq. (18) ensures that 0 < Af < 1 for all eigenvalues.
Consequently 0 < (N, — 1) A{ < (N, — 1), which means
that (N, — 1) AL is included in the same numerical interval
[0, N¢— 1], as it happens for k(1¢). The difference is that k(10
corresponds to the binary integer k, while (N, — 1) )‘/r has no
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- Togatt=10
Thew at t=At
®  Thewq (HHL) at t=At

1.4

Temperature
= =
o N

o
©

0.6

0 1 2 3 4 5 6 7
Spatial mesh index

FIGURE 5. One time-step update of the temperature profile according to
heat conduction equation by quantum computing (3 qubits) by HHL
algorithm. The blue line is the initial temperature profile (with mean
equal to 1), the orange dashed line is the new temperature profile at time
At, computed by finite-difference method. The blue dots are the mesh
node temperatures computed by the HHL algorithm (ideal statevector
simulator). The circuit implementing HHL algorithm with n = 3 input
qubits, nc = 5 clock qubits and 1 ancilla qubit is shown in Fig. 1.

In particular, the eigenvalue inversion module with nc = 5 qubits in the
clock register is shown in Fig. 3.

match with an integer in general. Let us relax here the last
condition, namely

(Ne — DA} =~ (K )ao), (74)

where ij € Z is a proper integer. In this case, the term m, ~

PE
(kjk)(m) — ka10y = mjx € Z and consequently aj% A8, K
or equivalently wj, ~ §, ;.. It is interesting to see the impact

of the approximation givén by Eq. (74) in the derivation of
the previous sections. In particular, substituting it in Eq. (45)
yields

it
UQFT 1Xi)¢

N2 2

ke{O 1} fefo, 1}7c

lZJTk(IO)( ]E)(l())/NC |I;>L . (75)

Because now kjA are binary integers, only the term with k =
kj)‘ is non-zero, which simplifies the previous expression as

1
Nﬁz

€ ke{o, 1)1

Oger 170 LI, =), (76)

which is perfectly consistent with a X K and Eq. (49).

Applying the last result to the genenc quantum state given by
Eq. (42) yields

W)~ W)= > (1N @ 1k),) @10),- (77)

Jefo, 1)

In ideal (statevector) simulations (otherwise, the wave
function would collapse in real computations), it is possible
to compute the probability distribution of the binarized
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approximations of the eigenvalues of the problem |ij)
stored in the clock register. See an example in Fig. 6.
It is worth noting that the binarization process implies
(k”)(lo) (N, — 1) AL, which introduces some spread in the
spectral distribution of the binarized eigenvalues (see Fig. 4).
However, in some cases, this spread may even be beneficial
for the accuracy of the numerical solution produced by the
HHL algorithm.

Proceeding as described in the previous sections for
inverting the binarized eigenvalues and taking advantage of
the assumption given by aj%PE R 8y i in Eq. (58) yield

|We) ~ |Wg) = D b 1)) 1K) D, (78)

v VNut M e, 1

where o = k(‘%‘; / (k]-)\)( 10)- In order to derive Ny, it is possible
to focus on the input register and the clock register only. Using
(i) the tensor-product property on inner products and (ii) the
orthogonality of the eigenvectors yields

Nu= > asby (711, D0 oyby Iy k),
jefo, 1} Jj€{o, 1}"
= 2 abapby @1 18)) 1K),
J.Jj'€{0, 1}"
= 2. abayby 9]16)) K1k
J.J'€{0, 1}"
= D abjayby &y (kD)
JJ'€l0, 13"
= 2. leiby kKD
Jel0, 13"
= > lob . (79)
Jel0, 13"

The previous expression completes the normalization factor
appearing in Eq. (78). As discussed in the previous sections,
we now need to project the state |[¥¢) onto the ground state
of the clock register, namely

|Wo) A |Wh) = O(SPE )

- 3 o

> ‘a br‘ jefo, 1)

FYI0)E™ 1),

(80)
Comparing Eq. (70) and Eq. (80), it is clear that
g(A{) ~aj= (nf(i)ri/(ij)(lo), (81)

Sy K In the
previous final state, for the generic j-th component of the
input decomposition, we can define the generic simplified
eigenvalue as

which is consistent with the assumption wj, ~

I W=D
SIM T gy
A; (k7)(10)

(82)
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FIGURE 6. Probability distribution of the binarized approximations of the
eigenvalues of the problem |k}) stored in the clock register, after
completing QPE. Accessing this information is only possible in ideal
(statevector) simulations (otherwise, the wave function would collapse in
real computations). The two peaks correspond to (i) eigenvalue

k) = 01010 or equivalently (k})(10) = 10, and to (i) eigenvalue

ki = 01101 or equivalently (k;)(10) = 13. It is worth noting that the
binarization process implies (k})(10) ~ (Nc — 1) AT, which introduces
some spread in the spectral distribution of the binarized eigenvalues (see
Fig. 4).

1.0-{ W Eigenvalues
W Eigenvalues HHL
B Eigenvalues SIM

FIGURE 7. Comparison among eigenvalues: (i) original ones for the
considered example; (ii) those approximated by the HHL algorithm; (jii)
those computed by mimicking the HHL algorithm, but assuming the
approximation given by Eq. (74). The abscissa represents the index labels
ranging from 0 to N — 1, corresponding to the normalized eigenvalues of
the matrix T given by Eq. (16) in increasing order. By design, the
maximum normalized eigenvalue is equal to one and it is exactly
represented by the binary integer {1}7¢. The approximated eigenvalues
reported with label 5 and 6 differ from the exact values by less than

0.1 % and hence the discrepancies are not visible.

The simplified eigenvalues can be used in the coefficients
of the decomposition of the solution, which appear in the
pre-factors of the final quantum state, namely

b’ bl /(k)0)

\/Z ‘br/(kk)(u»‘
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1 br
= S — M (83)

2 5SIM
rysm|™ %
N )bj /5 ‘

Substituting the previous result in Eq. (80) yields
wg) = > ™ g]) 1002 1),
jefo, 1}
= M) @ 102" @ 1), - (84)

Substituting the fundamental hypothesis given by Eq. (74)
into Eq. (82) yields

1 WNe—1 1

e (85)
/\JSIM KkMaoy A

Interestingly, the simplified derivation of the HHL algo-
rithm discussed in this section also provides an intuitive
explanation of why the algorithm yields a good approxima-
tion of the solution to the original problem. In fact, QPE
makes it possible to extract binarized distributions of the
original eigenvalues, as shown in Fig. 6. These distributions
can then be used to compute an approximate estimate
of the eigenvalues of the original problem, as illustrated
in Fig. 7. Therefore, it becomes clear that AJHHL ~
A]SIM ~ A}. Consequently, the HHL algorithm provides
an approximate solution to the original problem, namely
IXHALy -~ xSIMy -~ |x), as shown in Fig. 5 for the
considered case. As discussed in Appendix C, the HHL
numerical solutions exhibit excellent agreement with the
reference solution and achieve an accuracy comparable to that
obtained with variational quantum algorithms [7].

However, there is an important difference between the
HHL algorithm and the variational algorithms [7]. The key
idea behind HHL is to retain only those quantum states for
which the ancilla qubit is in the state | 1), and, simultaneously,
the clock register is in the ground state, i.e. |O)§’”C. In the
present example, the states satisfying |0)®" |1), account
for only 55.5 % of the total number of states. This implies
that, statistically, about half of the measurement outcomes
in actual shot-based simulations must be discarded when
implementing the HHL algorithm. This is generally not
considered a significant issue once quantum computers reach
full maturity.

V. CONCLUSION

In this work, the HHL algorithm has been presented through
a detailed analytical treatment, complemented by a complete
example drawn from thermal engineering. This contribution
is conceived as a follow-up tutorial to the previous tutorial by
Zaman et al. [14], with the two works intentionally designed
to be synergistic. While the previous tutorial establishes the
fundamental physical and mathematical framework of the
HHL algorithm, the present work extends that foundation
toward more advanced and application-oriented aspects,
maintaining consistency in notation and methodological
approach. Together, the two tutorials aim to provide a
coherent and progressively structured learning path.
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More specifically, the present tutorial introduces two
distinctive features that, to the best of our knowledge,
are not simultaneously addressed in existing educational
resources. First, it presents a systematic controlled-rotation
procedure that does not rely on prior knowledge of the
eigenvalues, thereby providing a more general frame-
work than the simplified constructions often adopted in
introductory presentations. Second, the derivation retains
the non-integer binarized eigenvalue terms throughout
the analysis in the complex amplitude matrix given by
Eq. (48), allowing readers to follow the exact mathe-
matical development before introducing the commonly
used integer-eigenvalue approximation in a separate
section.

The selected engineering example, previously investigated
using a variational quantum approach for comparison [7],
offers a concrete context in which the structure of HHL
can be analyzed without restrictive simplifications. The
accompanying Jupyter Notebook implementation [20] in
Qiskit [16] further supports a practical understanding of the
algorithmic workflow and its circuit-level realization.

More broadly, this tutorial has sought to deepen the con-
ceptual understanding of quantum linear system algorithms
during the current transitional phase of quantum hardware
development. Although large-scale, noise-resilient quantum
computers are still under development, rigorous and carefully
structured tutorials remain essential for consolidating shared
knowledge and extending it to the broader engineering
community. In particular, a careful examination of the eigen-
value inversion module reveals that HHL does not compute
matrix inverses in the classical sense; rather, it coherently
encodes a discrete set of pre-defined inverse eigenvalue
amplitudes and selectively weights them according to the
eigenvalues of the specific problem under consideration.
Such insights are crucial for developing realistic expec-
tations about the capabilities and limitations of quantum
algorithms.

At the same time, a realistic perspective must be main-
tained. While HHL remains a paradigmatic example of
potential exponential quantum speedup under assumptions of
sparsity, favorable conditioning, and efficient data represen-
tation, its implementation on current NISQ devices is severely
constrained. The algorithm requires deep quantum circuits
involving phase estimation, controlled rotations, and precise
eigenvalue inversion—operations that are highly sensitive
to noise and limited circuit depth. As a consequence, the
practical deployment of HHL must await the availability of
large-scale, fault-tolerant quantum computers.

In summary, HHL should presently be regarded both
as a theoretically powerful algorithm and as a valuable
pedagogical benchmark. By positioning this work as a
follow-up to the previous tutorial in [14], and designing the
two contributions to operate in synergy, we aim to support
a structured and cumulative understanding of quantum
linear system algorithms at the interface between quantum
information science and engineering applications.
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APPENDIX

A. REAL DATA LOADING/ENCODING

Loading real-world input data into a quantum processor is a
fundamental prerequisite for efficient quantum computation
and requires the preparation of an appropriate quantum state.
Most quantum computing software frameworks (e.g., [16],
[18]) provide dedicated routines for state preparation. Several
algorithms exploit the full set of quantum degrees of freedom
to generate arbitrary quantum states while attempting to
minimize the circuit depth. In the context of quantum circuits,
the depth refers to the number of sequential (time-ordered)
layers of quantum gates required to execute an algorithm,
and thus quantifies the number of computational steps needed
to process information. Divide-and-conquer strategies have
been proposed to load an N-dimensional vector using quan-
tum circuits with polylogarithmic depth [24]. However, these
approaches require a number of classical input parameters
that scales exponentially with the number of qubits, namely
~N = 2" (up to normalization). Consequently, for very large
problem sizes, the classical preprocessing and data transfer
requirements become prohibitively demanding.

As an example, let us discuss here the divide-and-conquer
paradigm [24]. The main idea is to divide a problem into
subproblems of the same class and combine the solutions of
the subproblems, in a recursive way, to obtain the solution of
the original problem [24]. In particular, one of the standard
methods for loading information in a quantum device is based
on using controlled rotations [24]. In case of loading real
values, it is enough to consider the rotation 6y around the
Y-axis of the Bloch sphere given by the operator Ry (6y) [26],
defined as

. |cos(0y/2)
Ry(y) = [sin ©Oy/2)

Readers who are not familiar with the Bloch sphere
representation may consult the construction detailed in [7].
Clearly, Ry |0) = ap|0) + aj|l), where ap and a; are
real, in this case, amplitudes which satisfy the normalization
condition a% + a% = 1. Inverting the previous relation for
loading the desired amplitude yields 8y = 2 arcsinaj.

The divide-and-conquer paradigm relies on sequences of
controlled rotations constructed according to an appropriate
binary tree representation of the data to be loaded. Interested
readers are referred to [24] for a detailed discussion. Here,
we illustrate the procedure for the simple case n = 2, which
can be derived explicitly in just a few steps. For n = 2,
a generic quantum state can be written as |{) = ago |00) +
ao1 |01) 4+ ajo |10) + a1 |11), with normalization condition

— sin (fy /2)
cos (By/2) i| ) (86)
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FIGURE 8. Quantum circuit for loading real data in a quantum system
state |x) based on a divide-and-conquer algorithm proposed in [24]. Note
that the proposed circuit uses only rotations about the Y-axis (Ry gates),
which are designed by means of a proper binary tree data structure [24].
For clarity, horizontal lines represent quantum wires which correspond to
qubits in the circuit, red squares are the Ry gates (see Eq. (86)), red dots
represent control points in controlled gates and empty red circles
represent anti-control points (i.e. activated by zero value). The
little-endian convention is used [26], meaning that the topmost qubit
represents the least significant bit (LSB), while the bottom qubit
corresponds to the most significant bit (MSB), which, in this case, forms
the trunk of the state tree in the divide-and-conquer strategy [24].

a(z)o + a(z) |+ a%o + a%l = 1. Let p14 denote the probability that
the most significant qubit is in the state |1), independently
of the state of the least significant qubit. This probability is
Plg = a%o + a%l. Applying the rotation Ry (6y,) to the most
significant qubit, with angle 6y, = 2 arcsin /pi4, ensures that
the states |10) and |11) occur with total probability p14, while
|00) and |01) occur with total probability po; = 1—p14. Next,
a controlled rotation Ry (01y) is applied to the least significant
qubit, conditioned on the most significant qubit being in state
|1), where 01, = 2 arcsin \/p11/p14 and p11 = a%l. Similarly,
a controlled rotation Ry (fpy) is applied to the least significant
qubit, conditioned on the most significant qubit being in
state |0), with 6ypy = 2arcsin,/po1/pog and por = a(ZM.
Starting from the initial state |00), the sequence consisting of
Ry (64), followed by the 1-controlled rotation Ry (61,) and the
0-controlled rotation Ry (foy), prepares the desired quantum
state |1/) at the end of the circuit execution.

Extending the previous approach to the case of n =
3 qubits-relevant for the example discussed in the main
text—the quantum circuit L used to load the initial state |b)
is shown in Fig. 8. The state |b) is obtained by normalizing
the initial temperature profile 7 = 7'=° given in Eq. (9).
The circuit L implements the divide-and-conquer strategy
described above and enables the preparation of the desired
probability amplitudes corresponding to the components of
the normalized vector, namely

Li0)®" =)= > b lj). (87)

Jefo, 1"

B. PHASE KICKBACK

Phase kickback is a fundamental quantum phenomenon in
which a phase acquired by a target quantum state during
a controlled operation is effectively transferred back onto
the control qubit [26]. When a controlled-unitary acts on
an eigenstate of the unitary gate U, the eigenvalue’s phase
facto—normally applied to the target—appears instead as
a relative phase on the control qubit, leaving the target
unchanged. This surprising ‘“kickback” of phase enables
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many key quantum algorithms, most notably Quantum
Phase Estimation (QPE), where the eigenphase of a unitary
is written onto the clock qubits, allowing extraction of
otherwise inaccessible phase information using interference
and measurement.

In order to understand phase kickback, let us consider first
the Pauli-Y matrix [26] defined as

L 0 —i
y - (l. O). (88)

The eigenstates of the previous Pauli-Y matrix can be easily
computed as

ESAN
V2

which ensure by definition Y |y£) = = |y%). Applying
rotation Ry (fy) given by Eq. (86) to the previous states yields

ly£) = , (89)

Ry (Oy) [y£) = eI /2 [y+) . (90)

This looks like an eigenvalue equation, but the eigenvalue is
only a global phase, which has no physical effect because it
cannot be measured. In particular, let us consider

10) —i 1)

y—) = ——F%—,

V2

which can be prepared by applying a Hadamard gate H
followed by the Hermitian adjoint of the phase gate S f

as shown for qubit g; in Fig. 9. The system quantum state
at the first barrier of the circuit shown in Fig. 9 is

I
[Whefore) = [y—) ® \/5

[0) —i[1) ® 10) + |1)
V2 V2
=% (100) +101) — i [10) —i [11)).  (92)

oD

This state can also be represented in column vector
representation with regards to the computational basis
{|00), |01), |10}, |11)}, namely

1
|1 1 /1 1
Whetore) = 5 | ;| =3 (_,-) ® (1) 93)

—i

In this example, let us now suppose to consider the rotation
Ry (1) as the unitary gate U, namely

Uz := Ry() = ((1) _01) . (94)

Let us now couple the two qubits of the example in Fig. 9.
When composing physical systems, the sequential labeling of
their components (e.g., |Vo), |¥1), ..., |¥n—1)) may differ
from the mathematical notation used to represent the bit
strings, i.e., Bn—1...B1P0. In this case, in order to avoid
confusion with the HHL algorithm in section III, let us align
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the two notations, namely |g1¢o). The controlled version of
U, can then be constructed as

CUz :=1®10) (0 + Ry(m) ® [1) (1], (95)

where g is the control qubit and g is the target qubit. Equiv-
alently, in the vector representation, the controlled-unitary

looks as
1 0 1 0 0 -1 0 0
o= Velo o)+ ()G )
1 0 O 0
0O 0 0 -1
“lo o 1 o0 96)
0O 1 0 0

Consequently, the system quantum state at the second barrier
of the circuit shown in Fig. 9 becomes

|lpafter) = CUJT |\pbefore> = (97)

| =

1

In order to rationalize the previous result, let us consider
that, when the control is active, as in the second state
(corresponding to |01)) and in the fourth state (corresponding
to |11)), then the unitary U, is applied to the target, leading
to

Ur Iy=) = Ry(m) ly=) = ™2 [y=) =i |y=),  (98)

which is equivalent to multiply by i the corresponding state
before the controlled-unitary (i.e. 1 = i for the second state
and —ii = —i? = 1 for the fourth state). Surprisingly, the
system quantum state given by the vector reported in Eq. (97)
is separable

1 1
|Wafter) = E —i E

99)

where the multiplying factor i moves to the control qubit,
which is somehow counterintuitive and is the main point here.
When a controlled-unitary acts on an eigenstate of the unitary
gate, the eigenvalue’s phase factor appears as a relative phase
on the control qubit, leaving the target unchanged. In other
words, one can say that the phase accumulates on the control
qubit. This effect, called “*kickback” effect, can be made even
more evident by recalling that

1
Watier) = 7 (100) 4 [01) — 7 [10) + [11))

:|0>—i|1>®@+i|0>—i|1>®|1_>
V2 V2 V2 V2
. IO)—i|1>®|O>+i|1>
V2
=|y—>®M. (100)

V2

105956

o

FIGURE 9. Example for explaining the phase kickback phenomenon. For
clarity, horizontal lines represent quantum wires which correspond to
qubits in the circuit, orange squares are the Hadamard gates H, blue
square is the Hermitian adjoint of the phase gate ST, red square is the Ry
gate (see Eq. (86)) and red dot represents the control point in the
controlled gate.

TABLE 1. Numerical tests for error analysis.

N Ne EVB [%] EPax (%] | Me [%]

8 64 2.38 0.56 0.06

16 256 1.76 1.18 0.71

32 1024 1.61 1.16 0.30

In the table, N = 2", where n denotes the number of solution qubits,
whereas N. = 2"¢, where n. denotes the number of clock qubits.

Throughout the analysis, we assume N, = N 2 which is equivalent to
ne = 2 n. The analytical upper bound for the error is given by Eq. (106),
while the maximum error over all eigenvalues is defined by Eq. (102).
Finally, the mean relative nodal error is evaluated according to Eq. (107).

Togatt=0
Thew at t= At
®  Thew,q (HHL) at t=At

1.4

Temperature
= =
o N]

o
©

0.6 1

0 2 4 6 8 10 12 14
Spatial mesh index

FIGURE 10. One time-step update of the temperature profile according to
heat conduction equation by quantum computing by HHL algorithm:

n = 4 input qubits, nc = 8 clock qubits and 1 ancilla qubit. The meaning
of the lines and dots is reported in the caption of Fig. 5.

Again, in the previous formula, the kickback effect modifies
the control state but leaves the target state unchanged. This
phase kickback mechanism constitutes the core operation
of the Quantum Phase Estimation (QPE) stage of the HHL
algorithm, where eigenvalue information is transferred to the
clock register and subsequently extracted through the inverse
quantum Fourier transform.

C. ERROR ANALYSIS

Error analysis aims at deriving a priori error estimates that
can be used to guide the selection of the number of qubits
allocated to the solution and clock registers, respectively.
In the HHL algorithm, the accuracy of the computed solution
is ultimately determined by the accuracy of the eigenvalue
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FIGURE 11. One time-step update of the temperature profile according to
heat conduction equation by quantum computing by HHL algorithm:

n =5 input qubits, nc = 10 clock qubits and 1 ancilla qubit. The meaning
of the lines and dots is reported in the caption of Fig. 5.

estimation step. For the sake of simplicity, we first introduce
the relative error Ej,  j associated with the estimation of the j-th
eigenvalue )LJI.‘. This error quantifies the discrepancy between

the exact eigenvalue )»]r and its approximation AJSIM, namely
r SIM
-
Ey = T (101)
J

An overall estimate of the eigenvalue approximation error is
provided by

E™ = max

Eyj. (102)
jelo, iy

Let us now derive an upper bound for the previous error.
By recalling Eq. (82), it can be readily shown that the
following inequality holds for all eigenvalues:

1
r SIM
=M = s
2(N.—1)

Since the relative error is largest for the smallest eigenvalue,
namely kg given by Eq. (18), the previous estimate yields the
following upper bound:

EmaX<EUB:;i:1 4r_+1 (104)
AT TR 2(Ne—1D) Ay 2\Ne—1)°

(103)

Recalling that r = D At/ AZ* is the (dimensionless) Fourier
number and that Az = L/N, it follows that

r = TN = }"()N s (105)
where 9y = D At/L? is a problem-dependent constant.

In the present case, we assume ryp = 1/128. By combining
the previous results, the following analytical upper bound is

obtained:
EUB — 1 (4r0N2+1).

106
2\ N.—1 (106)
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In the following error analysis, we assume N, = N 2. This
choice is motivated by the fact that it yields a finite asymptotic
upper bound for the eigenvalue estimation error, namely
limy s 0o E)[LJB =2ryp.

Regardless of the numerical methodology employed, the
ultimate objective is to minimize the mean relative nodal
error, defined as

(107)

where Tf denotes the reference nodal value (ground
truth) [7]. The mean relative nodal error is reported in Table 1
as a function of N = 2" = ./N.. It should be noted that
the first row corresponds to N = 8 and N, = 64 = 26,
which is larger than the clock register considered in the main
text (N, = 2°). This choice was made to satisfy the scaling
relation N, = N2 adopted in the present error analysis. First,
the proposed upper bound is confirmed to be valid, since the
inequality E"™* < E)EIB is satisfied in all cases. Although
the upper bound exhibits an overall decreasing trend with
increasing N, the behavior is not strictly monotonic. For
example, in the case N = 8§, the binarized eigenvalue
approximation happens to provide an especially accurate
representation of the exact eigenvalues, resulting in a smaller
error than might otherwise be expected. This non-monotonic
behavior is also reflected in the mean relative nodal error
M, of the computed solution. Nevertheless, the solution
errors remain significantly smaller than the corresponding
eigenvalue estimation errors, indicating that the HHL solution
is relatively robust with respect to inaccuracies in the
eigenvalue approximation. The resulting numerical solutions
exhibit excellent agreement with the reference solution,
as illustrated in Fig. 10 for N = 16 and Fig. 11 for N = 32.
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