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Self-supervised Real NVP for on-board satellite fault
detection ⋆

Carlo Cenaa,∗, Umberto Albertina, Silvia Buccib, Mauro Martinia,
Alessandro Balossinob, Marcello Chiabergea

aDepartment of Electronics and Telecommunications, Politecnico di Torino, Corso Duca
degli Abruzzi, 24, 10129, Torino, Italy

bArgotec, Via Luigi Burgo, 8, 10099, San Mauro Torinese, Italy

Abstract

In the space sector, the harsh environmental conditions and limited accessi-
bility make robust fault detection systems crucial for ensuring mission suc-
cess. Many existing approaches are computationally heavy, making them
unsuitable for real-world applications where satellites have limited compu-
tational capabilities. We introduce a lightweight and effective normalizing
flow model based on Real-valued Non-Volume Preserving (Real NVP) , to
accomplish the task of high robustness in fault detection with low computa-
tional power. A self-supervision technique is implemented in the framework
to improve its robustness. Extensive experimentation was conducted on three
publicly available datasets, benchmarking different configurations, including
pre-training with self-supervision, multi-task learning, and standalone self-
supervised training. We show good generalization capabilities with different
data, including the recently released dataset of the European Space Agency.
An ablation study is performed to analyze performance changes when intro-
ducing faults during both self-supervision and main loss stages of training.
Finally, systems-on-chip and artificial intelligence accelerators are used to
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perform latency tests, verifying our framework’s feasibility and adaptability
in real satellite scenarios. The proposed self-supervised model based on Real
NVP achieves better results with respect to the state-of-the-art in terms of
detection performance and inference time over multiple benchmark datasets
of the field, also confirming its consistency on low-power edge devices.

Keywords: Signal processing, Space vehicle telemetry, Anomaly Detection,
Normalising Flow, Machine Learning

1. Introduction

Satellite missions play a vital role in various fields, such as communica-
tion, navigation, and remote sensing, and are essential for monitoring climate
change, predicting natural disasters, like floods, and analyzing vegetation
trends for agriculture [1, 2, 3]. Additionally, the fast-growing space explo-
ration sector is fueling the advancement of new satellite technologies. For
instance, small CubeSats are now frequently used for tasks like observing
asteroid impacts [4]. However, they face a unique set of challenges that make
their operation and maintenance particularly difficult. These challenges in-
clude harsh environmental conditions, such as extreme temperatures, high
radiation levels, and the constant threat of collisions with space debris, all of
which can cause significant damage to spacecraft [5]. Additionally, commu-
nication delays due to the vast distances between satellites and ground con-
trol stations hinder real-time monitoring and troubleshooting, often requiring
satellites to operate autonomously for extended periods. The limited power,
memory, and processing capabilities on-board also constrain the ability to
implement complex monitoring and fault-detection systems. Moreover, the
highly integrated nature of satellite subsystems -such as propulsion, power,
and communication- means that a fault in one area can easily propagate to
others, amplifying the risk of mission failure.

Conventional fault detection methods, whether rule-based or model-based
([6, 7]), often fall short in handling complex and uncertain scenarios. This is
especially true when dealing with high-dimensional and nonlinear data, where
the limitations of these methods become more apparent. These techniques
are typically designed for more straightforward, predictable conditions, and
struggle to adapt to the unpredictable nature of intricate systems and the vast
array of variables involved. This creates challenges in accurately identifying
and diagnosing faults in such environments. Recent advances in Artificial
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Intelligence (AI) have prompted an increasing number of studies aimed at
improving fault detection in space systems.

In this work we performed an in-depth study of the advantages of the
Real NVP model and its integration with a self-supervision task, verifying
that an enhancement with respect to the state-of-art is obtained.

[8] proposes applying a self-supervised learning task to fault detection
within satellite Electrical Power Systems (EPS), using a dataset created in
laboratory by NASA [9]. The approach involves permuting sensor channel
measurements and tasking the network with identifying the correct permu-
tation order. This encourages the model to learn meaningful representations
that are more suited to detecting faults in EPS data.

Thus, our key contribution sees the unification of the Real NVP using the
self-supervision training approach to perform fault identification in a satellite
space system. We performed a deep ablation study testing our fault detection
framework using three different datasets, all publicly available non-simulated
space datasets to the best of our knowledge. One of these three datasets is
the Anomaly Detection Benchmark (ESA-ADB) [10] recently released by the
European Space Agency, an aerospace dataset composed of several months of
data coming from three different missions. So far, this dataset is rarely used
and tested in the literature due to its youth. The other two datasets used
are the Soil Moisture Active Passive (SMAP) satellite and the Mars Science
Laboratory (MSL) rover datasets [11], and the ADAPT dataset [9] that are
popular in this application field. The ablation study involved a detailed study
of how training is influenced by introducing faulty data in the self-supervision
and main losses, and testing different framework configurations to understand
their advantages and disadvantages. Finally, we tested the inference latency
of the models on edge devices with computational resources comparable to
those of On-Board Computers (OBCs), and AI accelerators, used in small
satellites, to test the feasibility of implementing them into embedded systems,
obtaining promising results.

To summarize, the key contributions of our paper with respect to the
state-of-art are:

1. we propose a novel framework that combines the strengths of the Real
NVP with the self-supervised training approach, processing the input
features to enhance the understanding of hidden data patterns. The
training is performed by combining the self-supervision loss with the
log-likelihood loss after the Real NVP network.
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2. we deeply tested our framework in all real-world and laboratory space
datasets available online: the very recent ESA-ADB dataset [10], and
the frequently used ADAPT [9] and SMAP-MSL [11] in order to have
the proper comparison with respect to the literature in this field and
about this fault detection topic;

3. we carefully analyzed the effect of different training configurations in
order to highlight potential advantages and drawbacks on using our
framework;

4. we assess the latency of the models on various relevant edge devices
to simulate and demonstrate their practical application in real space
environments.

With these contributions, this paper aims to show how a custom frame-
work based on Normalizing Flow - Real NVP model performs with respect to
the state-of-art, obtaining very good results, with an improvement of up to
31% on the recent ESA-ADB dataset. Moreover, the results obtained would
also be evaluated from the computational point of view, demonstrating not
only new best results in the literature, but also a concrete feasibility in de-
ploying these models in satellite embedded devices with an inference latency
of 2.5ms.

The rest of the paper is organized as follows: Chapter 2 gives an overview
of the related works. Chapter 3 provides a detailed explanation of the pro-
posed model with the loss functions used. Chapter 4 provides an overview of
the ablation study performed describing all the configurations tested. Chap-
ter 5 describes the datasets used to evaluate the framework. In Chapter 6, we
present a comprehensive discussion of the obtained results. Finally, Chapter
7 offers concluding remarks on the outcomes and implications of applying
our framework.

2. Related Works

In the literature the fault detection topic is principally related to the
industrial [12, 13], automotive [14], energy [15], and space environment [16,
10, 17, 18]. As it is possible to imagine, labeled data in the space environment
is extremely costly and rarely publicly available due to intellectual property
and security concerns.

Unsupervised learning offers promising solutions taking into account this
problem, such as [12] or [13] that have been used in the past for fault detection

4



tasks on unlabeled datasets to identify deviations from nominal conditions.
While unsupervised techniques offer advantages such as scalability and in-
dependence from labeled data, they often exhibit lower accuracy in fault
detection, potentially resulting in more false positives during inference.

A more recent approach is the Physics-Informed Real NVP model, intro-
duced in [18], which integrates domain-specific knowledge with the capability
to model complex data distributions to solve the highlighted problems of un-
supervised approaches. This model incorporates physical principles relevant
to the ADAPT dataset [9] into its loss function, allowing it to capture fun-
damental physical interactions within the data. By leveraging normalizing
flows [19, 20] and affine coupling layers [21], it efficiently manages high-
dimensional data distributions, making it particularly effective for analyzing
complex, multivariate satellite datasets.

Self-supervision has gained popularity due to its ability to learn mean-
ingful representations that improve fault detection [22]. Self-supervised tech-
niques typically rely on pretext tasks, which generate supervisory signals
through artificial objectives. These tasks generally fall into two categories:
contrastive and generative approaches [23]. For instance, contrastive learn-
ing methods, such as SimCLR [24], teach models to distinguish between
similar and dissimilar data points, while generative approaches, like Masked
Autoencoders [25], focus on reconstructing data from corrupted inputs, en-
abling models to learn key underlying features.

The success of self-supervised techniques depends on designing tasks that
align with the structure of the data. A preliminary application of the self-
supervision with Real NVP is introduced in [8]. In other fields, for exam-
ple, self-supervised tasks have been applied through puzzle-solving for object
recognition [26], or augmentation-based tasks in GANs to improve represen-
tation learning [27].

However, time series data poses unique challenges for self-supervised
methods due to its sequential nature and the need to model temporal de-
pendencies. Traditional techniques often emphasize inter-sample relation-
ships but may neglect intra-sequence patterns within individual time series.
Recent innovations, such as SelfTime [28], aim to overcome this limitation
by simultaneously capturing both inter-sample and intra-sequence patterns.
This approach uses specialized modules to analyze relationships between dif-
ferent time series as well as time steps within a single series. [22] described
several self-supervision tasks used for both univariate and multivariate time
series analysis. For instance, [29] applies transformations such as permuta-
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tion and scaling to sensor data, creating a training strategy to detect human
activities, which can be adapted to similar tasks in satellite fault detection.

3. Methodology

In this section, we provide a detailed explanation of the neural network
model configuration and the loss functions used. As mentioned earlier, the
framework is composed of two different parts: a Real NVP model trained
with also a self-supervision loss. The Real NVP model receives in input
a windowed multivariate time-series and transforms it with a sequence of
coupling layers, Fig. 2. The output is passed to a gaussian distribution
layer when performing inference or to compute the main loss during train-
ing, while it is passed to a fully-connected layer to use the self-supervision
task. During inference a threshold is used to binarized the output of the
gaussian layer and predict whether the input data is anomalous or not. In
Fig. 1 a graphical representation of the workflow is available, while a more
detailed overview over how the two losses are used in the different configura-
tions tested is available in the remainder of this section and in Fig. 4. Real

Figure 1: Representation of the proposed framework. The red pathways represent the
configuration used during inference. The blue arrows represent the path used for the self-
supervision task. s is defined in eq. (2).

NVP : it is a normalizing flows model ([18], [30]) designed to capture com-
plex data distributions by transforming their probability density through a
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series of invertible mappings. Real NVP effectively learns high-dimensional,
intricate distributions by mapping data to a simpler latent space. Unlike
other normalizing flows models, it employs affine coupling layers to capture
local relationships and diverse data modes, enabling both fast inference and
efficient sample generation. In each coupling layer (Fig. 2), a subset of vari-
ables x2 is transformed using neural networks as invertible functions, while
the remaining variables x1 remain unchanged. Each coupling layer consists
of a scale and a translation neural network, respectively S and T, that use
tanh and linear activation functions respectively. These networks take half of
the Real NVP signals as input (x1) and apply a transformation to the other
half (x2), as shown in eq. 1 for the forward propagation.

y1 = x1

y2 = T (x1) + exp(S(x1)) · x2 (1)

Self-supervision: self-supervision [31] is a recent AI technique able to
capture important data features of an unlabeled dataset using the unlabeled
data themselves as label instead of having a real labeled dataset. In this
work, we use the paradigm of self-supervision to train our model permuting
the original features of the dataset itself.

The aim of this work involves the integration of the Real NVP model
with the self-supervision task taking into account both losses during train-
ing to outperform the baseline in terms of characteristics and performance.
This additional self-supervised loss is designed to enhance the training of the
Real NVP model by guiding it to learn features that improve fault detection

Figure 2: Representation of a coupling layer [30] and of its two directions of inference.
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Figure 3: Self-supervised loss: the dataset’s columns are permuted and the Real NVP
model is trained to predict the correct permutation. As shown in the image patch extracted
from the ADAPT circuit, each column is associated with a given sensor of the testbed. [8]

capabilities. A column permutation technique is applied to implement the
self-supervised loss, where some columns in the dataset are swapped. In par-
ticular, the self-supervision loss is computed by permuting the order of the
dataset’s columns (S1, S2, ..., Sn) (see Fig. 3), and asking the model to predict
which permutation has been applied. Indeed, the Fully-Connected (FC) layer
(F ) has a soft-max activation function and as many neurons as the number
of permutations. This classifier allows the computation of the permutation
index among a given set. The method used to select the permutations is well
explained in Chapter 5.

Inference: During inference, the framework identifies system faults using
the trained Real NVP model (R) and a Gaussian Multivariate layer (G).
This last layer assigns a nominality score that quantifies the similarity of data
processed by the Real NVP model to the training data, which is expected
to be composed only of nominal samples, or of a minimal quantity of faulty
data. If this assumption holds, lower scores suggest a strong similarity to
nominal data, whereas higher scores indicate potential faults in the tested
samples.

Losses: The two loss functions used are the following:

• a self-supervision loss, already introduced in [8], with the following
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shape:

Lself_sup = − 1

N

N∑
i=1

P∑
p=1

yi,p log(s)

s =
exp(F (R(xi,p)))∑P
j=1 exp(F (R(xi,j)))

(2)

where N is the number of samples, P is the number of permutations,
yi,p is the label (1 if p is the correct permutation, 0 otherwise), xi,p is
a vector composed of concatenating a number of rows of the permuted
dataset that corresponds to the number of time steps considered, R is
the Real NVP model and F the Fully Connected layer (see Fig. 4).

• a log-likelihood loss, often used in Real NVP models, with the following
shape:

Llike = −
N∑
i=1

log(pX(R(xi))) (3)

where X is the data distribution, xi is a sample, and pX the probabilistic
data distribution. The pX distribution could be very complex to find,
but the Real NVP and the gaussian multivariate layer transform it into
a simpler distribution.

The baseline approach (shown in Fig.4) employs only a log-likelihood loss
to train the Real NVP neural network for fault detection.

4. Ablation study

Several training configurations (see Fig.4) are designed and studied in
order to understand which one behaves better. For each configuration we
highlight the best result found during the experiments for the usage of faulty
data.

• Multi-task: In this configuration, the Real NVP model is trained us-
ing a combination of self-supervised loss and log-likelihood loss in two
subsequent steps for each batch. Only nominal data (fault-free data)
are used during training (Chapter 6). The nominal input is first pro-
cessed by the Real NVP model. The transformed nominal output is
then passed through the Gaussian layer, while the permuted version of
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Figure 4: R, F , and G represent the model, the Fully Connected, and the Gaussian
distribution layer respectively. p is the permutation applied to the input and used in the
self-supervised loss, (Lself_sup). The main loss is equivalent to the default loss for Real
NVP, (−Llog_like). In settings (2) and (3) both nominal (xnom

p ) and fault data (xf
p) were

used. For the main loss only nominal data (xnom) was given as input. The baseline is
represented by the architecture explained in [18].

the data is fed into the FC layer (F ). Backpropagation is performed
using both loss functions simultaneously to optimize the model. This
is expected to improve training efficiency;

• Pre-training: In this configuration, the Real NVP model is first pre-
trained using only the self-supervised loss. Unlike the previous setup,
the training can use either just nominal data or a mix of nominal and
faulty data (Chapter 6). After this pre-training, the model is trained
again separately using only nominal data with the log-likelihood loss.
The pre-training phase helps the model capture essential features, while
the subsequent training with log-likelihood loss refines the model’s abil-
ity to estimate data probabilities;

• Only Self-Supervision: In this configuration, the Real NVP model is
trained exclusively with the self-supervised loss. As in the previous
setup, the input can consist of either nominal data or a mix of nominal
and faulty data (Chapter 6). The log-likelihood loss is not used in this

10



configuration. The Gaussian Multivariate layer is only used during
inference to calculate the nominality score. This approach does not
require labeled data, making it more flexible in scenarios where labeled
data is scarce or unavailable, but it might not achieve the same level
of accuracy as configurations that include log-likelihood loss;

• Baseline: The baseline configuration, based on [18], does not include
the self-supervised loss function. In this setup, the Real NVP model
is trained exclusively with the main log-likelihood loss function using
nominal data only (Chapter 6).

Differently from what was done in [18] and [8], we decided to avoid train-
ing with a physics-informed loss, so as to perform a set of ablation studies
on an approach that could be more easily adopted and generalizable, given
the scarcity of publicly available non-anonymized data (e.g. both [11] and
[10] provide anonymized data).

5. Experimental setups

In this section we deeply describe all the experimental setups tested (i.e.
including the dataset used, the employed architecture and the metrics an-
alyzed), and the hardware used for obtaining the findings of the Results
section.

5.1. Datasets
We aim to evaluate our framework on several publicly available datasets

related to the space domain, avoiding simulated datasets. To the best of our
knowledge, the space datasets available in the literature include ADAPT,
ESA-ADB, and SMAP & MSL. For the first two datasets, we were able
to test the complete framework across all configurations. However, for the
SMAP & MSL dataset, only the log-likelihood loss could be applied due
to anonymized and unsynchronized telemetry data. In Table 1 we present
a summary of the relevant information for each dataset, while in Table 2
are summarized the best hyper-parameters found for each model. For each
dataset and configuration we found the best architecture performing a grid
search over the following hyper-parameters: I) the number of coupling layers
{4, 6, 8}; II) the number of FC layers in each coupling layer {1, 2, 3, 4, 6};
III) the number of units in each FC layer {32, 64, 128, 256, 512}; IV) the
length of the time window {10, 30, 50, 100}. A hybrid data strategy, such as
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Table 1: Dataset Information: Relevant information for each dataset. The "x1" added in
the "#Features" column serves the purpose of showing that the features of SMAP & MSL
should be treated as univariate datasets. The values presented for ADAPT, SMAP and
MSL should be considered as means of the individual splits, in ADAPT, and univariate
features, in SMAP and MSL. The training percentage shows how many samples we used
for the training over the total number of samples available in the dataset.

Dataset Missions
# Splits #Samples %Train #Features %Faults

Train/Test

ADAPT [9] 7 1,505 46.27 69 47.47/40.66
ESA-ADB [10] - 90,483,379 1.61 - 2.49/1.92

1 42,365,287 3.40 7 4.88/1.81
2 48,118,092 0.04 12 0.74/2.02

SMAP & MSL
[11] - 694,846 27.85 - 3.90/12.42

SMAP 562,800 24.02 55 x1 0.71/12.48
MSL 132,046 44.16 27 x1 11.30/12.08

combining the datasets into a single unified training set, was not employed in
this work. This choice was deliberate: our aim was to evaluate whether self-
supervised pretraining can improve performance without altering the original
dataset distributions. Merging the datasets could have introduced distribu-
tional biases and obscured dataset-specific characteristics, making it difficult
to assess the contribution of self-supervision alone.

5.1.1. ADAPT
Description: a dataset created by NASA Ames Research Center [9] to

evaluate EPS fault detection algorithms. We divided the original dataset into
7 splits, each of these is further divided into 70-30 training-test sets. Only 1/3
of each training set is taken into account for the evaluation to demonstrate
the efficiency of our framework even in situations with a limited amount of
data. We trained the self-supervised task using training data coming from
all splits, excluding the test set of the current split.

Architecture: the implemented Real NVP model consists of four cou-
pling layers, each containing two neural networks, with each network com-
prising three FC layers. The first two FC layers have 32 neurons, while
the final layer contains as many units as the dimensionality of the input,
which consists of 50 timestamps in our case. We used 8000 permutations
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Table 2: Architectures Summary: Best hyper-parameters found for each dataset and
configuration.

Dataset Config. Coup.
Layers

FC
Layers Units Time

Window

ADAPT all 4 3 32 50
ESA-ADB 1 1,4 4 1 256 10
ESA-ADB 1 2,3 4 3 256 10
ESA-ADB 2 1,4 4 2 256 10
ESA-ADB 2 2,3 8 1 64 10

SMAP - 4 6 64 10
MSL - 6 3 64 10

in configurations "Multi-task" and "Pre-training", and 10000 in "Only self-
supervision". Therefore, the number of units in the FC layer used for the
self-supervision task, (F ), is either 8000 or 10000.

Metrics: This metric allows for measuring the model’s ability to distin-
guish between classes without requiring the selection of a specific threshold.
Moreover, additional metrics used include the False Positive Rate at a 95%
true positive rate (FPR95), the F1-score, and the average precision. The
threshold used to compute the F1-score and the average precision is the
threshold at 95% true positive rate.

5.1.2. ESA-ADB
Description: [10] recently published a new dataset consisting of data

collected from three missions. Two of these missions were used to conduct a
set of experiments with several machine learning methods, employing differ-
ent subsets of data for training. In particular, they:

1. used increasingly bigger datasets for training, referring to each stage as
a "phase", to simulate the gradual generation of data over the course
of a mission;

2. experimented with a few subsets of sensors, to reduce the amount of
data and faults analyzed by the algorithms. This led them to use
features 41-46 for mission 1 and features 18-28 for mission 2 when
training with the smallest datasets.

We decided to focus our experiments using the "phase 1" data for training,
which consists of 3 months of data for mission 1 and 1 month for mission
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Table 3: Parameters used for the threshold selection in ESA-ADB dataset. The batch
size, the smoothing window size and the smoothing percentage are used to define the
period of the moving average, the error buffer groups nearby errors, the window size is the
time window used as input for the models, and p is the threshold for pruning anomalous
sequences.

Parameter Value

batch size 70
smoothing window size 30

window size 10
error buffer 100

smoothing percentage 0.05
min error value 0.007

p 0.005

2. This is to simulate missions in which it would not be possible to update
the weights of the Real NVP using new data. Given that the samples of the
dataset are collected using varying sampling frequencies, we concatenated the
time difference between two sequential observations to the selected features,
to give time information to the neural network. Therefore, we have 6+1
features for Mission 1 and 11+1 features for Mission 2, as presented in Table
1.

Architecture: the Real NVP used with the ESA-ADB dataset was de-
signed through a grid search, that led to different model’s architecture de-
pending on the mission and on the configuration. As shown in Table 2, where
the configurations follow the numeration of Fig. 4: "Multi-task" (1), "Pre-
training" (2), "Only self-supervision" (3), and "Baseline" (4). The number
of units in the FC layer (F ) used for the self-supervision task depends on
the number of permutations. We used 2500/8000 permutations in configura-
tion "Multi-task" and 5000/10000 permutations in both "Pre-training" and
"Only self-supervision" configurations.

Metrics: we evaluated the models using both the AUROC, to disen-
tangle the model evaluation from the threshold selection step, and F05 to
facilitate the comparison with [10] and future works. We used the corrected
event-wise F05 used by [10] for the relevant results. It gives equal weight to
anomalies regardless of length and rewards approximate localization rather
than strict overlap with ground truth. This makes it better aligned with
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real-world anomaly detection needs than the classic sample-wise approach.
The threshold used to evaluate the F05 score is computed using [11] method.
It employs a dynamic thresholding approach to detect faults. Initially, the
model predicts the next value and calculates the error by comparing it to
the actual value, then smooths these errors to reduce noise. A dynamic
threshold is selected to highlight significant deviations. Although our frame-
work generates a nominality score instead of a prediction error, this dynamic
thresholding principle can still be applied effectively to identify significant
deviations in nominality scores. As a consequence, we used the same values
of [10] for all parameters used to compute the threshold, but "p", which is the
minimum percentage decrease between maximum errors in faulty sequences,
used to reduce closely spaced anomalous signal predictions. Its value was
changed to 0.005 by looking at the differences between the nominality scores
generated by our framework for nominal and faulty data, to reduce the effect
of pruning. See Table 3.

5.1.3. SMAP & MSL
Description: these datasets are composed of data coming from the Soil

Moisture Active Passive (SMAP) satellite and the Mars Science Laboratory
(MSL) rover [11]. Unfortunately, both datasets consist of several anonymized
telemetry columns that are not synchronized, making it unfeasible to apply
multivariate approaches. This issue prevents the use of the self-supervision
loss, since the meaning of each column and the correlation between them
is unknown. However, we aim to evaluate our algorithm to demonstrate
the improvements offered by our Real NVP framework, even without self-
supervision, in comparison to the state-of-the-art methods. A model is cre-
ated and trained for each column/sensor to accomplish the fault detection
task. Each column represents the whole available dataset for each model.
The dataset is already provided with the training/test split.

Architecture: The neural network architecture changes according to the
mission, while, in both cases, the final FC layer is composed of 10 units, as
this is the time window used as input.

Metrics: we aligned ourselves with recent works that tested AI methods
in SMAP & MSL, using the F05 metrics to place a higher weight on precision,
prioritizing the reduction of false positives. The final F05 score for each
dataset is calculated by averaging the results across all of its sensors. The
threshold used to classify data between nominal and faulty is computed using
the same algorithm and parameters of [11].
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5.2. Implementation Details
All models have been trained and evaluated, with 5 different random

seeds, on a shared cluster of Intel Xeon Scalable Processors Gold 6130 and
nVidia Tesla V100 or on a server with two GeForce RTX 2080 and a Intel
Xeon Silver 4110 processor. Each training was performed keeping 30% of
the training data as validation set and using it for early stopping and hyper-
parameter selection. All datasets were scaled between 0 and 1, if needed.
For each dataset, given its target size P, we randomly permuted the columns
for a number of times greater than P and kept the P permutations that
lead to the greatest positional deviation from the features’ true positions
and distinctiveness from other permutations within the set. Specifically, we
aimed to maximize 4.

D =
P∑

i,j=1,i ̸=j

n∑
k=1

|ik − jk|+
P∑
i=1

n∑
k=1

|k − ik| (4)

where n is the number of sensors present in the dataset (Fig. 3), i and
j indicate distinct permutations, ik (jk) represents the sensor’s index moved
in position k by permutation i (j).

5.3. Inference Latency
We tested the inference time of the Real NVP model on a AMD GX-

412HC, which shares the characteristics of some of the SoCs used in the space
sector as OBCs, and on a Jetson Nano, which has already been considered
for use in satellites [32], both in the low power (5W) and in the nominal
(10W) mode. Additionally, we tested the use of a Myriad X and a Coral
as AI accelerator, both in their USB format. The former has been used
in combination with the AMD GX-412HC, while the latter with the Jetson
Nano. The two AI accelerators were used to perform inference with the
neural network, while the log-likelihood computation was performed either
on the AMD GX-412HC or on the Jetson Nano.

6. Results

Here we show and discuss the results obtained using the different exper-
imental setups explained in the previous Section 5. The results shown here
are obtained by setting the trained framework in inference mode, removing
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Table 4: ADAPT Ablation Study: Results obtained training the models using both nomi-
nal and faulty samples for the self-supervision task and only nominal samples for the main
loss.

Configuration AUROC FPR95 F1 Avg. Prec.

Baseline 82.50 36.09 86.52 78.64
Multi-task 79.06 63.51 82.02 70.59

Pre-Training 90.39 30.16 89.08 82.25
Only self-sup. 91.55 25.79 89.91 83.94

Table 5: ADAPT Ablation Study: Results obtained using faulty data in the "Baseline"
configuration and not in the other configurations.

Configuration AUROC FPR95 F1 Avg. Prec.

Baseline 75.20 74.37 78.27 66.03
Multi-task 80.99 36.42 86.56 78.70

Pre-Training 82.21 52.99 82.49 72.09
Only self-sup. 82.93 51.96 83.30 72.86

the FC layer (F ) used for the self-supervision task from the networks, allow-
ing for the direct use of the log-likelihood values outputted by the Real NVP
model’s distribution layer (G). We first present the results on ADAPT, then
on the ESA Anomaly Detection Benchmark dataset, SMAP & MSL, and
finally the inference latencies on edge devices.

6.1. ADAPT
In Table 4 and 5 we show the results obtained during the ablation study

performed to understand the effect of using faulty data during training. In
particular, the experiments shown in Table 4 are performed training the
self-supervision task, in all configurations, using a dataset composed of both
nominal and faulty samples, while the main loss was computed considering
only nominal data. Those showed in Table 5 are obtained using faulty and
nominal data in the "Baseline" configuration, and only nominal data in all
other configurations.

The results show that the presence of faulty samples in the training
dataset hinders the model performances when used in combination with the
main loss, as can be seen by looking at the "Baseline" and "Multi-task" exper-
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Table 6: ADAPT Ablation Study: Wilcoxon test for results shown in table 4 and 5. For
each configuration and metric we show the p-value. Values below 0.05 are considered
statistically significant. We show in bold the results with p-values greater than 0.05.

Configuration AUROC FPR95 F1 Avg. Prec.

Baseline 1e-4 6e-9 5e-8 1e-7
Multi-task 0.339 6e-5 9e-6 8e-7

Pre-Training 7e-9 9e-9 9e-10 1e-8
Only self-sup. 1e-9 9e-11 3e-9 3e-9

iments. Notating that, while AUROC, F1, and Average Precision should be
as high as possible, FPR95 has the opposite behavior. However, it seems that
introducing faulty data only during the training phase of the self-supervision
task, i.e. configurations "Pre-Training" and "Only self-supervision", leads to
improvements in all metrics. In Fig. 5(a) are shown the self-supervision losses
logged during training of the "Only self-supervision" configuration. It shows
that the model is able to learn how to identify different columns even when
some of them are affected by faults and thus contain samples that behave
differently from their nominal case. Additionally, we see that by introducing
faulty samples the loss needs fewer epochs to converge.

To check whether these results are statistically significant we performed
a Wilcoxon test, which shows how much two distributions are different from
each other, highlighting a significant difference when the p-value is higher
than 0.05. We did this for all metrics of each configuration in Table 4 and
Table 5. An example are "Baseline" in Table 4 and "Baseline" in Table 5.
We obtained p-values close to 0 for all configurations and metrics but "Multi-
task / AUROC", that led to a p-value higher than 0.05 and should therefore
be considered not significant (see Table 6).

To test whether the above-mentioned findings are due to specific informa-
tion brought by the faults or rather by the increase in the training dataset
size, we ran a second set of experiments in which we removed part of the
nominal data when introducing faulty samples. These tests are shown in
Table 7, where the configurations with "Faults" refer to the experiments in
which we removed from the training data as many nominal samples as the
number of faulty samples introduced. The remaining configurations use only
nominal data.

Additionally, in Fig. 5(b) are shown the losses of two different trainings
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Table 7: ADAPT Ablation Study: Results obtained using or not faulty data during train-
ing while keeping constant the size of the training dataset.

Configuration AUROC FPR95 F1 Avg. Prec.

Baseline 81.52 37.97 85.92 77.74
Baseline Faults 73.54 61.72 81.46 70.51
Multi-task 87.46 29.25 88.56 82.08

Multi-task Faults 70.63 96.10 75.09 60.42
Pre-Training 93.36 22.82 91.45 86.04

Pre-Training Faults 89.38 33.23 87.89 80.54
Only self-sup. 92.45 25.90 90.15 84.06

Only self-sup. Faults 89.46 33.22 87.96 80.64

Table 8: ADAPT Ablation Study: Wilcoxon test for results shown in table 7. For each con-
figuration and metric we show the p-value. Values below 0.05 are considered statistically
significant. We show in bold the results with p-values greater than 0.05.

Configuration AUROC FPR95 F1 Avg. Prec.
Baseline 2e-6 8e-5 4e-4 2e-4

Multi-task 1e-9 3e-11 6e-11 3e-11
Pre-Training 8e-4 7e-4 1e-4 4e-4
Only self-sup. 0.013 0.041 0.034 0.054

performed by keeping the dataset size constant when introducing faulty sam-
ples. Differently from the case in which the dataset increases in size, shown in
Fig. 5(a), when keeping the number of training samples constant the models
trained with faulty data require more time to converge with respect to those
trained using only nominal data.

Moreover, given that the experiments with faulty data led to worse results
with respect to those that used only nominal samples, we can conclude that
the performance improvements shown in Table 4 are due to the use of a bigger
dataset. However, we found interesting that the self-supervision task suffers
less from the presence of faults (configurations "Pre-training" and "Only
self-supervision"), as this could be considered a favorable factor toward its
usage in transfer learning phases, either on-board or on the ground on bigger
unannotated datasets.

The small effect that the introduction of faults has on these two config-
urations is demonstrated also by the p-values obtained with the Wilcoxon
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(b) Replacing nominal samples with faulty
ones to keep dataset size constant.

Figure 5: Losses over 500 training steps when training on nominal data alone, or when
faulty samples are introduced: (a) without reducing nominal data, (b) with dataset size
kept constant.

test, shown in Table 8, which returned not significant results for the "Only
self-supervision" configuration.

In light of this, we analyzed the effect that faults in the test set have on
the output distribution when training with or without faulty data, without
removing any nominal samples, in the "Only self-supervision" configuration.
In Fig. 6 for each sample we show the relationship between the mean of the
transformed data R(x), on the x-axis, i.e. the output of the Real NVP neural
network used as input for the Multivariate Gaussian distribution appended
to the NN, and the nominality score predicted by distribution, on the y-
axis. In Fig. 6(a) we show the results obtained when training a model
using both nominal and faulty data, while in Fig. 6(b) are shown the results
obtained training with only nominal data. When introducing faulty data
without removing any samples from the original dataset the self-supervision
task is able to separate nominal and faulty data in distinct, though not
perfectly separated, clusters without being explicitly designed with that goal
in mind. When using only nominal data during training the separation is
less pronounced, as shown in Fig. 6(b).

The analysis of all the previous findings led us to propose the frame-
work shown in Fig. 4, where for each configuration we display how faulty
data could be used for training, and in which configurations it would be
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Figure 6: Relationship between the mean of the data transformed by the Real NVP and
the nominality score outputted by the Gaussian distribution.

best to have only nominal data. To better understand the impact of the
self-supervision task, we used a recently proposed method for time series in-
terpretability, Window Temporal Saliency Rescaling (WinTSR) [33], which
aims to improve over previous approaches by scaling the features importance
by the importance of the respective timesteps.

The results, shown in Fig. 7, are obtained by computing the average of
the WinTSR in each configuration for the nominal samples. The "Baseline"
and "Multi-task" configuration tend to give more importance to certain fea-
tures and timesteps. This may hinder their performance when the anomalies
are linked to other features, while the remaining configurations are able to
attend to all features equally. In figure 8 and table 9 we compare the results
obtained for the configurations shown in fig. 4 to the results obtained with
the Physics-Informed (PI) approach of [18], called PI Real NVP, and with
two recent deep learning approaches that performed anomaly detection on
this dataset: [34] uses a multi-layer perceptron (MLP) which receives in input
multivariate data pre-processed with Kernel Principal Component Analysis
(KPCA) and it is trained in a supervised manner; [35] performs anomaly
detection on univariate data by pre-processing it with the Stockwell Trans-
form (ST) and then feeding it to a Convolutional Neural Network (CNN). To
compare our model to the latter we trained several univariate models with
the same architecture and averaged their results. Both for [34] and [35] we

21



0 10 20 30 40 50

Timesteps

0

10

20

30

40

50

60

Fe
at

ur
es

WinTSR heatmap: Baseline

0 10 20 30 40 50

Timesteps

0

10

20

30

40

50

60

Fe
at

ur
es

WinTSR heatmap: Multi-task

0 10 20 30 40 50

Timesteps

0

10

20

30

40

50

60

Fe
at

ur
es

WinTSR heatmap: Pre-training

0 10 20 30 40 50

Timesteps

0

10

20

30

40

50

60

Fe
at

ur
es

WinTSR heatmap: Only self-supervision

Figure 7: Window Temporal Saliency Rescaling (WinTSR) feature importance analysis
performed on the ADAPT dataset averaged over nominal data for each configuration.

performed a grid-search to find the best hyper-parameters not found in the
original publication, respectively the number of units in each FC layer 64
and the batch size 512, and the kernel size 5 and the highest frequency index
10.

6.2. ESA-ADB
Here are shown the results obtained when using a Real NVP and the self-

supervision loss on two missions of the ESA Anomaly Detection Benchmark
dataset [10]. We decided to present them in two separate tables to aid the
visual inspection. Following the results obtained during the ablation study
on ADAPT, we used faulty and nominal data as shown in Fig. 4: faulty
data was introduced only in configurations "Pre-training" (2) and "Only
self-supervision" (3).
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Table 9: Results obtained on the ADAPT dataset with the configurations shown in Fig.
4.

Configuration AUROC FPR95 F1 Avg. Prec.

Baseline 81.52 37.97 85.92 77.74
Multi-task 87.46 29.25 88.56 82.08

Pre-Training 90.39 30.16 89.08 82.25
Only self-sup 91.55 25.79 89.91 83.94

KPCA+MLP[34] 69.12 65.35 67.29 51.28
ST+CNN[35] 68.37 33.85 42.28 31.97

PI Real NVP [36] 81.71 36.74 86.26 78.26

4 1 2 3 KPCA
MLP

ST
CNN

PI
Real NVP

AUC

0.0
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Figure 8: Distribution of the results obtained applying the configurations shown in figure
4 on the dataset ADAPT. The averages are shown in Table 9.
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Table 10: ESA-ADB Results for Mission 1 using the threshold algorithm used by [11] (left)
and the local peak threshold described in Chapter 5 (right).

Configuration AUROC F05

Baseline [18] 59.88 85.65 8.62
Multi-task 65.73 83.81 9.81

Pre-Training 71.44 50.53 2.81
Only self-sup 70.47 50.15 2.78

Mean ESA-ADB [10] - 3.10
Best ESA-ADB [10] - 22.70

Table 11: ESA-ADB Results for Mission 2 using the threshold algorithm used by [11] (left)
and the local peak threshold described in Chapter 5 (right).

Configuration AUROC F05

Baseline [18] 66.93 74.61 98.37
Multi-task 67.91 81.78 99.24
Pre-Training 54.37 43.71 7.81
Only self-sup 54.38 42.31 6.68

Mean ESA-ADB [10] - 8.08
Best ESA-ADB [10] - 62.20
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In Table 10 are laid out the results obtained for Mission 1, while we
show those of Mission 2 in Table 11. Given that [10] published a benchmark
using several algorithms, we decided to show in our tables the mean and the
best results obtained by them, to prevent the inclusion of extensive tables
primarily consisting of previously published data. Our results show improved
performances over all methods tested by [10].

When considering the relative performances of our configurations, in Mis-
sion 1 the AUROC patterns are similar to those already seen in ADAPT,
with the self-supervision task aiding the model and leading to increased per-
formances, achieving the best results in the "Pre-Training" task. However,
when looking at the F05, the results improve only in the "multi-task" config-
uration. Because of this finding, we believe that more work should be done
toward the development of methods to estimate the threshold, which could
also vary based on the considered configuration.

Finally, the results shown in Table 11 present a different behavior, here
the use of the self-supervision task in configurations "Pre-training" and "Only
self-supervision" hinders the performances of the Real NVP model, while in
configuration "Multi-task" it leads to small improvements in the AUROC
score and a limited decrease of the F05 metric. We believe that this is due
to the low number of possible permutations and the low percentage of faults
in the training dataset, as shown in Table 1, which limits the advantages
of a grid search over the hyper-parameters. Furthermore, the presence of
different sampling frequencies increases the complexity of this dataset.

As for ADAPT we show the distribution of the AUC results of our models
for both the ESA-ADB missions. See Figure 9.

When evaluating the drawbacks of our method, we observed a peak-like
behavior in the anomaly score, showed in Figure 10, that was not effectively
captured by the thresholding algorithm of [11]. To address this, we imple-
mented an alternative local thresholding approach based on peak detection.
Peaks were identified using the "find_peaks" function from the scipy.signal
package. The parameters, determined through a grid search, were set to 0.05
for the prominence and 50 for the window length.

As shown in Tables 10 and 11, the choice of threshold plays a critical role
in the context of anomaly detection. Determining the appropriate threshold
remains an open challenge within the scientific community [37, 38]. Thresh-
old selection is often highly application-specific and may lead to overfitting,
performing well for one use case but poorly for another.

In Table 10, which corresponds to the first mission dataset, the compar-
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Figure 9: Distribution of the AUC results obtained for the ESA-ADB missions with our
framework.

Table 12: SMAP & MSL Results.
Model F05 SMAP F05 MSL F05

Real NVP 95.09 87.17 92.25
GNN [17] - - 89.00

FeatExt + Class [16] 88.50 87.30 88.00

ison between the two selected thresholds ([11] and Peaks) results in signif-
icantly different F05 scores. In this case, the [11] threshold clearly outper-
forms the Peaks threshold. Conversely, in Table 11, related to the second
mission dataset, the opposite trend is observed: the Peaks threshold yields
substantially better results than [11].

In this case the peaks threshold obtained much better results than [11].
These two results are the perfect representation of the threshold selection
problem that today is still an open problem within the scientific commu-
nity, that tries to search a method to automatically learn and adapt the
best threshold for a specific application. However, a proper selection of the
threshold is out of the scope of this paper.

6.3. SMAP & MSL
In Table 12 are presented the results obtained on the SMAP & MSL

datasets by the Real NVP model, trained using only the main loss, and recent
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Figure 10: A window of the nominality score versus ground truth faults for the ESA
mission 2 using the multitask configuration.

approaches that reached state-of-the-art results and have been specifically
created for spacecraft applications. One, which we’re going to call "GNN",
[17] uses a Graph Neural Network (GNN) to sequentially predict the future
sample, computes an estimation error as the difference between the predicted
and the seen sample, and finally analysis the error signal to separate nominal
and faulty data. The threshold is estimated through the method introduced
by [11], as it happens for our results. Whereas [16] extracts 3 features and
then uses a classifier trained in a supervised fashion to predict whether a
sample contains a fault. We decided to refer to it as "FeatExt + Class".

The literature often aggregates the results obtained in the two datasets,
but sometimes shows also the performances achieved on the individual datasets.
We decided to show both the aggregated and the individual results when
available, as already done by [16], to facilitate future comparisons. The ag-
gregated score is computed as a weighted sum of the individual results (see
5), as already done in [16].

F05 = 0.653 · F05SMAP + 0.346 · F05MSL (5)

The Real NVP led to improved results on the SMAP dataset while achieving
comparable performances on MSL. This led to an increase of approximately
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Table 13: Inference latency tests on different edge devices. For each device, we show the
average latency, in milliseconds, over 1000 inferences.

Device Mean Latency [ms]

AMD GX-412HC 7.75
Myriad + AMD GX-412HC 2.50

Jetson Nano 5W 9.18
Jetson Nano 10W 5.01

Coral + Jetson Nano 5W 9.33
Coral + Jetson Nano 10W 5.88

3% over the state-of-the-art on the aggregated score and of 6.6% on SMAP,
while on MSL we achieved performances comparable to those of [16].

6.4. Inference Latency
In Table 13 we present the mean latency, over 1000 tests, of a Real NVP

model when performing inference on two edge devices used in various settings.
We obtained the fastest inferences by running the neural network on a Myriad
USB stick and the log-likelihood computation on an AMD GX-412HC. It
should also be noted that the tests performed using the Jetson Nano, both
in high and low power mode, showed that the introduction of a Coral USB
stick leads to slightly worse performances in terms of latency. We believe
that this is due to the fact that the AI accelerator does not lead to notable
inference speed-ups with respect to the Jetson Nano GPU with this model,
and that consequently the results are affected by the USB data I/O time.
This behavior is not observed in the tests conducted on the AMD GX-412HC,
as the neural network inference is executed on the CPU due to the absence
of a GPU.

7. CONCLUSION

We present a comprehensive analysis of the Real NVP neural network
used for fault detection in the space domain, reinforcing the training of the
model with a self-supervised task based on feature permutations, to better
deal with multivariate time series. The experiments are performed on all
the available public dataset in the field: the ADAPT dataset, the SMAP &
MSL telemetry channels dataset, and the recently published ESA Anomaly
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Detection dataset. Finally, inference latency tests are performed on differ-
ent combinations of SoCs and AI accelerators compatible with the resources
available on small satellites.

The Real NVP approach obtained new state-of-the-art results on the uni-
variate datasets SMAP & MSL and on the recently published ESA-ADB
dataset using a semi-supervised approach. Moreover, the proposed self-
supervision task leads to improved performances with respect to the baseline
configuration, as shown in the ablation study conducted on ADAPT and in
the AUC results on the ESA-ADB dataset, thus extending its applicability
to real-world scenarios. The self-supervision task presents additional advan-
tages: it can be used with any model architecture and even with unlabeled
datasets with minor performance drawbacks with respect to semi-supervised
approaches, as can be seen from the results obtained in tables 7 and 8. This
is a crucial property to enable better generalization and re-training either
on-board or on the ground with large unlabeled datasets. These features
could be extremely useful to facilitate the use of AI on long missions.

We showed that the Real NVP inference latency on several combinations
of SoCs and AI accelerators is compatible with real-time scenarios, a neces-
sary condition for it to be taken into consideration for on-board implemen-
tation on power-constrained spacecraft. Despite the fact that Transformers
achieve state-of-the-art results for time-series analysis in several fields, their
efficient implementation in low-power edge devices is still under research [39]
and for this reason they are not considered in this study.

One limitation of the proposed method—common across many anomaly
detection approaches—is the issue of threshold selection. As demonstrated
in this work, threshold selection is a highly application-specific task, and
different choices can lead to significantly varying results. On the other hand,
threshold selection remains one of the unresolved challenges in the field.

We believe that the results obtained justify further experiments. In par-
ticular, future studies should focus on the threshold estimates based on the
specific configuration and algorithm considered. Our results suggest that the
capabilities of the proposed solutions are not completely exploited: the AU-
ROC results achieved with the ESA-ADB dataset reveal that the F05 score
may be improved. Moreover, a stronger emphasis on the fault isolation step
would lead to interesting insights and to predict faults in advance, which
would require a different set of metrics. Finally, we believe that the use of
a physics-informed loss, when suitable datasets information is available, can
lead to improved performance and explainability.
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