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Bridging the gap between complexity and

interpretability of a data analytics-based process for

benchmarking energy performance of buildings

Abstract

Artificial intelligence (AI) is fast becoming a general purpose technology
with outstanding impacts in industries worldwide, thus supporting the In-
dustry 4.0 revolution. In particular, the energy sector is one of those that
has taken more advantages from the implementation of AI approaches, es-
pecially Machine Learning models, for several applications, including energy
performance benchmarking of buildings. However, the black-box approach
could lead to a lack of result interpretability thus preventing the effective
application of AI in some real-world scenarios. For this reason, eXplainable
Artificial Intelligence (XAI) tools can be effectively embedded within an AI-
based Energy Analytics methodology in order to enhance the explainability
of the model results. In this paper, we propose an explainable AI-based
benchmarking framework for estimating the membership to specific energy
performance classes of a large set of Energy Performance Certificates (EPCs)
of flats. The classification is obtained by leveraging different black-box clas-
sifiers characterized by high accuracy, yet their inference mechanism is not
human-readable. Therefore, a generalizable XAI methodology, based on the
combination of a local explainer together with a clustering algorithm, is em-
ployed to explain the model results and causal effects between the predictors
and target variable to better understand the model behavior, and the motiva-
tions behind correct and wrong performed classifications. The paper provides
a general methodological approach capable to exploit a limited number of in-
stances to extract, explain and interpret inference mechanisms learnt by the
model that are useful for the end-user. The framework was tested on about
100,000 EPCs of flats located in Italy.

Keywords: Building energy benchmarking, Energy performance
certificates, Classification algorithms, Clustering analysis, Explainable
artificial intelligence.
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1. Introduction

The building sector is recognised as one of the largest primary energy
consumers worldwide. According to the International Energy Agency (IEA)
among the EU member countries, buildings are responsible for about the
21% of total final energy consumption (Millar et al., 2016). Specifically, more
than the 50% of this energy amount is used by heating and cooling systems
installed in residential buildings (Millar et al., 2016). As a consequence, the
building sector is currently one of the most strategic targets for decreasing
overall energy demand, improving energy efficiency to achieve demanding
decarbonisation objectives.

In this context, energy benchmarking systems play a key role in the evalu-
ation of the energy performance of buildings supporting different stakeholders
(public and private) in the process of energy management and planning for
achieving energy saving objectives. Cities around the world began bench-
marking their building stock after realizing the potential of energy bench-
marking systems and recorded an energy saving up to 8% in a reference
period of 3-4 years from their implementation (Arjunan et al., 2022; Frick
et al., 2017).

From the technical point of view, the main goal of a benchmarking sys-
tem is to evaluate, in a systematic way, the divergence between the energy
performance of a building/system and a reference baseline. Four types of
baselines can be considered in existing benchmarking methods: previous per-
formance of similar buildings (i.e., external benchmarking), current/intended
performance of similar buildings (i.e., external benchmarking), previous per-
formance of the same building (i.e., internal benchmarking), and intended
performance of the same building (i.e., internal benchmarking) (Li et al.,
2014). The first two types of baselines are used by regulators, public author-
ities, or private building portfolio managers to encourage owners to improve
energy efficiencies of their buildings (Chung, 2011). On the other hand, inter-
nal benchmarking techniques are exploited at single building level for energy
performance tracking and continuous commissioning purpose.

According to the modeling approach considered, benchmarking systems
can be further classified in calculation-based and data-driven ones (Wang
et al., 2012). The calculation-based benchmarking system compares the ob-
served energy consumption with a simulated benchmark, representing an
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archetype or a theoretical energy performance (Lee et al., 2003). Simula-
tion tools, belonging to the so-called white box methods, are by now the
main instrument to assess the energy performance of buildings and to eval-
uate the possible scenarios for energy retrofit (Fabrizio et al., 2010; Hong
et al., 2015; Mauro et al., 2015; Lee et al., 2015; Tahsildoost & Zomorodian,
2015); they also provide the most reliable results at the design stage of a
building (Al-Homoud, 2001). This approach was however of limited use for
large building stocks because it is time-consuming, labour intensive (Filog-
amo et al., 2014), and it requires detailed building information which is not
always easily available at large scale (Zhang et al., 2015). On the other
hand, the data-driven benchmarking process compares the observed energy
consumption with a benchmark value obtained from actual energy consump-
tion data. The most common data-driven benchmarking processes, proposed
in the literature, are performed through statistical models (Lee & Lee, 2009),
data analytics techniques (Petcharat et al., 2012; Capozzoli et al., 2016a; Gao
& Malkawi, 2014) and simple normalization of the energy consumption with
respect to floor area and/or volume as a way to compute the mean or median
value (Wang et al., 2012).

With the rapid growth of stored and open data in building sector and
the necessity to extract knowledge from these large data sets to improve
the building performance, data-driven benchmarking systems are more and
more emerging (Papadopoulos & Kontokosta, 2019; Yang et al., 2018; Roth
et al., 2020). The choice of the most suitable strategy (simple normalization,
statistical models or data analytics techniques) to develop a benchmarking
process mainly depends on the quantity and the quality of the available
information and on properties of the considered dataset.

In the last decades, instruments, such as, Energy Performance Certifi-
cates (EPCs) have emerged as a key tool for driving the definition of energy
efficiency policies for the building sector. As a reference, under the En-
ergy Performance Buildings Directive (EPBD) (2002/91/EC), EPCs have
become compulsory in EU Member States. The EPBD allows member states
to define the actual implementation of its directives. In Italy the EPBD is
currently implemented by various national legislative decrees and technical
standards, but there are different rating schemes developed in local areas
(regions and autonomous provinces). EPCs provide theoretical measure of
building performance if they are operated in standard conditions. However,
the performance gap, i.e. the difference between estimated and actual energy
performance could be significant. For instance, Pasichnyi et al. (2019) stated

4



that for the Swedish EPCs data-set the performance gap is about the 20%
for energy consumption assessments. An EPC is therefore not fully repre-
sentative of the actual performance during operation but makes it possible
to conduct comparisons between a building and its peers.

As emerged from the scientific literature, EPCs data sets represent today
great sources of information and a growing number of researchers are using
them for addressing different tasks in the context of building energy man-
agement (Pasichnyi et al., 2019) including advanced benchmarking analysis
(Attanasio et al., 2019). The interest in energy performance assessment is
increased especially to estimate how the combination of different features af-
fects the energy needs in buildings (Arjunan et al., 2020). In fact, from the
design point of view, it is crucial to determine the effect of the building fea-
tures on its future energy performance in the early design phase. Similarly, for
existing buildings, it could be useful to evaluate the feasibility and impact of
a refurbishment plan. Regardless the scope to be pursued, estimating build-
ing energy performance in a quick and reliable way, for different combinations
of building features, is essential for different actors such as building owners,
designers, facility managers and public authorities (Attanasio et al., 2019;
Capozzoli et al., 2015). Despite this, building professionals are typically sus-
picious towards the prediction results of data-driven processes because they
cannot always fully interpret the model inference mechanism. In fact, what
not-expert users need in practice is not only the result obtained through a
single prediction, but also explanations for improving the awareness of the
decision-making process. In this perspective it is becoming more and more
important to develop predictive analytics tools capable of providing feed-
backs about the reasons behind a certain prediction with robust indication
of the supporting and conflicting evidences towards it (Fan et al., 2019b;
Miller, 2019b; Arjunan et al., 2022).

Explainable artificial intelligence, also called XAI, is an emerging subject
in the field of big data analytics. It aims to provide methods and tools to
enhance the model usability breaking the trade-off between model complex-
ity and model interpretability (Fan et al., 2019b). Considering the practical
difficulties faced by building professionals in utilized advanced supervised
learning techniques, XAI is very promising to fully exploit the potential of
advanced machine learning techniques in the building application field (Sar-
dianos et al., 2021; Miller, 2019b; Arjunan et al., 2022).

According to the aforementioned motivations, the objective of this work
is twofold. Firstly, the work proposes a data-driven process capable to es-
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timate, for a large set of EPCs of flats, the membership to specific energy
performance classes for benchmarking purpose. The classification task is
performed through different ML classifiers characterised by high accuracy
but whose inference mechanism, despite in some cases is human-readable,
can not be easily interpreted by the end-user. Secondly, a XAI-based ex-
planation process is introduced to provide insight about the behaviour of
classification models used to benchmark the energy performance of buildings
and to understand the motivations behind correct and wrong classifications
(this information can be very helpful for e.g., certification entities or technical
figures). To this aim, the explanation process combines the XAI tool called
LIME together with k-means clustering method for providing local but rep-
resentative explanations of model predictions. The proposed methodology
was then tested on an EPC data-set related to about 100,000 flats located in
Piedmont (north-western region in Italy).

In the light of the objective of this paper, the following Section 2 reports
and discuss the literature concerning the implementation of XAI-based pro-
cesses in different fields of research including the one of energy and buildings.
The main contributions to the literature, an the novelty introduced with this
study, are presented and discussed in 3.

2. Related works

Over the last two decades,the robust coupling of artificial intelligence (AI)
and energy domain knowledge proved to be effective in achieving relevant
energy saving in buildings by exploiting a variety of predictive-based energy
management solutions, such as energy consumption forecasting (Fan et al.,
2019a; Sun et al., 2020; Runge & Zmeureanu, 2019), anomaly/fault detection
and diagnosis in buildings and energy systems (Himeur et al., 2021; Piscitelli
et al., 2020), advanced energy benchmarking (Geraldi & Ghisi, 2022; Li et al.,
2020), load profiling (Eskandarnia et al., 2022; Liu et al., 2021). Predictive
analytics is de facto considered a cross-sectional application of AI for en-
hancing energy management in buildings (Zhao et al., 2020), and until now
its use has been associated to the need of achieving the highest accuracy as
possible of predictions at the basis of decision-making process.

However understanding why a certain prediction is provided by a black-
box model is becoming more and more an essential feature of predictive
analytics in several modern contexts, especially when the decisions of an AI
system are required to be transparent and fair (e.g, for certification aims).
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Generally speaking, such task is the main goal of eXplainable Artificial Intel-
ligence (XAI) (Gunning, 2017), which offers new opportunities for success-
fully embedding AI-based solutions in industrial applications where explana-
tions of the data-driven AI models is often a mandatory requirement.

In the last decade, XAI has become for AI researchers an emerging and
very challenging topic whose meaning and usefulness can be summarized
through several key aspects, as reported by the first significant published
studies (Ribeiro et al., 2016; Biran & Cotton, 2017). Certainly, the two most
relevant concepts concern the ability of an AI system to explain its decisions
in intelligible terms to humans (Došilović et al., 2018; Guidotti et al., 2018)
(i.e., Explainability) and, the ability to identify the set of characteristics
that mostly contribute to making a decision (Adadi & Berrada, 2018) (i.e.,
Interpretability). Therefore, XAI supports the definition of more explainable
models, maintaining a high level of performances, allowing human users to
understand and trust AI-based systems.

During the last years, different XAI methods and strategies have been
proposed. Usually, they can be classified, according to the granularity of
the related analysis, into local (understand a single prediction) and global
(understand the model behaviour) approaches.

Local XAI methods aim to explain a black-box model outcome on the
basis of local information around the prediction. For instance, Baehrens et al.
(2010) have proposed to measure local gradients to exactly identify in which
ways changing the input affects the prediction. Similarly, Robnik-Šikonja &
Kononenko (2003) presented a feature importance method, which computes
the differences between a prediction and the obtained solution. Finally, the
model-agnostic (LIME) method proposed by Ribeiro et al. (2016) is based
on an algorithm that faithfully explains the predictions of any classifier, by
approximating it locally with a fully interpretable model.

The techniques above summarized focus on local explanations to achieve
an overall explanation of a model. On the other hand, other techniques
explicitly try to build global explanations. The most popular methods of this
latter typology rely on features importance to explain tree-based models: the
global Mean Decrease in Impurity (MDI) approach (Breiman, 2001) – which
exploits splits’ number of samples – and the Mean Decrease in Accuracy
(MDA) technique (Louppe, 2014) – which computes a model mean increase
error on the basis of a random permutation of the features.

Nowadays, many researchers are introducing further XAI methodologies
as part of the development loop of machine learning models, in applications
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related to several domains. For example, Pereira et al. (2018) used a Grad-
CAM and Guided BackPropagation (GBP) (Springenberg et al., 2014) to
analyse the clinical coherence of the features learned by a CNN for automated
grading of brain tumours in magnetic resonance imaging. More recently,
Chen & Lee (2020) exploited a Gradient Class Activation Mapping (Grad-
CAM) (Selvaraju et al., 2017) to generate the explainability map of a model,
showing that it focused its attention in high-dimensional bands excitepd by
structure resonance. Galli et al. (2020) proposed a framework to predict hard
disk drives health status including an effective explanations of the model
decisions leveraging different XAI tools. Chakraborty et al. (2021) compared
the predictive capabilities of three interpretable ML models with three non-
interpretable ML models using measured climate data and two different XAI
tools.

Recently, also in the energy domain the concept of XAI is being intro-
duced. Fan et al. (2019b) defined a comprehensive methodology to explain
and evaluate building energy performance models. Whereas, Arjunan et al.
(2020) introduced a methodology that enhances the existing building bench-
marking process of Energy Star by increasing accuracy and providing addi-
tional model output processing to help explaining why a building is achiev-
ing a particular energy performance score. Akhlaghi et al. (2020) developed
an explainable and interpretable Deep Neural Network (DNN) model for
a Guideless Irregular Dew Point Cooler (GIDPC). The SHapley Additive
exPlanations (SHAP) method was used to assess and interpret the contribu-
tion of the operating conditions on performance parameters of the system.
Also Kuzlu et al. (2020) employed a XAI-based process for improving the
interpretability of a prediction model. In particular, the study focused on
the forecasting of solar PV system generation and on the use of XAI tools,
such as LIME, SHAP, and ELI5, for model explanations. A further promis-
ing application of XAI in the energy and buildings field concerns with fault
detection and diagnosis (FDD). In particular, XAI offers the opportunity
to explain which are the boundary conditions related to the detection of a
fault/anomaly during system operation and most of all provides a readable
interpretation about its diagnosis. As a reference, an interesting applica-
tion of XAI was proposed by Madhikermi et al. (2019) for enhancing FDD
analysis based on machine-learning algorithms (i.e., support vector machine,
artificial neural network) conducted on building Air Handling Unit (AHU).

8



3. Novelty and contribution of the work

The work presented in this paper aims to introduce a novel approach in
explanation analysis leveraging local XAI tools, such as LIME, for providing
insights about the behaviour of classification models used for benchmarking
the energy performance of buildings.

The approach combines different advanced data analytics techniques with
the aim of maintaining the output of an external building energy benchmark-
ing process human-readable and interpretable while providing accurate and
reliable results. This aspect is extremely valuable for such kind of benchmark-
ing systems because it is usually employed by regulators, public authorities,
or managers involved in the decision-making process of large building port-
folio energy management. For this reason the proposed approach was tested
on an EPCs dataset related to the energy performance evaluated for about
100,000 flats located in Piedmont (north-western region in Italy).

Despite the spread of XAI techniques in several domains, to the best of
authors’ knowledge, the proposed approach represents the first attempt to
investigate the problem of explainability in the Energy Analytics domain for
the automatic estimation of building energy performances using an EPCs
dataset. In particular, different ML models were firstly developed in order to
solve the classification task under analysis (estimation for a new instance of
its membership to an energy performance class). Successively, a XAI-based
process was used to probe the rationale behind model decisions in order to
understand the motivations behind right and wrong classifications.

In this context the main innovative aspects introduced by the present
paper can be summarised as follows:

• The proposed framework makes it possible to employ the best classifier
for energy benchmarking (in terms of achieved accuracy) regardless to
its level of interpretability. From the energy point of view, the inter-
pretability of the data-driven model used for benchmarking building
energy performance is often considered a constraint in the selection of
the prediction model to be used and can have repercussion on the final
achievable accuracy (Capozzoli et al., 2016b,a; Attanasio et al., 2019).
Following the proposed approach the end-user has the possibility to
easily probe the rationale behind model decisions following an agnostic
approach and then to select the model that can better extract the main
patterns from data, achieving the best accuracy.
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• In this study a detailed analysis was performed for better understand-
ing the behaviour of the model in handling classifications in border ar-
eas across adjacent energy performance classes. The analysed dataset
is particularly dense and includes about 100,000 EPCs of flats. As a
consequence, each energy performance class can not be considered well
separated from the adjacent ones. In this context the main targets
of the explanation analysis are the instances misclassified due to bor-
der effects in order to understand the model behavior and assess the
trustworthiness of its predictions in such particular cases.

• The explanation analysis has been conceived both to support the end-
user during the deployment phase of the benchmark model (i.e., expla-
nation at single prediction level) and to guide the analyst in extracting
the macro-behaviors of the classification models under particular condi-
tions (i.e., misclassification of border objects). The latter objective has
been pursued by coupling the local explanation algorithm, i.e., LIME
with a k-means clustering analysis, in order to firstly recognise the most
significant groups of similar instances in the dataset and then explain
predictions with reference to prototype objects (i.e., cluster centroids)
that have been intended as representative of groups of instances. In
this way, the analyst is provided with a set of reference explanations
to assess some key feature combinations that could lead to more cer-
tain/uncertain predictions.

The rest of the paper is organized as follows. Section 4 provides an overview
and a brief theoretical description of the data analytics methods used for
conducting the analysis. Section 5 presents and describes the case study
considered for the analysis. Section 6 introduces the methodological frame-
work behind the analysis performed. Eventually, Sections 7 and 8 present
and discuss the results obtained while in Section 9 the concluding remarks
and future research perspectives are reported.

4. Materials and Methods

In this section, the data analytics methods employed in this work are
briefly described. The method descriptions are not intended to be exhaus-
tive, but they are aimed to underline the main model features according
to the objectives of this study. In particular, the classification algorithms
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used for developing the energy benchmarking model based on EPCs are de-
scribed. Successively, a brief introduction to k-means clustering technique is
provided. Eventually, the main theoretical principles of the LIME explana-
tion algorithm are reported.

4.1. Classification Algorithms

As well known, classification is related to a predictive modeling problem
where a class label has to be predicted starting from labelled input data.
There exists a plethora of classification algorithms that can be conveniently
used depending on the dataset features. Below, the five algorithms exploited
in the present study (i.e., Decision tree, Random Forest, Extremely Ran-
domized Tree, Bagging classifier, MultiLayer Perceptron) were introduced
and described.

A Decision Tree (DT) (Quinlan, 1986) is a supervised learning algorithm
that fits well with many kinds of classification problems. Given a set of
labelled data, a decision tree produces a sequence of IF-THEN rules that can
be used to classify the data. It works like a flow chart, separating data points
into two similar categories at a time from the “tree trunk” to “branches”,
to “leaves”, where the categories become more finitely similar. DT requires
little data preparation, and can handle both numerical and categorical data.
However, it can create complex trees that do not generalize well, and can be
unstable because small variations in the data might result in a completely
different tree being generated.

The Random Forest (RF) (Breiman, 2001) algorithm is an expansion of
the DT concept. The term “forest” is referred to an ensemble of DTs, usually
trained with the “bagging” method. The general idea of the bagging method
is that a combination of learning models increases the overall result. Specifi-
cally, it develops a number of DTs on various sub-samples of the dataset and
uses average to improve the predictive accuracy of the model and control
over-fitting. The sub-sample size is always the same as the original input
sample size but the samples are drawn with replacement.

Similar to RF classifier, in this study were also used the Extra Trees (ET)
(Geurts et al., 2006) classifiers — also known as Extremely Randomized Trees.
The two ensembles have a lot in common. Both of them are composed by a
large number of DTs, where the final decision is obtained taking into account
the prediction of every tree. The main differences are the following: i) RF
uses replicas, it subsamples the input data with replacement, whereas ET
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uses the whole original sample; ii) RF chooses local optimum splits while ET
chooses it randomly.

Bagging Classifier (BC) (Breiman, 1996) is an ensemble meta-estimator
that fits base classifiers each on random subsets of the original dataset and
then aggregate their individual predictions to form a final prediction. Such
a meta-estimator can typically be used as a way to reduce the misclassifi-
cation error of a black-box estimator, by introducing randomization into its
development procedure and then making an ensemble out of it. The total
expected error of a classifier is made up of the sum of two components, the
bias and the variance. More in details, the bias for a learning rate problem is
the error rate for a particular learning algorithm and measures how well the
learning method matches the problem. Since the used training set is finite
and not fully representative of the population of instances, a second source
of error is inevitably introduced. The variance is the expected value of this
component of error, over all possible training sets and test sets. Combining
multiple classifiers generally decreases the total expected error by reducing
the variance component: the more classifiers that are included, the greater
the reduction in variance.

Eventually, a MultiLayer Perceptron (MLP) was implemented. In partic-
ular, an MLP is a class of feedforward artificial neural network (ANN) and
consists of at least three layers of nodes: i)input layer; ii) hidden layer and
iii) output layer. Except for the input nodes, each node is a neuron that uses
a nonlinear activation function. MLP utilizes a supervised learning technique
called backpropagation for training.

As demonstrated by the recent literature (Amasyali & El-Gohary, 2018;
Miller, 2019a), the presented classification approaches are some of the most
spread ones in the energy analytics field, especially for building energy per-
formance assessment and load forecasting.

4.2. Clustering

Clustering consists in grouping together objects that are similar to each
other and dissimilar to the objects belonging to other clusters (Tan et al.,
2013). In this study, the similarity between objects was based on a measure
of the Euclidian distance (Eq. 1), as follows:

d(x, y) = 2

√√√√ n∑
i=1

(xi − yi)2 (1)
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where, x and y are two vectors of length n representing the samples.
K-means is a partitive clustering algorithm (Tan et al., 2013) that consists

in grouping data objects into non-overlapping subsets (i.e., clusters) such that
each data object can be included only in one sub-set. K-means is used for
grouping data objects in a pre-determined number of K clusters which are
represented by a prototype object called centroid (i.e., mean of the points in
the n-dimensional space). The first step of K-means consists in the setting
of the number K of desired clusters to which corresponds a prototype object
(centroid) randomly located in the n-dimensional space (Tan et al., 2013).
Each object in the dataset is then assigned to the closest centroid, and each
group of objects assigned to the same centroid represents a cluster. The
centroid of each cluster is then recalculated as the average of all the objects
assigned to the cluster. This process is repeated until the data objects do
not change cluster anymore, and the centroids do not change position.

4.3. Local agnostic explaination analysis with LIME

One of main features of LIME is its modeling-agnostic nature, that makes
the XAI tool applicable to any ML model. More in detail, LIME provides
the local interpretability of a model: each instance is fed into the model
providing both a prediction and a local sensitivity analysis with the aim of
highlighting how sensitive the outcome is to each input feature.

In other words, the algorithm infers the behavior of the model by perturb-
ing the input data and analyzing how the predictions change accordingly. In
practise, the output of LIME is a list of explanations reflecting the contribu-
tion of each feature to the outcome of a given instance. As a consequence,
LIME enables the local interpretability of a prediction, allowing to determine
how the change of a feature will impact the model output.

The above discussed process, related to the explanation produced by
LIME can be formalized as follows. Considering a local point x the rela-
tive explanation is obtained with the following generic formula (Eq. 2):

ξ(x) = argmin
g∈G

L(f, g, πx) + Ω(g) (2)

where G is a class of potential interpretable models, Ω(g) expresses a measure
of the complexity of the interpretability of g ∈ G. The model being explained
be denoted f, so f(x) is the probability that x belongs to a certain class.
Furthermore, πx(z) is defined as proximity measure between an instance z to
x, so as to define locality around x.
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Eventually, L(f, g, πx) is a measure of how unfaithful g is in approximat-
ing f in the locality defined by πx. In order to ensure both interpretability
and local fidelity, we must minimize L(f, g, πx) while having Ω(g) be low
enough to be interpretable by the human user.

5. Case study

The analysed case study pertains to EPCs issued for about 100,000 flats
located in Piedmont region (Italy). The EPCs include several features that
impact on the building energy performance, as well as the parameters em-
ployed to determine its energy needs. Based on the analyses on EPCs pre-
viously carried out in Capozzoli et al. (2016b) and Di Corso et al. (2017), a
proper selection of important and easy-to-collect variables has been carried
out. The following four main types of input variables to the benchmark-
ing model, were identified: (i) Geometry, (ii) Envelope, (iii) Time and (iv)
System.

The variables in the category Geometry include different geometric fea-
tures of the flat, which impact on its energy need and performance. Several
variables belong to this category such as the average ceiling height, the heat
transfer surface and the gross heated volume of the flat.

The variables in the category Envelope are representative of the main
physical properties of the opaque and transparent envelope of the flat (e.g.,
the thermal transmittance values of the opaque and transparent building
envelope).

Moreover, in the category Time are included time variables such as the
construction year of the building (in which is located the flat considered).

Lastly, the variables related to the heating system belong to the category
labelled as System (e.g., the average overall efficiency of the system for space
heating). The variable average overall efficiency of the heating system is
calculated according to the standard efficiency values for each subsystem
(i.e., generation, distribution, control, emission) reported into the part 2 of
UNI/TS-11300 (2008).

Among all the variables that can be extracted from an EPC, the Primary
Energy Demand for space heating PEDh has been selected as the target
variable of the benchmarking analysis. PEDh (expressed in kWh/m2y) is
an energy-related variable defined for benchmarking purposes (it contributes
to assign an energy class label to the flat) and consists in an estimation of the
energy demand of a flat under standard use conditions. The PEDh value
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pertains to the energy demand referred to a standard period of a heating
season and it is normalized by the flat floor area. PEDh is part of the esti-
mated overall Primary Energy Demand of flats (PED) which also includes
the Primary Energy Demand for domestic hot water (PEDw). More specif-
ically, the heating energy demand is assessed performing an energy balance
of the flat. The modeling of the building geometry considers real shapes and
self or over shading of other buildings/external obstructions. The calcula-
tion procedure considers a quasi steady-state approach based on the monthly
balance of heat losses (due to transmission and ventilation) and heat gains
(considering both solar and internal gains) that are evaluated in monthly
average conditions. In particular the standard monthly outdoor climatic
conditions (i.e., temperature and solar radiation) referred to a location on
the national territory are reported in the national technical regulation UNI
10349-1. Specifically, the monthly outdoor climatic conditions, reported in
the part 1 of UNI-10349 (2016), are evaluated according to the standard
ISO-15927 (2003) which prescribes the use of at least 10 years of measured
meteorological data for the calculation. The estimation of the transmis-
sion heat losses is performed considering actual stratigraphies and thermal
properties of opaque and transparent envelopes and as well as the thermal
bridging effect. In standard rating conditions, parametric values related to
floor area or heated net volume, are used for defining the ventilation rates
and internal heat gains. The dynamic effects and their influence on the net
heating energy demand are modeled by introducing the dynamic parameters
such as utilization factors and adjustments of the set-point temperature re-
lated to intermittent heating/cooling or set-back. These dynamic parameters
are related to the building thermal inertia, the ratio between heat gains and
heat losses and the occupancy/system operation schedules. From the sys-
tem side, the annual PED for space heating depends on different efficiencies
considering the thermal losses in the various heating sub-systems (emission,
control, distribution, generation). For the heating season, the average system
efficiency is calculated as the ratio between the net building energy need and
the PED for heating. Furthermore, the PED also takes into account the
electrical energy demand of auxiliary systems.

In order to remove the climatic effect and make flats comparable, PEDh

is recalculated according to a reference standard climatic condition. More
specifically, all the EPCs issued in Piedmont region provide an estimation of
the PEDh for the standard climatic conditions of the actual city (in which
the building is located), and for the city of Turin (i.e., Province capital). As
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a consequence, the PEDh values considered in this study assume all flats as
located in the same city considering then the same standard monthly outdoor
climatic conditions (i.e., temperature and solar radiation). In this way, com-
parisons among flats are consistent. Nevertheless, if the performance rating
of a flat is required to be performed for a city different from Turin, a data
scaling process based on the use of standard Degree Days (DD) represents
a robust approach. In particular, the scaling of the estimated PEDh can
be obtained by multiplying it for the ratio between the standard DD value
referred to the actual location of the flat and the ones of Turin.

6. Methodology

In this section the conceived methodology is presented and described.
The proposed methodology aims to develop an energy benchmarking tool
based on a classification model. Successively a XAI-based process is em-
ployed to interpret the obtained results in order to better understand the
model behaviour and the motivations behind correct and wrong classifica-
tions. As described in the previous sections, develop a high performance and
interpretable model is not a straightforward task and it needs to take into
account several aspects. The methodology unfolds over four stages as shown
in Fig. 1.

Figure 1: Methodological framework of the proposed study.

1. Data pre-processing stage: all the preliminary tasks necessary to pro-
vide the proper dataset to the algorithms were implemented.
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2. Classification stage: several classification algorithms were trained and
tested, with the aim of evaluating how a classification model assigns
the flats to different predefined energy performance classes.

3. Clustering stage: a clustering analysis was performed on the correct
and wrong classified instances in order to identify the most relevant
predictions to be explained.

4. Explanation stage: all the representative instances identified by means
of the clustering analysis were explained and interpreted using the XAI
algorithm LIME.

In the following, each stage of the methodology is described and discussed
in more detail.

6.1. Data preprocessing

The EPC dataset includes several variables of different types (numerical,
categorical, textual, etc.) related to different features affecting building en-
ergy performance as well as the variables used to quantify its energy demand.
Some of the available variables were not necessarily relevant for next data
analysis, which means that their inclusion in the set of features could have
increased the complexity of the benchmarking model. For this reason the
dataset was inspected from energy domain experts, in order to remove the
less relevant features for the analysis. The selection of the predictors has been
driven from previous experiences collected on the same case study (Capozzoli
et al., 2016b; Attanasio et al., 2019; Di Corso et al., 2017) and from the need
of considering only easy-to-collect variables typically included in a EPC. All
the selected features have an influence on primary energy demand from the
physics point of view. It is worth to note that most of the discarded variables
were poorly related with the target variable or redundant with other ones.
In particular, the experiments were performed exclusively on attributes that
can be categorized as geometric, thermophysical, and system-based features.
The geometric and thermophysical variables are real-life variables that can be
collected through surveys and inspections from energy experts before issuing
an EPC. While the system-based variable (i.e., Average global efficiency for
space heating) can be easily evaluated, with a certain degree of uncertainty,
on the basis of pre-calculated values of efficiency referred to each subsystem
considering the real generation system, distribution network, terminal unit,
and control system installed in the building. According to this assumption,
other variables that could have had a high influence on the target variable,
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but are difficult to be collected or involve complex calculation procedures to
be determined, were excluded.

The final set of variables, considering both inputs and output, is reported
in Tab.1. For the sake of clarity, the variable aspect ratio (R) refers to the
ratio of heat transfer surface area (S) to the gross heated volume (V ) while
the average U-values of the thermal transmittance (Uo and Uw) define the
ability of the opaque and transparent envelope of the flat to transmit heat
under steady-state conditions. The U-value is a measure of the quantity of
heat that flows through unit area in unit time per unit difference in temper-
ature of the environments (i.e., indoor and outdoor environment) between
which the structure is located.

Category Name Symbol Unit

Input variables

Geometry

Floor Area A m2

Heat transfer surface S m2

Average ceiling height H m

Gross Heated Volume V m3

Aspect ratio R m−1

Envelope
Average U-value of vertical opaque envelope Uo W/m2K

Average U-value of the windows Uw W/m2K

System Average global efficiency for space heating ηh −
Target variable

Energy Normalized primary energy demand for space heating PEDh kWh/m2y

Table 1: List of the input and output variables considered in the analysis.

After the feature selection, a data cleaning analysis was performed to
remove statistical outliers and inconsistencies from the EPC dataset. Even-
tually a data transformation analysis was performed on the target variables
in order to obtain a set of energy performance classes from numerical values of
PEDh. Specifically, four reference classes have been considered representing
respectively low energy demand flats (class A), medium energy demand flats
(Class B), high energy demand flats (Class C) and very high energy demand
flats (Class D). This data transformation is necessary for the construction
of the classification models, which are based on a categorical response vari-
able. The selection of threshold values between consumption classes must
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be accurate to obtain reliable information from the dataset. This step was
performed considering PEDh distribution and selecting as threshold values,
between the classes, the 25th, 50th and 75th percentile respectively. In this
way, each energy performance class roughly includes the same number of
flats avoiding then class imbalance problems that could compromise the per-
formance of the classifiers. As a result Class A includes flats with PEDh

< 91 kWh/m2y, Class B includes flats with PEDh values between 91 and
141 kWh/m2y, while flats in Class C have 141 kWh/m2y ≤ PEDh < 203
kWh/m2y, and in Class D PEDh ≥ 203 kWh/m2y.

6.2. Classification analysis

The classification analysis was aimed to develop a benchmarking model
capable of predicting the membership of a new flat to one of the pre-determined
energy performance classes as defined above (A, B, C, D). To this purpose,
the EPC dataset was grouped by contiguous class forming three binary data
sets respectively A−B, B−C and C −D. Each dataset has been split 80%
in the training set and the remaining 20% in the testing set. Therefore, it
was carried out an exploration of ML models from the simplest to the most
complex one.The following classification models were trained and tested for
each dataset considered in this study: Multilayer perceptron (MLP), Decision
Tree (DT), Random Forest (RF), Extra Trees (ET) and Bagging Classifier
based on Decision Tree (BC).
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Figure 2: Graphical representation of the model selection process.

Eventually, for each of the three data sets, the algorithm which achieved
the best accuracy in testing was selected as the most valuable candidate
for being used as an energy performance benchmarking model. In addition,
in order to uniquely select which of the three classifiers should be used for
classifying an unseen flat during the deployment phase of the benchmarking
tool, a model selection technique has been implemented (Fig. 2).

In particular, the model selection technique exploits class contiguity by
analyzing the probabilities associated with class pairs for each model. As a
reference, for a new instance the first model (i.e., binary classifier A− B) is
used. If the probability class of A is higher than B the first model is assumed
to be the most suitable for performing the prediction of the new instance,
otherwise the new instance is also put through the second model. In this
case, if the first and second model (i.e., binary classifier B − C) have both
the probability of class B greater than class A and class C respectively, then
the model with the highest probability of class B is chosen for performing
the prediction on the new instance. Conversely, if the probability of class

20



C is higher than class B for the second model, then the third model is
also considered. At this stage, the above described process is the same for
selecting the best model among the second and third classifier (i.e., binary
classifier C −D).

Finally, a global SHAP analysis was performed for each of the obtained
models with the aim to determine the global importance of each input vari-
able in terms of impact that it has on the model predictions. To this purpose,
according to Lundberg & Lee (2017) the average of absolute shapley values
per feature across the data were considered.

6.3. Clustering analysis

The next step, after the configuration of the benchmarking models, was
the clustering analysis. In particular, once the trained models were obtained,
the predictions on the test sets were computed. Successively, a cluster anal-
ysis was performed in order to generate high level explanations. The result
of this step, consisted in the identification of clusters that were representa-
tive of correctly predicted instances and misclassified ones, considering each
pair of adjacent energy performance classes. Fig. 3 shows a graphical rep-
resentation of the types of instances that were clustered through a K-means
algorithm. As a reference for the pair of adjacent energy performance classes
A and B the four clustering analysis were performed on the following types
of instances in the testing set:

• objects labelled as A and correctly predicted as A;

• objects labelled as B and correctly predicted as B;

• objects labelled as A and wrongly predicted as B;

• objects labelled as B and wrongly predicted as A;

For each type of instances, all the variables labelled as input in Tab 1 were
used by a k-means algorithm for identifying ten clusters of similar objects.
Successively, only the centroids of the biggest clusters were considered in
the following explanation analysis. In particular, the clusters which cover at
least the 90% of the entire group of instances of the same type were selected.
In this way, with a local explanation of the predictions pertaining the most
relevant centroids, it is possible to extract useful knowledge about the model
behaviour considering a limited number of instances in a particularly dense
dataset as the considered one.
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Figure 3: Graphical representation of the types of clustered instances.

6.4. Explaination analysis

Eventually, each representative instance (i.e., centroid) extracted from the
previously selected clusters was explained with an XAI model-agnostic tool,
that is LIME, assigning to each input variable (i.e., features of the centroid)
a value of importance for a specific prediction. In particular, the main target
was to explain both correct and wrong representative classifications, in order
to extract, explain and interpret significant inference mechanisms learnt by
the benchmarking model useful for the analyst and the end-user. In fig. 4
the typical output of the LIME tool, that explains the prediction of a binary
classifier, is depicted. More in detail, the LIME output presents on the y-
axis the input variable of the model ordered by decreasing importance, while
on the x-axis the impact of each feature on the prediction for a given class.
The use of color indicates the class towards which a feature has the highest
impact.
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Figure 4: Graphical representation of the LIME output

7. Results

This section discusses the obtained results. The main goal is to present
which are the outcomes of the proposed approach and most of all how they
can be effectively used for interpreting the behaviour of the developed energy
benchmarking model.

7.1. Classification Results

As previously explained in section 6, a specific pre-processing stage was
considered before performing the classification task. In particular, after the
data cleaning phase, the PEDh values referred to the analysed flats, were
discretized and labelled with the energy performance classes A, B, C or
D. The discretization was performed considering the PEDh distribution
and selecting as threshold values between the classes the 25th, 50th, 75th

percentiles respectively as shown in Fig. 5.

23



Figure 5: Identification of the energy performance classes on the PEDh distribution

Successively, the dataset was splitted 80% in the training set and 20%
in the testing set and the five selected classifiers (i.e., Multilayer percep-
tron (MLP), Decision Tree (DT), Random Forest (RF), Extra Trees (ET)
and Bagging Classifier based on Decision Tree (BC)) were developed and
compared. Tab.2 shows the results obtained for each classifier in terms of
accuracy, precision and recall achieved in the testing phase. In particular
according to the results obtained the RF was selected as the most suitable
energy benchmarking model for energy performance classes A−B while the
ET for the classes B − C and C −D. Furthermore, in Tab. 3 are reported
the confusion matrices related to the best models selected for each class pair.

Model Acc. A−B Pre. A−B Rec. A−B Acc. B − C Pre. B − C Rec. B − C Acc. C −D Pre. C −D Rec. C −D

DT 74.5% 74.7% 75.0% 67.3% 67.8% 66.7% 69.3% 67.9% 74.7%

RF 77.8% 78.6% 77.2% 69.5% 70.4% 67.8% 70.7% 70.2% 72.9%

ET 76.9% 78.5% 74.7% 69.6% 70.5% 67.7% 71.1% 71.0% 73.0%

BC 77.2% 77.9% 76.6% 68.1% 69.1% 67.2% 68.0% 69.1% 67.2%

MLP 75.7% 71.8% 80.5% 67.9% 67.8% 68.9% 70.4% 66.6% 74.2%

Table 2: Testing accuracy (Acc.), precision (Pre.) and recall (Rec.) achieved by each
developed classifier.

Successively, a model selection technique has been employed on one hand
to combine the best models, and on the other hand to identify the right model
to use with a new sample according to the process described in Section 6.
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(a) Random Forest

act. A act. B

pred. A 3483 1035
pred. B 948 3461

(b) Extra Trees

act. B act. C

pred. B 3081 1414
pred. C 1277 3155

(c) Extra Trees

act. C act. D

pred. C 3299 1237
pred. D 1338 3068

Table 3: Confusion Matrices related to the best models, (a) Random Forest for the class
pair A−B, (b) Extra Trees for the class pair B−C and (c) Extra Trees for the class pair
C −D.

As a reference, the whole approach (i.e., based on the combination of
three contiguous binary classifiers) was compared with a traditional multi-
class classification approach. The proposed approach outperforms the mul-
ticlass approach by 5% in terms of overall accuracy.

((a)) Random Forest (A−B) ((b)) Extra Trees (B − C)

((c)) Extra Trees (C −D)

Figure 6: Global SHAP values evaluated for assessing the impact of each predictor on
model output considering (a) the Random Forest for the class pair A− B, (b) the Extra
Trees for the class pair B − C and (c) the Extra Trees for the class pair C −D.

Eventually, in Fig. 6 the results obtained through a global SHAP analysis
are reported for each of the obtained best models with the aim to highlight
which are the most important features. In particular, for all of the three
classification models the Uo is the most impacting variable followed by Uw

or R. The efficiency of the heating system and the heat transfer surface are
always ranked as the 4th and 5th most impacting variable respectively, while
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the other extensive geometric variables (i.e., V , A and H) have the lowest
importance. This is consistent with the fact that the dataset includes only
EPCs referred to flats that can be considered quite similar for what concerns
heated gross volume, floor area and average ceiling height.

7.2. Clustering Results

After the identification of the best classifiers to be used as energy bench-
marking models for the considered set of flats, the clustering stage was per-
formed. In particular, among each pairs of contiguous energy performance
classes, the K-means algorithm was used to identify the main groups of mis-
classified or correctly classified flats according to the eight input variables
considered in the classification stage. As previously explained, the clustering
algorithm was initialised setting the number of desired clusters K = 10 for
each type of instances, then only the most populated clusters, that cover at
least the 90% of total, were considered.

Instance type Cluster ID n. of instances % of total

1 607 53.20%

A −→ B 2 414 36.28%

3 89 7.80%

1 422 43.59%

B −→ A 2 296 30.60%

3 154 15.86%

1 2494 73.85%

A −→ A 2 445 13.18%

3 431 12.76%

1 2544 74.13%

B −→ B 2 539 15.71%

3 232 6.76%

Table 4: Cardinality of clusters identified among correct and wrong classified instances
pertaining to the contiguous energy performance classes A and B

Tab. 4 reports the obtained results related to the contiguous energy
performance classes A and B. In particular, the tags A −→ B, B −→ A refer
to the flats misclassified in the class B and A respectively, while tags A −→ A
and B −→ B were assigned to the flats correctly classified in A and B. From
the table it can be seen that for each type of instances considered, the biggest
three clusters were able to include more than the 90% of the instances. It
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means that, according to the concept of similarity behind cluster analysis,
by explaining the predictions performed for the centroids of the 12 clusters
considered, the analyst can have a look at local behaviours of the classifier
that can be used for extracting significant inference mechanisms learnt by
the energy benchmarking model. In order to better characterise each cluster
identified for the classes A and B, the components of each centroid were
reported in Tab.5 with the evidence of the relative calculated average PEDh

value.

Instance type Cluster ID A V H S R Uo Uw ηh PEDh

1 80 305 3.8 213 0.7 0.5 2.5 0.80 79

A −→ B 2 71 277 4.0 104 0.4 0.9 3.1 0.70 78

3 185 688 3.8 460 0.7 0.5 2.3 0.80 73

1 191 759 4.0 541 0.75 0.3 1.9 0.80 104

B −→ A 2 68 259 3.8 93 0.4 0.7 2.6 0.80 108

3 70 264 3.9 189 0.7 0.4 2.0 0.80 106

1 72 277 3.9 156 0.6 0.4 1.9 0.80 59

A −→ A 2 194 777 4.0 543 0.7 0.3 1.8 0.90 65

3 67.5 265 3.9 79.4 0.3 0.8 2.8 0.80 62

1 73 284 3.8 169 0.7 0.8 2.9 0.70 121

B −→ B 2 62 232 4.0 164 0.3 0.85 4.9 0.70 116

3 189 711 3.8 478 0.7 0.6 2.6 0.80 119

Table 5: Components of cluster centroids related to energy performance classes A and B

In addition Fig. 7 shows a graphical representation of the normalised
centroid components referred to the most populated cluster of each instance
type. The figure is particularly useful to infer some main differences among
each group of instances. For example the centroids of the cluster 1 of A −→
A and B −→ B describe similarities in terms of geometric features (A, V ,
H, R) and dissimilarity for thermophysical properties, such as Uo and Uw.
For what concerns the centroids of the cluster 1 of A −→ B and B −→ A the
combination of the input variables leads to PEDh values that are close to the
border (i.e., 91 kWh/m2y) between the two contiguous energy performance
classes A and B. As explained in the section 6 the same clustering process
was also performed on the correct and wrong predictions of the classes B−C
and C − D. The main results were included in Appendix A and Appendix
B.
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Figure 7: Graphical representation of the normalized centroid components related to the
biggest cluster evaluated for each instance type.

7.3. Explanation Results

The results of the clustering analysis allowed to identify centroids that
can be considered as archetypes among the analysed flats. The components
of each centroid were used as input values of the classification model in order
to predict for those objects the membership to a specific energy perfomance
class. The next step employed the LIME tool for explaining why the model
produced a specific prediction considering both correctly and wrongly clas-
sified flats.

In this section, for the sake of brevity, we only reported the explanation
outputs related to the clusters of the A−B classes. The results obtained for
classes B − C and C −D were included in Appendix A and B respectively.
In particular, as shown in Fig. 8, 9, 10 and 11, the bars of colour red indicate
the variables (and their specific numeric ranges), that support the model in
predicting the class A while the green bars indicate the features that had the
opposite effect dragging the prediction toward class B. The combined effect
of all the input variables determined the final probability class value that was
reported in the top left corner of each figure. The first three explanations,
pertaining the centroids representative of the flats labelled as A and correctly
classified, are shown in Fig. 8. The explanations of the centroid 1 and 2 were
characterized by a very high class probability (over 75%). It means that when
the energy benchmaking model classified the archetype flats corresponding to
the two centroids, the model expressed a very high confidence in estimating
their membership to the energy performance class A.
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((a)) Centroid of cluster 1 ((b)) Centroid of cluster 2 ((c)) Centroid of cluster 3

Figure 8: LIME outputs referred to the predictions of (a) centroid of Cluster 1, (b) centroid
of cluster 2 and (c) centroid of cluster 3, evaluated among the instances A −→ A

((a)) Centroid of cluster 1 ((b)) Centroid of cluster 2 ((c)) Centroid of cluster 3

Figure 9: LIME outputs referred to the predictions of (a) centroid of Cluster 1, (b) centroid
of cluster 2 and (c) centroid of cluster 3, evaluated among the instances B −→ B

((a)) Centroid of cluster 1 ((b)) Centroid of cluster 2 ((c)) Centroid of cluster 3

Figure 10: LIME outputs referred to the predictions of (a) centroid of Cluster 1, (b)
centroid of cluster 2 and (c) centroid of cluster 3, evaluated among the instances A −→ B

((a)) Centroid of cluster 1 ((b)) Centroid of cluster 2 ((c)) Centroid of cluster 3

Figure 11: LIME outputs referred to the predictions of (a) centroid of Cluster 1, (b)
centroid of cluster 2 and (c) centroid of cluster 3, evaluated among the instances B −→ A
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In particular the greatest impact toward class A is associated to the vari-
ables Uo and Uw that are lower than 0.4 and 1.9 W/m2K respectively sug-
gesting the presence of well insulated envelope. Despite this, the 3rd centroid
was correctly classified but with a low confidence (i.e., 57%) due to higher
values of Uo and Uw (that suggested a classification in class B) but lower heat
transfer surface S and aspect ratio R respect to the other two centroids. It
means that flats with these characteristics, can lead to potential weak pre-
dictions of the energy benchmarking model even though correctly classified.
Fig. 9 shows the explanation results pertaining the predictions of the three
centroids evaluated for the instances correctly predicted as B. The 1st cen-
troid was classified with a very high confidence of about 85%. For this case,
all the variables that had an impact on the explanation, supported the clas-
sification in the right class. In particular, the most important features (ηh ≤
0.70 and 0.60 < Uo ≤ 0.80) describe a flat with both envelope and heating
system less efficient than flats in the energy performance class A. The 2nd

centroid was classifed with a confidence of about 75%. In this case, the two
most important variables disagreed in the prediction explanation. In fact, a
value of Uo higher than 0.80 W/m2K supports the class B while the aspect
ratio R ≤ 0.40 is typical of flats in class A. A low value of R often corre-
sponds to small areas of heat transfer surfaces S then giving less importance
to envelope performance variables. The last centroids of the instances B −→
B, was explained with a probability of 67% with the most three significant
variables that support the class B.

Fig. 10 shows the explanations referred to the misclassified instances
of the type A −→ B. In particular, the 1st centroid is wrongly classified as
B with a strong confidence of about 67%. For this case the geometrical
and thermophisical variables have values closer to the ones of class B rather
then class A. Only the ηh is consistent with the global efficiency values of
buildings labelled as A. The buildings with this specific configuration of
variables are particularly difficult to be classified also considering that they
are characterized by an annual PEDh (of 79 kWh/m2y) value very close to
the left border between the classes A and B (91 kWh/m2y). Similarly, the
2nd centroid was also misclassified with high probability (i.e., 74%) due to
a particular combination of the building features. For this case, the high
values of Uo and Uw were mitigated by a small heat transfer surface and
low aspect ratio. It means that flats with these characteristics belong to
class A, mostly due to geometrical aspects that positively impact on the
heating energy need. Conversely, the 3rd centroid was classified as B despite
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the values of Uw and ηh were consistent with the ones of flats in class A.
However the geometry of the flat (Heat transfer surface and aspect ratio)
and an high value Uo have a negative impact on the transmission heat losses.
The resuls is a misclassification with a very low probability for class B. It
means that the classification of such instance among class A and B is almost
random for the developed classifier.

Eventually, Fig. 11 shows the explanations pertaining to the misclassified
instances of the type B −→ A. Also in these cases the combination of high
values of aspect ratios combined with low values of thermal transmittances
and vice versa, represent the main source of misclassification.

As a final remark, all the performed explanations demonstrated to be
strongly consistent with the results obtained through the global SHAP anal-
ysis (Fig. 6) in terms of feature importance.

8. Discussion

The present paper focused on the analysis of EPCs evaluated for about
100,000 flats located in Piedmont (North-western region of Italy). The pro-
posed methodology was based on the analysis of open data of EPCs and
provides a robust approach for the automatic asset rating of flat energy per-
formance. The methodology proposes a classification approach to benchmark
the ideal Primary Energy Demand for space heating (PEDh) of flats accord-
ing to the certification scheme used to issue their EPCs. In this section,
the interpretation and the possible exploitation of the results obtained are
discussed.

The classification process was based on the transformation of the numer-
ical variable PEDh in four categorical contiguous classes identified accord-
ing to the principle of equal frequency. This choice was driven by expert
knowledge, in order to avoid class imbalance problems. However the ranges
of PEDh that characterise each class resulted to be different between each
other especially for what concern energy performance class labelled as D.
The classification layer was designed to be flexible and generalizable as much
as possible. In particular the classification was addressed as a three-step pro-
cess. Firstly the EPC dataset was segmented in contiguous classes generating
three binary datasets A − B, B − C and C −D respectively. Secondly, for
each pair of classes five different classification models were trained and val-
idated. Eventually, a model selection technique technique was implemented
in order to combine the best models, which aimed to identify the right model
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to use with unseen data of a real-world scenario. The proposed classification
process outperformed the traditional multiclass approach by 5% in terms of
accuracy. From a methodological perspective, the experimental evaluation
demonstrated that the approach allows to produce differentiated models, able
to fit better the specific features of the related EPC segments by exploiting
a limited number of input variables. In fact, thanks to the adoption of the
model selection technique it was possible to use, for the pairs of contiguous
energy performance classes, different algorithms to address the classification
task. In addition, it is worth to note that the proposed classification ap-
proach still remains valid also considering a different discretization of the
target variable that can be then set by the user (e.g., public authority) ac-
cording to its specific needs. Another innovative aspect of the present work,
pertains to the introduction of a generalizable approach for explaining the
estimation capabilities learnt by the classification models. The explanation
layer makes the results obtained from the developed energy performance
benchmarking model, understandable and exploitable also for non-domain
experts. Useful information can be obtained from this benchmarking tool
as it helps to discover in a straightforward way energy patterns among large
dataset and at the same time understand the strengths and limitations of
the estimation tool developed. To this purpose the agnostic XAI tool LIME
was employed. LIME is a local explainer extremely effective in providing
easy interpretations of classification results for binary problems. However,
the local nature of the explanation provided should be taken into account
for ensuring the feasibility of the prediction explanations, especially if large
datasets are analysed. To overcome such barrier, a two-step analysis was
proposed, combining LIME with an unsupervised clustering technique (i.e.,
K-means). The main reason behind this analysis, lied on the opportunity
of extracting prototype instances in the dataset (i.e., cluster centroids) from
specific groups of flats characterised by similar features (geometry, opaque
and transparent envelope transmittances, system efficiencies etc.). In this
way, leveraging the concept of similarity, exploited by clustering analysis, it
was possible to provide local explanations of a representative combination
of building features. This approach made it possible to better investigate
rightly and wrongly classified instances understanding which are the main
combinations of input variables that led to a specific classification results. In
this perspective the explanation layer offers different opportunities from both
analyst and end-user side (e.g., public authority, energy regulator, building
portfolio manager). The advantages for the analyst can be summarized as
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follows:

• break the trade-off between model complexity and model interpretabil-
ity that often constrains energy benchmarking analysis;

• refine the model and improving the feature selection. The analyst can
exploit the results of a XAI process for detecting the presence of in-
put variables with low importance or which contribution to the learnt
mechanism is meaningless and removing them from the input set;

• easily understand the strengths and weakness of the developed model.
During the testing and validation of the model, the analyst can use the
output of the XAI layer to infer specific patterns that can be associated
with high/low performances of the model;

• infer the rational behind each prediction of the model.

On the other hand the advantages for the end-user can be summarized as
follows:

• understand why a certain prediction is provided and what are the sup-
porting and conflicting model features towards it;

• according to the explanations provided for each cluster centroid, iden-
tify which are the specific combinations of building features that can
compromise the trustworthiness of the model;

• easily understand which are the most important features that strongly
influence the energy performance of a flat/building.

As a reference, the end-user can be aware about specific feature combinations
of flats that led the model, during the validation phase, to a misclassification.
There is a great added value in this kind of information given that the end-
user can associate to the prediction of an unknown instance (i.e., a new flat)
an explanation and a misclassification risk according to which is the closest
centroid considering the features of the flat. In general, designers and au-
thority planners can exploit such tool to understand where put their effort,
among large stocks of buildings, and which could be the most convenient
retrofitting strategies to be promoted considering the feature combination of
the buildings of interest. In this way it is possible to support the definition
of robust financial investment policies that leverage such knowledge and help
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to devise more targeted actions to improve energy efficiency in diversified
stocks of buildings. Currently, XAI is then established as an essential re-
quirement towards more effective and powerful AI-based systems in many
domains, and energy is included as well. From a regularity perspective, XAI
is also fundamental in order to verify machine learning models and to pre-
serve characteristics such as fairness and transparency that are more and
more required to modern AI-based decision support systems.

9. Conclusions

This paper proposed a multi-step methodology to automatically bench-
mark energy performance of flats by means of classification algorithms. The
analysis was complemented including in the analytical process an explana-
tion layer based on the LIME tool in order to make the results of the analysis
interpretable as much as possible. The methodology was tested on a large
collection of EPCs pertaining about 100,000 flats located in Piedmont (Italy).

Thanks to the performed analysis, also some limitations of this work
have emerged, especially for what concerns the deployment phase of the
energy performance benchmarking tool. In particular the main limitations
of our work are related to the quality of EPCs data. In fact, EPCs can
be subjected to different kinds of errors (i.e., clerical and calculation errors
made by technicians while issuing the EPC) with potential negative impact
on the accuracy of the developed models. In the perspective of increasing
the size of the EPC source dataset, a robust pre-processing layer need to
be deployed in order to avoid a decrease of model performance over time.
In addition, still considering the deployment phase, the re-training of three
binary classification models instead of one multiclass classifier, represents a
task with higher computational cost.

Respect to the future work, further research will be focused on the test-
ing of alternative configurations of algorithms (i.e., classifiers, clustering al-
gorithms, XAI tools) with respect to the one considered in this study by
performing a benchmark analysis between them especially from the explain-
ability point of view. Eventually, particularly promising is the integration
of a XAI layer also in other building Energy Management and Information
System (EMIS) tools that typically leverage AI techniques such as advanced
controllers and automated anomaly detection and diagnosis systems.
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Appendix A

Appendix A reports the results related to the contiguous energy perfor-
mance classes B and C. In particular, in Tab. A.1 the tags B −→ C, C −→ B
refer to the flats misclassified in the class B and C respectively, while tags B
−→ B and C −→ C were assigned to the flats correctly classified in B and C.
Successively, are reported the explanation outputs related to the clusters of
the B−C classes. In particular, as shown in Fig. A.1, A.2, A.3 and A.4, the
bars of colour red indicate the variables (and their specific numeric ranges),
that support the model in predicting the class B while the green bars indi-
cate the features that had the opposite effect dragging the prediction toward
class C. The combined effect of all the input variables determined the final
probability class value that was reported in the top left corner of each figure.

Instance type Cluster ID n. of instances % of total

1 958 66.34%

B −→ C 2 302 20.90%

3 88 6.10%

1 612 48.22%

C −→ B 2 525 41.37%

3 81 6.40%

1 1606 52.63%

B −→ B 2 996 32.64%

3 392 12.84%

1 2043 64.59%

C −→ C 2 799 25.26%

3 294 9.30%

Table A.1: Cardinality of clusters identified among correct and wrong classifications of
the contiguous energy performance classes B and C
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((a)) Centroid of cluster 1 ((b)) Centroid of cluster 2 ((c)) Centroid of cluster 3

Figure A.1: LIME outputs referred to the predictions of (a) centroid of Cluster 1, (b)
centroid of cluster 2 and (c) centroid of cluster 3, evaluated among the instances B −→ B

((a)) Centroid of cluster 1 ((b)) Centroid of cluster 2 ((c)) Centroid of cluster 3

Figure A.2: LIME outputs referred to the predictions of (a) centroid of Cluster 1, (b)
centroid of cluster 2 and (c) centroid of cluster 3, evaluated among the instances C −→ C

((a)) Centroid of cluster 1 ((b)) Centroid of cluster 2 ((c)) Centroid of cluster 3

Figure A.3: LIME outputs referred to the predictions of (a) centroid of Cluster 1, (b)
centroid of cluster 2 and (c) centroid of cluster 3, evaluated among the instances B −→ C

((a)) Centroid of cluster 1 ((b)) Centroid of cluster 2 ((c)) Centroid of cluster 3

Figure A.4: LIME outputs referred to the predictions of (a) centroid of Cluster 1, (b)
centroid of cluster 2 and (c) centroid of cluster 3, evaluated among the instances C −→ B

37



Appendix B

Appendix B reports the results related to the contiguous energy perfor-
mance classes C and D. In particular, in Tab. B.1 the tags C −→ D, D −→ C
refer to the flats misclassified in the class C and D respectively, while tags C
−→ Cand D −→ D were assigned to the flats correctly classified in C and D.
Successively, are reported the explanation outputs related to the clusters of
the C−D classes. In particular, as shown in Fig. B.1, B.2, B.3 and B.4, the
bars of colour red indicate the variables (and their specific numeric ranges),
that support the model in predicting the class C while the green bars indi-
cate the features that had the opposite effect dragging the prediction toward
class D. The combined effect of all the input variables determined the final
probability class value that was reported in the top left corner of each figure.

Instance type Cluster ID n. of instances % of total

1 996 81.77%

C −→ D 2 192 15.76%

3 8 0.70%

1 810 58.95%

D −→ C 2 327 23.80%

3 112 8.15%

1 2186 65.88%

C −→ C 2 636 19.16%

3 469 14.13%

1 2676 88.25%

D −→ D 2 245 8.10%

3 57 1.90%

Table B.1: Cardinality of clusters identified among correct and wrong classifications of the
contiguous energy performance classes C and D
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((a)) Centroid of cluster 1 ((b)) Centroid of cluster 2 ((c)) Centroid of cluster 3

Figure B.1: LIME outputs referred to the predictions of (a) centroid of Cluster 1, (b)
centroid of cluster 2 and (c) centroid of cluster 3, evaluated among the instances C −→ C

((a)) Centroid of cluster 1 ((b)) Centroid of cluster 2 ((c)) Centroid of cluster 3

Figure B.2: LIME outputs referred to the predictions of (a) centroid of Cluster 1, (b)
centroid of cluster 2 and (c) centroid of cluster 3, evaluated among the instances D −→ D

((a)) Centroid of cluster 1 ((b)) Centroid of cluster 2 ((c)) Centroid of cluster 3

Figure B.3: LIME outputs referred to the predictions of (a) centroid of Cluster 1, (b)
centroid of cluster 2 and (c) centroid of cluster 3, among the instances C −→ D

((a)) Centroid of cluster 1 ((b)) Centroid of cluster 2 ((c)) Centroid of cluster 3

Figure B.4: LIME outputs referred to the predictions of (a) centroid of Cluster 1, (b)
centroid of cluster 2 and (c) centroid of cluster 3, evaluated among the instances D −→ C
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