POLITECNICO DI TORINO
Repository ISTITUZIONALE

Automated Segmentation of Mass Lesions in Mammography: Mask R-CNN Versus Classical Methods,
Fuzzy Clustering and MedSAM

Original

Automated Segmentation of Mass Lesions in Mammography: Mask R-CNN Versus Classical Methods, Fuzzy Clustering
and MedSAM / Vicentini, M., Oria, M., Raina, E., Durando, M., Manzin, A.. - In: DIAGNOSTICS. - ISSN 2075-4418. -
16:20(2026). [10.3390/diagnostics16203289]

Availability:
This version is available at: 11583/3016851 since: 2026-10-21T11:02:12Z

Publisher:
MDPI

Published
DOI:10.3390/diagnostics16203289

Terms of use:

This article is made available under terms and conditions as specified in the corresponding bibliographic description in
the repository

Publisher copyright

(Article begins on next page)

25 October 2026



0

@V% diagnostics

Article

Automated Segmentation of Mass Lesions in Mammography:
Mask R-CNN Versus Classical Methods, Fuzzy Clustering

and MedSAM

Marta Vicentini 1*©©, Martina Oria I

W) Check for updates

Academic Editors: Takouhie

Catherine Maldjian and Jae-Ho Han

Received: 31 July 2026

Revised: 1 October 2026

Accepted: 8 October 2026

Published: 10 October 2026
Copyright: © 2026 by the authors.
Licensee MDPI, Basel, Switzerland.
This article is an open access article
distributed under the terms and
conditions of the Creative Commons
Attribution (CC BY) license.

2 1,2

, Eva Raina , Manuela Durando 3 and Alessandra Manzin -*

Department of Advanced Materials Metrology and Life Sciences, Istituto Nazionale di Ricerca
Metrologica (INRiM), 10135 Torino, Italy; martina.oria@polito.it (M.O.); eva.raina@polito.it (E.R.)
Department of Electronics and Telecommunications, Politecnico di Torino, 10129 Torino, Italy

Department of Diagnostic Imaging and Interventional Radiology, Azienda Ospedaliera Universitaria Citta
della Salute e della Scienza di Torino, 10126 Torino, Italy; manuela.durando@unito.it

*  Correspondence: m.vicentini@inrim.it (M.V.); a.manzin@inrim.it (A.M.)

Abstract

Background/Objectives: The automatic and accurate segmentation of mass lesions in
mammograms is a critical step in the computer-aided diagnosis workflow. This study
evaluates the mask region-based convolutional neural network (Mask R-CNN), a robust
deep learning model for instance-level segmentation, highlighting its growing potential in
medical imaging. Methods: Following configuration optimization, the model is applied to
mammography images from the CSAW-CC and TOMPEI-CMMDs, which provide masks
annotated by breast radiology experts, to be used as a ground truth. To quantify shape
and contour discrepancies with respect to the radiologists” annotations, performance is
evaluated with both overlap- and distance-based metrics. Furthermore, the model is tested
on synthetic mammograms and benchmarked against classical segmentation methods
(Otsu thresholding, gradient vector flow active contour, and Chan—Vese segmentation),
Fuzzy c-means clustering, and the state-of-the-art Medical Segment Anything (MedSAM)
model. Results: By leveraging transfer learning, a limited dataset suffices for stable training,
with the network converging by the 10th epoch. The optimal configuration achieves a
bounding box average precision (BBox AP) of 0.80 and a segmentation average precision
(Segm AP) of 0.58. Evaluated on a test set of real mammograms, the model correctly
identifies the lesions, yielding an average Dice similarity coefficient (DSC) of 0.87 and
an average intersection over union (IoU) of 0.77, performance aligned with the current
state of the art. Conclusions: Mask R-CNN has emerged as a reliable and robust model
for breast lesion segmentation; compared to the other methods evaluated in this study;,
it demonstrates superior performance across both overlap- and distance-based metrics.
The model exhibits high DSC and IoU scores even on synthetic mammograms with a
priori known lesion profiles, which can be used as an objective ground truth to mitigate
annotation bias from inter-operator variability among radiologists.

Keywords: breast cancer screening; digital mammography; computer-aided diagnosis;
medical image segmentation; mass lesion annotation; convolutional neural networks;
classical segmentation methods; performance evaluation metrics; radiologist assessment

1. Introduction

Automatic lesion segmentation is a critical prerequisite for modern computer-aided
diagnosis (CAD) systems in breast cancer screening with mammography [1-4]. Isolating
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a suspected tumor from the surrounding healthy tissue allows automated algorithms to
extract tumor size and shape features, classify pathologies, and track changes over time.
Segmentation algorithms can provide reproducible boundaries, eliminating subjectivity and
inter-observer variability related to manual delineation, and can enable high-throughput
processing and large screening workflows.

Among breast abnormalities, masses are particularly difficult to analyze, due to the
high variability in shape, size, and margin definition; spiculated margins often blend
seamlessly into surrounding parenchymal tissue. Early CAD systems relied on classical
approaches, like global/local thresholding, iterative pixel classification, edge detection,
template matching and stochastic relaxation [5]; however, these techniques often fail when
handling diverse tissue textures and complex mass margins. Active contour models, able
to dynamically adapt to local intensity variations, have also been proposed to reduce
interference from surrounding tissues and allow more precise contouring of irregular lesion
boundaries [6].

Recently, convolutional neural networks (CNNs) have been investigated to automate
feature extraction directly from pixel data, and specialized architectures, like the U-shaped
network (U-Net) [7-11] and novel structures based on residual networks (ResNet) [12], have
led to a significant improvement in segmentation accuracy. Improvements have also been
observed by combining CNNs with classical approaches, such as Otsu thresholding plus
morphological operations [13], and active contour models [14]. Despite these gains, existing
automated techniques still face major challenges; fibroglandular or dense tissue can mask
underlying masses, highly irregular shapes can lead to under-segmentation, and issues can
arise when capturing localized margin details and the present global structural context.
Moreover, the models should guarantee generalizability across various mammography
hardware vendors without severe performance drops, considering that different post-
processing software can lead to images with strong variations in sharpness, contrast, gray
level distribution, and signal-to-noise ratio [15].

Another critical aspect is the need for large-scale databases with radiological anno-
tations. In the field of digital mammography, there are several databases built collecting
images from breast cancer screening, like the Digital Database for Screening Mammography
(DDSM) [16], INbreast [17], the Swedish Cohort of Screen-Age Women (CSAW) [18], the
Vietnamese dataset of digital mammography (VinDr-Mammo) [19], the Chinese Mam-
mography Database (CMMD) [20], the US EMory BrEast imaging Dataset (EMBED) [21],
and the UK OPTIMAM Medical Image Database (OMI-DB) [22]. Among these, only the
Curated Breast Imaging Subset (CBIS) of DDSM [23], INbreast, and the updated versions of
CSAW and CMMD, namely CSAW-CC [24] and TOMPEI-CMMD [25], contain annotated
masks with precise mass boundaries. These can be exploited for the training of CNNs
for segmentation tasks and used as a ground truth for method benchmarking, whereas
VinDr-Mammo, EMBED and OMI-DB include rectangular bounding boxes around poten-
tial cancerous areas. It is also worth noting that the period over which the stored images
were acquired can vary significantly from one database to another. Although CBIS-DDSM
and INbreast are among the most widely used databases for comparing segmentation
CNNs [17,26-35], these include mammograms acquired over 15 years ago (collected in the
periods of 1993-1999 and 2008-2010, respectively), which is a factor that severely limits the
ability of the models to generalize to the latest acquisition systems. Moreover, CBIS-DDSM
does not contain digital mammograms, but scans of analog films.

In this framework, we analyze the performance of the mask region-based convo-
lutional neural network (Mask R-CNN) [36] when applied to the segmentation of mass
lesions in digital mammograms from the CSAW-CC [24], TOMPEI-CMMD [25,37], and
INDbreast [17] databases. Mask R-CNN is an advanced deep learning model for instance
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segmentation, recently used in medical imaging to obtain precise pixel-level boundaries of
anatomical structures or pathologies. High accuracy has been achieved for magnetic reso-
nance imaging (MRI) and computed tomography (CT) images [38—45], and some studies
have shown its great potential also in the field of mammography, with applications from
two-dimensional (2D) to three-dimensional (3D) imaging [46-50].

First, we evaluate Mask R-CNN within the training and validation pipeline to determine
the optimal model configuration relative to the minimal baseline, yielding the best object
detection and instance segmentation performance. As a methodological contribution for
testing the optimal configuration identified, we use synthetic mammograms with artificially
inserted lesions as an evaluation benchmark, ensuring a perfectly controlled ground truth.
Subsequently, we conduct an extended evaluation of model performance on patches extracted
from real mammograms, focusing on the impact of data source, vendor style, as well as
lesion size and morphology. The superior performance of Mask R-CNN is highlighted in
comparison with several segmentation models, including classical segmentation methods
such as Otsu thresholding [51], the gradient vector flow (GVF) active contour method [52],
and Chan-Vese segmentation (CVS) [53], in addition to a clustering algorithm like Fuzzy
c-means (FCM) [54], and Meta’s state-of-the-art (SOTA) model, Medical Segment Anything
(MedSAM) [55]. The benchmarking is performed considering not only overlap-based metrics,
typically used for evaluating segmentation models, but also distance-based metrics, as a tool
for quantifying the spatial proximity and anatomical accuracy of the predicted boundaries.

2. Materials and Methods
2.1. Data Source

As data sources for training and validation of Mask R-CNN, we consider the open-
access databases CSAW-CC [18,24] and TOMPEI-CMMD [20,25,37], which have the ad-
vantage of providing mask annotations, generated with a rigorous segmentation pipeline
involving breast radiology experts. The total number of images containing annotated
masses selected from CSAW-CC and TOMPEI-CMMD is 188 and 184, respectively. The
training set comprises 150 images from CSAW-CC and 145 from TOMPEI-CMMD, while
the validation set contains 38 images from CSAW-CC and 38 images from TOMPEI-CMMD.
Considering the two databases together enables us to include mammograms from dif-
ferent vendors, as the CSAW images were acquired with Hologic scanners, while the
TOMPEI-CMMD ones were acquired with GE HealthCare scanners.

To target the segmentation model towards a precise delineation of lesion contours, the
training/validation dataset is built by extracting rectangular patches centered on masses
and expanded by 25 px with respect to the minimum and maximum boundaries along
horizontal and vertical directions. From CSAW-CC, whose images have a spatial resolution
of 70 um and a bit depth of 14, we obtain patches with an average size of 52,955 px (min:
800 px, max: 484,250 px), corresponding to an average mass area of 32,235 px (min: 492 px,
max: 315,692 px). From TOMPEI-CMMD, whose images have a spatial resolution of 94 um
and a bit depth of 8, we obtain patches with an average size of 124,144 px (min: 4556 pXx,
max: 838,537 px), corresponding to an average mass area of 70,829 px (min: 2994 px, max:
512,803 px). The used images are in Digital Imaging and COmmunications in Medicine
(DICOM) format, in vendor-processed or “for presentation” style. All extracted patches are
converted to 8-bit grayscale and then normalized to pixel values between 0 and 1 using
min-max linear normalization.

For the test phase, in addition to CSAW-CC and TOMPEI-CMMD, we consider the
INbreast database, which includes mammography images with annotations generated with
the software OsiriX (Pixmeo SARL, Geneva, Switzerland) [56] and rigorously validated by
specialist radiologists. INbreast is used to evaluate the model’s ability to segment images with
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a vendor style not seen in the training, acquired with Siemens scanners. Moreover, it serves as
a basis for comparison with other segmentation networks typically benchmarked on INbreast.

Details regarding each mammogram from which we extract patches for the experimen-
tal analysis reported in Sections 3.2, 3.3 and 4 are provided in Table S8 of the Supplementary
Materials. These include the image label, laterality, view, lesion information, and bounding
box coordinates.

2.2. Instance Segmentation Framework

We apply an instance segmentation framework based on Mask R-CNN, a well-known
deep learning segmentation model developed as an extension of the faster region-based
convolutional neural network (Faster R-CNN) for object detection [57], by introducing a
segmentation branch dedicated to mask prediction [36]. As schematized in Figure 1, the
initial stages of the model coincide with those of the Faster R-CNN architecture: multiscale
feature maps are generated from a backbone network (here ResNet-50), combined with a
feature pyramid network (FPN) for object detection at different scales [58].

Three parallel heads

Input_ ResNet-50 + FPN | 1 | L”
. Al : “x CLASS

' FC layers

: RolAlign ! ‘
, : -~ [MASK] i
Backbone : !

Figure 1. Schematics of the deep learning segmentation model based on Mask R-CNN used for the

contouring of breast lesion masses.

The availability of information at different resolutions is particularly relevant in the
context of mammography, where masses can exhibit high variability in terms of size,
morphology, and contrast. Subsequently, a region proposal network (RPN) processes the
feature maps to generate a set of possible bounding boxes. These are further refined in
a second stage using the region of interest alignment (Rol Align) module, which is one
of the distinctive elements of Mask R-CNN. Unlike the traditional Rol Pooling integrated
in the Faster R-CNN model, Rol Align eliminates quantization errors through bilinear
interpolation, preserving accurate spatial alignment of features: a crucial property for
the correct delineation of mass contours. Finally, for each Rol, the model implements
three parallel heads, each dedicated to a specific task: (i) a regression head, which flattens
the feature map through fully connected (FC) layers to optimize the spatial coordinates
of the bounding box for more precise mass localization; (ii) a classification head, which
utilizes FC layers to make a binary prediction (mass vs. background), determining the
presence or absence of a breast mass; and (iii) a segmentation head, implemented as a fully
convolutional network (FCN) to preserve spatial topology, which produces a pixel-wise
binary mask for an accurate representation of the mass shape.

In this study, we utilize the “torchvision” implementation of Mask R-CNN in PyTorch
2.11.0, applying a transfer learning approach with weights pre-trained on the ImageNet
dataset [59]. This strategy enables the exploitation of general visual features learned from
large-scale natural images, guaranteeing an improvement in convergence speed and overall
performance also in the specific domain of mammography.

2.3. Determination of Optimal Configuration

To determine the optimal model configuration along the training /validation pipeline,
we conduct an optimization study by adding a custom optimizer, a learning rate (LR)
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scheduler and data augmentation techniques to a minimal baseline configuration. Four
model configurations are defined and compared. The baseline configuration (Model 1)
employs the stochastic gradient descent (SGD) optimization algorithm with default hyper-
parameters and without any LR scheduling strategy. The second configuration (Model 2)
introduces a customized SGD optimizer with an LR of 0.005, a momentum of 0.9, and
a weight decay of 5 x 107*. The third configuration (Model 3) further extends Model
2 by incorporating a StepLR scheduler, which decays the LR by a multiplicative factor
v = 0.1 every 5 epochs. Finally, Model 3 is integrated with a data augmentation pipeline
(Model 4) including horizontal and vertical flips (applied with probability p = 0.5), random
90° rotations (p = 0.5), brightness and contrast jittering (p = 0.5), Gaussian blur (p = 0.3),
Gaussian noise injection (p = 0.3), and elastic deformations (p = 0.3). All models are trained
up to the 25th epoch; to ensure full reproducibility of the experiments, the random seed is
fixed and consistently applied across all stochastic components involved in training. All
hyperparameters used for Model 3 are listed in Table S1 of the Supplementary Materials.

Each model is evaluated using training and validation losses, alongside common
objects in context (COCO) metrics for object detection and instance segmentation, including
bounding box average precision (BBox AP) and segmentation average precision (Segm AP)
averaged over intersection over union (IoU), with thresholds from 0.50 to 0.95 [60,61]. As
shown in Figure 2, all configurations exhibit smooth convergence in terms of total training
loss. However, Model 2 presents a marked increase in validation loss after the 12th epoch, as
an indication of overfitting. The introduction of the StepLR scheduler in Model 3 stabilizes
the validation loss, confirming its regularizing effect. Model 4 achieves only a slightly lower
validation loss, but no significant improvements are observed for the BBox AP and Segm
AP metrics, indicating that data augmentation does not provide an important benefit in
this configuration, likely due to the already strong generalization ability of the pre-trained
backbone. Based on this analysis, Model 3 is selected as the optimal configuration, as
it offers the best trade-off between validation stability, segmentation performance and
computational cost. Moreover, retraining Model 3 using two other random seeds produces
similar loss results, as reported in Figure S1 of the Supplementary Materials, confirming
the stability of the selected configuration.

—e— Model 1 (baseline) —4— Model 3 (Model 2 + StepLR scheduler)

- 27-7 Model 2 (Model 1 + customized SGD optimizer) Model 4 (Model 3 + data augmentation)
277 T . e T
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Figure 2. Comparison of Mask R-CNN model configurations along the training/validation pipeline,
in terms of (a) training loss, (b) validation loss, (c) bounding box average precision (BBox AP) and
(d) segmentation average precision (Segm AP). For BBox AP and Segm AP values, we consider
IoU = 0.5:0.95.
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Figure 3 illustrates the trend, during training and validation phases, of the individual
loss components of Model 3, namely bounding box regression loss, classification loss,
mask loss, objectness loss, and RPN bounding box regression loss. All contributions
practically stabilize after the 10th epoch, with mask loss being the dominant component,
with values above 0.2 during the first 10 epochs of training and always higher than 0.25 for
the validation phase.

Regarding computational time for Model 3, the training and validation phase for
372 images over 25 epochs takes approximately 15 min on an NVIDIA A100 (80 GB)
graphics processing unit (GPU). On the same GPU, the average inference time is 0.18 s,
compared to 3.81 s on a 32-core central processing unit (CPU) with 32 GB of random-access
memory (RAM).

B di i Classification
08 Total 0.10 ounding box regression 0.07
0.7 —— Training 0.09 Training 0.06 Tra_lnln_g
' - - - Validation 0.08 - - = Validation - == Validation
0.05
m » 007 5
§ § 0.06 § 0.04
0.05 0.03
0.04 0.02
0.03
0.02 0.01
5 10 15 20 25 0 5 10 15 20 25 o 5 10 15 20 25
Epoch Epoch Epoch
Objectness RPN bounding box regression
0.6 Mask 0.020 ) 0.020 9 9
Training Training —— Training
05 Validation 0.016 Validation 0.018 - = = Validation
204 @ 0.012 2 0.016
o o o
= — 0.008 = 0.014
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0.2
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Figure 3. Loss components vs. epoch of the Mask R-CNN model configuration with StepLR scheduler
(Model 3), during training and validation phases. The panels contain (from left to right, top to
bottom) the total, bounding box regression, classification, mask, objectness and RPN bounding box
regression losses. The solid lines represent the training curves, whereas the dotted lines indicate the
corresponding validation curves.

2.4. Segmentation Methods for Comparison

The Mask R-CNN model is compared to classical segmentation methods, including
Otsu thresholding, gradient vector flow (GVF) active contour method, and Chan—Vese
segmentation (CVS), as well as the Fuzzy c-means (FCM) clustering algorithm, and a SOTA
deep learning model for medical image segmentation, MedSAM.

Otsu thresholding is a method that has been the benchmark for early segmentation
techniques, since it is an effective and fast automatic global method, easy to implement [51].
It analyses pixel intensity distribution to search for an optimal cut-off to binarize the image,
resulting in a final black-and-white image where white shapes represent objects of interest.
GVF and CVS are based on active contours (snakes), where an initial curve iteratively
evolves toward the boundaries of the target object. A snake is an active contour model
defined as a deformable spline that minimizes an energy functional, under the influence
of external constraint forces and internal image features like texture and gradients, which
guide the curve evolution. The GVF active contour method, which was originally applied
in medical imaging, is an edge-based segmentation technique that extends the classical
parametric snake model [52,62]. One of the key advantages of the GVF method lies in its
ability to increase the snake flexibility and capture range, enabling the contour to accurately
delineate objects of complex shapes, even in the presence of concavities [63,64]. Considering

https://doi.org/10.3390/diagnostics16203289


https://doi.org/10.3390/diagnostics16203289

Diagnostics 2026, 16, 3289

7 of 24

the parametric curve, C(s) = [x(s), ¥(s)], s € [0, 1], which delineates the contour of an object
within the greyscale image I, the dynamic equation governing the GVF snake is formulated
as follows: 2 2c Jic

gza@—BﬁJﬂw 1)
where o and (3 are parameters that control the snake tension and stiffness, respectively [52].
Parameter « is introduced to balance the last term v, v(s) = [u(s), v(s)], which is the 2D GVF

field determined by solving the equation:
wV2Y = (v = V)|[Vf| =0 @

where 1 is a noise regularization parameter and f = |Vg(I)|? is the edge map, with g being
a processing function for image I.

On the other hand, in CVS, which is an iterative region-based method, the curve C
is represented implicitly via the Lipschitz function ¢, C = {(x,y)|¢(x,y) = 0}, and its
evolution is described by the zero-level curve at time ¢ of the function ¢(t, x, i), whose
dynamics are governed by

{%l;=h<|vz|>|w[v~(%)] o
¢(0,x,y) = @o(x,y)

where @q(x,y) is the initial level set function and function & is defined as h(|VI|) =

(1 + 1VG,I1? _1, with G, being a Gaussian filter with standard deviation o. Through this
approach, it is possible to split C into several curves when multiple objects are detected [53].

The FCM algorithm is an unsupervised clustering technique commonly employed in
medical imaging for brain tissue segmentation and tumor detection in MRI scans [54,65-67].
The method, which processes the image as a one-dimensional array, is iterative and starts
with a random assignment of membership degrees for each pixel relative to each of the
N clusters. The partition, and consequently the cluster centers, are then updated by
minimizing the following cost function:

P N 2
J=Yin Zj:l aji{|pi = i (4)

where P is the total number of pixels, 4;; is the degree of membership of pixel p; in the j-th
cluster (with center r;), m is the degree of fuzziness of the partition, here fixed to 2, and || - ||
denotes the Euclidean norm [66]. In our application, we set the number of clusters N to 2,
corresponding to the mass lesion and the surrounding tissue.

MedSAM is a foundation model obtained by fine-tuning the Segment Anything Model
(SAM) on a medical dataset comprising 1,570,263 images, with their corresponding masks,
covering 10 different imaging modalities and over 30 tumor types [55]. The predominant
modalities are CT, MRI, and endoscopy, although the training dataset also includes ultra-
sound, fundus photography, dermatoscopy, and mammography images [55,68]. MedSAM
has the same architectural structure as SAM, defined by three main components: an image
encoder for processing and embedding images, a prompt encoder for converting prompts
into embeddings, and a lightweight mask decoder for generating the final segmentation.
Unlike the original SAM, MedSAM is designed to operate exclusively with bounding box
prompts. In our application, MedSAM is run via the MATLAB (version R2024b, The Math-
Works, Inc., Natick, MA, USA) Medical Imaging Toolbox, using the pre-trained weights
of the ‘Medical Imaging Toolbox Model for Medical Segment Anything Model” (version
24.2.0) without any further retraining or fine-tuning.
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For a reliable application of the above segmentation methods, it is first necessary to
perform effective image pre-processing to increase the visibility of the mass lesion. For
the GVF active contour method, a specific pre-processing procedure has been defined,
which is used to obtain the function g required to construct the edge map for all the
mammograms under consideration. The procedure involves image normalization, followed
by contrast adjustment, saturating values below 0.3 to 0 and values above 0.7 to 1. Finally,
a local brightness enhancement is applied, increasing brightness in dark areas without
saturating already bright regions. For Otsu thresholding, CVS and FCM methods, various
combinations of pre-processing are tested. The images undergo a series of pre-processing
steps, including normalization, contrast enhancement, noise reduction using Gaussian
filters and morphological operations, as well as the application of principal component
analysis (PCA). The combinations of the techniques used are listed and described in Table 52
of the Supplementary Materials, with Figure S2 showing the application of the different
pre-processing steps to a sample image. Figure S2 also reports the corresponding edge map
of the sample image for GVF active contour use. Conversely, MedSAM is applied to the
image without any pre-processing, as done with Mask R-CNN. Specifically, the bounding
box prompt provided to MedSAM corresponds exactly to the Rols used as input for the
other segmentation models.

2.5. Assessment via Segmentation Metrics

To assess the intersection between the predicted masks and the reference shapes,
overlap-based metrics such as IoU, Dice similarity coefficient (DSC), Precision, Recall and
Accuracy are considered [64]. These are defined according to the following relationships:

_ 1P _ 2P Lo TP

IoU = TPFTT TN DSC = 2TP+FP+]EPN’T§reCISlon = TP+FP/ )
_ _ +

Recall = 7p gy, Accuracy = 11 rpreN

where true positive (TP) corresponds to the pixels correctly predicted as part of the reference
shape object, true negative (TN) to the background pixels correctly predicted as background,
false positive (FP) to the background pixels incorrectly labeled as part of the reference
shape, and false negative (FN) to the reference shape pixels that the model missed. These
metrics scale from 0 (no overlap) to 1 (perfect overlap).

To quantify the discrepancy with respect to the ground-truth profiles, we evaluate
distance-based metrics like the 95th percentile of the Hausdorff distance (HD95) and the
average symmetric surface distance (ASSD) [69]. These are non-normalized metrics, and
lower values indicate better segmentation performance. HD is the greatest of all the
distances from a pixel P in the predicted mask boundary B, to the closest pixel Q in the
reference shape boundary B, and vice versa, being defined as

HD = max< sup inf d(P,Q), sup inf d(P,Q) (6)
{pellg:;QeB, QGEPGBP

ASSD is the average of all shortest Euclidean distances from pixels on the predicted mask
surface Sp, to the reference shape surface S; and vice versa, namely:

Lpes, 4(P, Sr) + Loes, 4(Q, Sp)

ASSD =
Np + N;

7)

where Np, and N are the numbers of pixels belonging to S, and Sy, respectively.
As a distance-based metric, we also consider the normalized surface distance (NSD)
to measure the spatial overlap between the predicted and reference boundaries. It provides
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an estimation of the fraction of boundary pixels in the predicted mask that fall within a
specified tolerance distance (7) from the reference shape boundary) [70]. This is defined as

ZPESP [minQGSrd(Pr Q) < T} + ZQESr [minpespd(Q, P) < T}
NSD =
Np + N,

(®)

Here, the tolerance distances are set at 0.5 mm (NSD05), 0.75 mm (NSD075), 1 mm (NSD1)
and 2 mm (NSD2). NSD scales from 0 (no overlap) to 1 (perfect overlap).

3. Results

For a first evaluation of segmentation performance, the optimal configuration of Mask
R-CNN incorporating a customized SGD optimizer and a StepLR scheduler (Model 3) is
applied to a synthetic mammogram containing artificial lesions used as an objective ground
truth. Then, it is investigated by performing an independent test on a set of real mammo-
grams from CSAW-CC and TOMPEI-CMMDs. Finally, the model is compared to classical
segmentation methods, the FCM clustering algorithm, and MedSAM, considering both
quantitative metrics (based on overlap area and edge distance) and qualitative assessment
by an expert breast cancer radiologist.

3.1. Segmentation of Artificial Lesions in a Synthetic Mammogram

The synthetic mammogram for the evaluation of segmentation accuracy of Mask
R-CNN is generated ad hoc with the in silico breast imaging simulator VICTRE (Virtual
Imaging Clinical Trials for Regulatory Evaluation) developed by the US Food and Drug
Administration (FDA) [71,72]. We create a digital breast phantom with scattered regions of
fibroglandular tissue, where we insert two types of mass lesions by means of a replacement
of tissue at voxel level, overwriting the existing tissue label with a new distinct lesion la-
bel [73]. The lesions, generated with the breast mass generation software incorporated into
VICTRE [74], correspond to a round mass with well-defined margins and to a spiculated
mass with linear regions radiating outward (Figure 4a). The former has an average size of
4 mm, while the latter has an average size of 10 mm with spicules with length varying from
1 to 6 mm. After phantom biomechanical compression with the finite element biomechanics
solver FEBio integrated in VICTRE [75], we simulate the interaction between X-rays and
breast tissues and obtain a synthetic “for presentation” mammogram with a spatial resolu-
tion of 85 um, reproducing the image processing of the Siemens Mammomat Inspiration
system. The irradiation parameters and tissue mass densities used in the simulation can be
found in [73].

The realism of the mass lesions is tested by means of a CNN customized as a binary
lesion detection model, to classify mammogram patches into “Lesion” and “No Lesion”
categories [76]. To ensure a consistent input size as required by the CNN architecture,
all patches are resized to 300 x 300 px using Lanczos interpolation, which guarantees
the preservation of fine details and sharp edges during resizing. The CNN was trained
and validated on real mammograms, including Siemens images from VinDr-Mammo
and OMI-DB (1806 for training and 392 for validation) and Hologic images from CSAW
and OMI-DB (12,990 for training and 2784 for validation); half of the extracted patches
contain annotated lesions. Tested on 3170 real mammograms balanced between healthy
and diseased cases, the network achieved a classification confidence of 94%, with 99%
true positive and true negative rates. When applied to the two image patches extracted
from the synthetic mammogram, the CNN classifies them into the “Lesion” category with
confidence scores of 83.1% for the spiculated mass and 99.1% for the well-defined mass.
To highlight the regions recognized as “Lesion”, Figure 4b displays the corresponding
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heatmaps calculated via the score-weighted class activation mapping (Score-CAM) visual
explanation method [77].

Predicted
Reference
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Figure 4. (a) Application of the Mask R-CNN model to a spiculated mass (left) and a round mass
(right) in a synthetic mammogram generated with VICTRE [51]. The predicted contours are compared
to the boundaries of the artificial lesion mask, used as ground truth. (b) Score-CAM heatmaps to
visually explain the outputs of the customized lesion-detection CNN, used to assess synthetic lesion
realism. The colour scale ranges from blue (low activation, non-lesion) to red (high activation, lesion).
Evaluation of Mask R-CNN segmentation performance by means of (c) overlap-based metrics (IoU,
DSC, Precision, Recall and Accuracy) and distance-based metrics (d) HD95 and ASSD and (e) NSD
with tolerance distance T equal to 0.5 mm, 0.75 mm, 1 mm and 2 mm.

Having demonstrated the realism of the artificial lesions, we generate the correspond-
ing segmentation masks using the get_coordinates_dm(vx_location) function implemented
in VICTRE. This function maps a 3D voxel coordinate from the simulated breast phantom
space (within the mass lesion volume) to its corresponding 2D pixel coordinate on the
projection image plane [72,78]. To generate the mask of the spiculated mass, we include
only lesion portions containing more than 5 voxels along the projection direction. This
strategy is chosen to avoid deriving too sharp mask edges and to exclude image areas
where the lesion is not clearly visible, as very few lesion voxels traversed by the X-ray
produce minimal impact on pixel intensity and can easily be masked by image noise. The
two obtained masks, highlighted by the green lines in Figure 4a, can be used as ground
truth for the evaluation of the accuracy of the Mask R-CNN model in the detection of breast
mass margins, using the quantitative metrics listed in Section 2.5. The segmentation results
are overlaid on Figure 4a using orange lines.

The Mask R-CNN model can accurately detect the contours of the round mass, with
metric scores closer to the target value than those obtained for the spiculated lesion
(Figure 4c—e). Specifically, the round mass shows a high mask agreement with the ground
truth, with IoU and DSC scores of 0.84 and 0.91, respectively, compared with significantly
lower values for the spiculated lesion (IoU = 0.67, DSC = 0.80). Nevertheless, for the
spiculated lesion, Accuracy, Precision and Recall remain at satisfactory levels, equal to 0.92,
0.87 and 0.75, respectively; these values do not necessarily indicate perfect delineation of
the contour, but they highlight the model’s ability to correctly identify the position and
overall extent of the lesion within the surrounding tissue. The observed morphological

https://doi.org/10.3390/diagnostics16203289


https://doi.org/10.3390/diagnostics16203289

Diagnostics 2026, 16, 3289

11 of 24

discrepancy is supported by an analysis of the distance-based metrics: for the round le-
sion, the HD95 and ASSD values amount to 4.38 px (equivalent to 0.37 mm) and 1.93 px
(0.16 mm), respectively, indicating a marginal localization error compared with the much
higher values of 29.32 px (2.48 mm) for HD95 and 8.41 px (0.71 mm) for ASSD, estimated
for the spiculated mass. Finally, the NSD values confirm optimal geometric accuracy for the
round mass, achieving the maximum score (1) even at the lower tolerance of 0.5 mm. For
the spiculated lesion, the irregularity of the margins is responsible for a drastic reduction
in the NSD to 0.56 for T = 0.5 mm, requiring higher tolerances to obtain acceptable profile
overlap; NSD is equal to 0.70 for T = 0.75 mm, and reaches a value of 0.91 for T =2 mm.

3.2. Segmentation of Real Lesions in Clinical Mammograms

Mask R-CNN is tested here on an independent set of 215 Rols extracted from clinical
mammograms where both round and spiculated mass lesions are present; this comprises
112 patches selected from CSAW-CC and 103 from TOMPEI-CMMD, not contained in the
training and validation sets. The model has proved to detect the lesions in all the extracted
patches, and its segmentation performance is measured considering both overlap- and
distance-based metrics, calculated by comparing the model outputs to the annotated masks
provided by the two databases. Figure 5a shows the metric distributions via violin plots,
combining the results obtained for the two datasets, while the bar charts in Figure 5b report
metric means and standard deviations separated for each database.
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Figure 5. Evaluation of segmentation performance of Mask R-CNN when applied to a set of 215 real
mammograms; the predicted masks are compared to the annotated masks provided by CSAW-CC
and TOMPEI-CMMD, used as reference. (a) Violin plots illustrating the metric scores for the full test
set; (b) bar charts displaying the metric means and standard deviations, distinguished by database
source. Left: overlap-based metrics (IoU, DSC, Precision, Recall and Accuracy); center: distance-based
metrics HD95 and ASSD; right: distance-based metric NSD with T equal to 0.5 mm, 0.75 mm, 1 mm
and 2 mm.

Overall, most of the overlap-based metrics exceed 0.70. Notably, Accuracy and Recall
achieve the highest average scores, 0.91 and 0.90, respectively, highlighting the network’s
effectiveness in correctly segmenting the lesion within the patch. Conversely, IoU and
Precision record the lowest average scores, 0.77 and 0.85, respectively, and exhibit greater
variability, with lower outliers ranging from 0.40 to 0.50. The DSC shows an intermediate
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behavior with an average of 0.87, but its lower tail is shifted toward higher values compared
to IoU, Precision, and Recall, with minima that always remain above 0.58.

Looking at individual scores across the entire test set, 51 predicted masks achieve
high intersection performance, with all the overlap-based metrics exceeding 0.85 (31 from
CSAW-CC and 20 from TOMPEI-CMMD). Notably, this includes 10 cases that consistently
score above 0.9 (4 from CSAW-CC and 6 from TOMPEI-CMMD). Additionally, there are
18 low-overlap cases where both IoU and Precision fall below 0.6, though only 3 drop
below 0.5. These instances share distinct characteristics: the lesions are small, with an
average diameter of approximately 3 mm, and exhibit poor contrast against surrounding
tissues. This leads to an overestimation of the lesion areas, with a significant number of
false-positive pixels that degrade the evaluation metrics. The bar chart of the overlap-based
metrics shows a similar trend for the two datasets, with nearly equivalent means and
standard deviations for all metrics. This similarity is confirmed by a Wilcoxon rank-sum
test, which reveals no significant differences between the overlap-based metric distributions
of the two databases, as detailed in Table S3.

Considering the distance-based metrics, NSD values rise sharply as the tolerance
distance T increases, from 0.58 at T = 0.5 mm to 0.96 at T = 2 mm, demonstrating that most
contour errors lie within 0.5 mm of the reference boundary. Across all tolerances, TOMPEI-
CMMD consistently yields lower NSD values than CSAW-CC: 0.53 vs. 0.62 (T = 0.5 mm),
0.68 vs. 0.77 (T = 0.75 mm), 0.78 vs. 0.87 (t = 1 mm), and 0.94 vs. 0.97 (T = 2 mm). The
discrepancy between the segmentation outputs of the images from the two databases
is particularly evident when comparing HD95 and ASSD values in millimeters, where
the highest errors are found for the mammograms from TOMPEI-CMMD. Specifically,
TOMPEI-CMMD yields an HD95 mean of 1.95 mm (20.7 px) compared to 1.49 mm (21.3 px)
for CSAW-CC. Similarly, the ASSD mean is 0.75 mm (7.9 px) for TOMPEI-CMMD and
0.57 mm (8.2 px) for CSAW-CC. The distributions of HD95 and NSD (for T < 1 mm) are
the most dispersed. While ASSD is averaged over the entire contour and remains less
sensitive to localized discrepancies, HD95 captures the worst-case error. Consequently,
HD95 exhibits pronounced outliers, including a maximum value of 110 px (approximately
7.7 mm). This extreme value is attributable to a remarkably large lesion with an equivalent
diameter of roughly 63 mm, as illustrated in Figure S3 of the Supplementary Materials.
Anyway, the Wilcoxon rank-sum test proves that the differences between TOMPEI-CMMD
and CSAW-CC are significant only for the NSD metrics, resulting in negligible differences
for HD95 and ASSD (Table S3).

Representative examples demonstrating various segmentation behaviors and perfor-
mance trade-offs are illustrated in Figure 6, with the corresponding metric scores reported
in Table S4. Figure 6a depicts four representative cases selected from the high-performance
segmentations (i.e., overlap-based metrics consistently exceeding 0.85-0.90), demonstrating
high accuracy in boundary delineation and lesion localization. Figure 6b displays four
examples with more varied metric values, showing an asymmetric trade-off between Pre-
cision and Recall. In the two cases on the left, the lesion area is overestimated, yielding
higher Recall than Precision (e.g., Precision = 0.79 vs. Recall = 0.98 for the first lesion).
Conversely, the two cases on the right exhibit a general underestimation (higher Precision
than Recall), particularly in the presence of spicules (e.g., Precision = 0.97 vs. Recall = 0.82
for the third lesion). Despite these trade-offs, performance remains robust; all metrics
exceed 0.75 (reaching up to 0.98 for Recall), and Accuracy remains greater than or equal to
0.90 across all cases.
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Predicted mask
....... Annotated mask

Figure 6. Representative examples of Mask R-CNN segmentation results (orange curves) in com-
parison to ground-truth annotations (in green dashed curves) provided by CSAW-CC and TOMPEI-
CMMD, with scale bars indicating spatial dimensions in millimeters. (a) High-performance cases
(DSC > 0.85), (b) medium-performance cases exhibiting Precision/Recall trade-offs, and (c) low-
performance cases characterized by small and low-contrast lesions. Each row comprises four image
patches sourced from CSAW-CC [(a,b): first two columns; (c): first three columns] and TOMPEI-
CMMD [(a,b): last two columns; (c): fourth column]. Further details about source mammograms can
be found in Table S8 of the Supplementary Materials.

Marked over-segmentation is reported in Figure 6¢, which features lower-performance
cases characterized by a shared condition: small lesions with low contrast relative to the
surrounding tissues. A clear Precision/Recall trade-off is also observed here; for instance,
the first lesion on the left yields a Precision of 0.56 and a Recall of 0.91. However, even in
these challenging cases, Accuracy remains high, ranging between 0.84 and 0.90.

Comparing Figure 6a,b, the variation in overlap-based metrics is accompanied by a
significant increase in distance-based metrics. Specifically, the mean of HD95 rises from
9.4 px in Figure 6a to 15.8 px in Figure 6b, while the mean of ASSD increases from 4.4 px to
7 px. Interestingly, in the worst-performance cases (Figure 6c), HD95 (averaging 13.7 px)
and ASSD (averaging 7.1 px) do not exhibit further substantial degradation despite a sharp
drop in IoU and DSC. This behavior is directly attributable to the small size of the lesions
in Figure 6¢, which inherently restricts the absolute spatial displacement of the predicted
contour. This effect is further substantiated by the NSD values; while a strict tolerance
threshold (t = 0.5 mm) highlights contour discrepancies in small lesions (dropping as
low as 0.35), broader thresholds (NSD1 and NSD2) approach 1. This confirms that the
over-segmentation errors occur within a very narrow pixel radius with respect to the
ground-truth contours.

To evaluate the impact of lesion size on segmentation performance, metric distributions
from both databases are combined and stratified into tertiles based on the annotated lesion
equivalent diameter. Lesions are categorized into three distinct groups: small (<10 mm),
medium (10-15 mm), and large (>15 mm), with the corresponding box plots presented in
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Figure 54. Because most of the performance metrics exhibit a non-normal distribution, the
Spearman rank correlation coefficient (p) is calculated to assess the association between
each metric and lesion diameter. A Kruskal-Wallis test is performed to evaluate statistically
significant differences in performance across the three size categories (Table S5). The
analysis shows a positive and significant Spearman correlation between lesion diameter
and the metrics IoU, DSC, and Precision (with p equal to 0.41, 0.41, and 0.45, respectively),
confirming the small object penalty effect, i.e., segmentation performance decreases as
lesion diameter diminishes. This finding is corroborated by the Kruskal-Wallis test, which
indicates significant differences across size tertiles. Conversely, no significant correlation is
found for Recall and Accuracy, with no meaningful differences across tertiles, suggesting
that the model’s segmentation capability remains stable regardless of lesion size. Finally, a
moderate positive correlation is observed for HD95 and ASSD (p equal to 0.47 and 0.49,
respectively), consistent with a negative correlation for all NSD metrics (p ranging from
—0.51 to —0.45), meaning that normalized surface distance worsens as size increases. The
Kruskal-Wallis test confirms significance for both groups of distance-based metrics. Overall,
the obtained results indicate that while overlap-based metrics (IoU, DSC, Precision) benefit
from larger lesion sizes, the distance-based metrics can degrade for larger regions.

3.3. Comparison with Other Segmentation Methods on Real Mammograms

The performance of the optimal configuration of Mask R-CNN (Model 3) is finally
evaluated by comparison to the segmentation methods described in Section 2.4, considering
a subset of 155 images (55 from CSAW-CC and 100 from TOMPEI-CMMD) extracted from
the test dataset used in Section 3.3. The masks provided by CSAW-CC and TOMPEI-CMMD
are again leveraged as a reference. The Otsu thresholding, CVS and FCM methods are
applied to the mammograms pre-processed with all the pre-treatment approaches listed
in Table S2 of the Supplementary Materials, but for the image-level comparison, we only
consider the specific method that yields the best segmentation outputs for each individual
image. Further details are provided in Figure S5, where the histograms report the number
of image patches for which each pre-processing technique yields superior performance
based on the average of overlap-based metrics. It can be observed that there is no single
optimal pre-processing that works well for all images, because of the variations in contrast,
sharpness and lesion features across images. Pre-processing pipeline ID 25 (intensity-level
quantization followed by morphological opening on the normalized image) most frequently
yields the best results for the Otsu thresholding, CVS and FCM methods.

The means and standard deviations of all the metrics are shown in the bar charts
of Figure 7, with the overlap-based metrics in Figure 7a, the HD95 and ASSD scores in
Figure 7b, and the NSD values for tolerance distance t of 0.5, 0.75, 1 and 2 mm in Figure 7c.
The distributions of the metrics are illustrated by the violin plots in Figure S6 of the
Supplementary Materials. The outputs confirm a coherent trend for all the segmentation
methods; among the overlap-based metrics, IoU always reaches the lowest values, while
Accuracy reaches the highest; NSD increases markedly as tolerance increases, ranging from
about 0.5 for T = 0.5 mm to over 0.9 for T = 2 mm. ASSD exhibits low values, while HD95
scores are significantly high and associated with a large standard deviation; this means that
the mask boundary predictions are very similar to the reference ones on average, but suffer
from a few severe outliers, as demonstrated by the violin plots in Figure S6.
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Figure 7. Application of Mask R-CNN model and other segmentation methods (CVS, Otsu thresh-
olding, GVF active contour, FCM and MedSAM) to a set of 155 real mammograms; the predicted
masks are compared to the annotated masks provided by CSAW-CC and TOMPEI-CMMD, used as
reference. Evaluation of segmentation performance by means of (a) overlap-based metrics (IoU, DSC,
Precision, Recall and Accuracy), distance-based metrics (b) HD95 and ASSD, and (c) NSD with t
equal to 0.5 mm, 0.75 mm, 1 mm and 2 mm. From left to right, the graphs report the results for the
images from CSAW-CC, TOMPEI-CMMD, and the two combined datasets, respectively.

Overall, the Mask R-CNN model outperforms the other methods, particularly Otsu
thresholding, CVS, and FCM, with the highest values for the overlap-based and NSD
metrics, and the lowest and most stable scores for HD95 and ASSD. The HD95 values
indicate greater variability in contour definition for FCM and the classical methods, with
particularly high values for CVS and Otsu thresholding. This suggests that the Mask
R-CNN model not only accurately estimates the overall size of the lesion but also generates
contours that more faithfully capture its spatial distribution. Although GVF active contour
stands out among classical methods as the most robust alternative for HD95 and ASSD, it
is limited by substantial variability and low scores regarding NSD for T lower than 1 mm.
Furthermore, GVF active contour is highly sensitive to the initial contour settings, which
must be configured manually; in contrast, for CVS, it is sufficient to select a small square
of just a few pixels at the center of the Rol. Otsu thresholding shows the lowest Precision
values, confirming a marked tendency toward over-segmentation. FCM exhibits results that
are essentially comparable to those of Otsu thresholding, while MedSAM is the model that
performs closest to Mask R-CNN. Specifically, MedSAM achieves a higher Precision score
on the CSAW-CC dataset; in all other cases, Mask R-CNN obtains better scores, particularly
for the distance-based metrics HD95 and ASSD, demonstrating superior performance in
delineating lesion contours.

Some segmentation examples are shown in Figure 8, where the contours obtained with
the Mask R-CNN model and the other methods are compared with the reference masks (the
corresponding metrics are listed in Table S6 of the Supplementary Materials). Mask R-CNN
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tends to produce smoother and more regular contours, while Otsu thresholding, CVS and
FCM follow local variations in grayscale with greater pixel-by-pixel accuracy, capturing
fine details but sometimes at the expense of the contour global consistency. For the mass
lesions shown in Figure 8a,b, CVS and Otsu thresholding lead to distinct boundaries that
closely align with the lesion actual structure than the smoother contours generated by
Mask R-CNN. The metrics listed in Table S6 quantitatively confirm this observation for
the segmentation results in Figure 8b, while they indicate that Mask R-CNN is the more
accurate method for the lesion in Figure 8a. Notably, this lesion is well segmented by all
methods except for MedSAM, which exhibits greater sensitivity to gradient changes in the
upper-left region of the lesion.

FCM GVF Otsu CVS Mask R-CNN Annotation

MedSAM

(b)

Figure 8. Application of Mask R-CNN model and other segmentation methods (CVS, Otsu thresh-
olding, GVF active contour, FCM and MedSAM) to a set of real mammograms; the segmentation
results are compared to the annotations provided by CSAW-CC and TOMPEI-CMMD, used as refer-
ence. Each column refers to a specific image patch; (a—c) are sourced from CSAW-CC, and (d) from
TOMPEI-CMMD. Further details can be found in Table S8 of the Supplementary Materials.
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For some methods, the tendency to focus on local details can lead to systematic errors
of opposite signs. Specifically, it causes over-segmentation in Otsu thresholding, CVS and
FCM, as shown in Figure 8c, where the contours extend well beyond the actual margins
of the lesion, including surrounding tissue structures and reaching the patch edges. Otsu
thresholding presents the lowest IoU score (0.34), followed by CVS and FCM with values of
0.57 and 0.59, respectively. Slightly higher values are observed for MedSAM (0.62) and GVF
(0.69), while the best result is achieved by Mask R-CNN, with IoU equal to 0.76. Under-
segmentation can also occur, as seen in Figure 8d, where the contours remain narrower than
the reference mask boundary, excluding peripheral portions of the lesion. Furthermore, the
GVF active contour exhibits distinct limitations in heterogeneous and low-contrast regions;
this behavior is evident in Figure 8c, where the generated boundary deviates substantially
from the actual morphology of the lesion. Mask R-CNN also struggles to segment this
lesion, overestimating the annotated mask across several regions; MedSAM, by contrast,
significantly underestimates it.

Additional segmentation examples qualitatively assessed by the co-author from the
A.O.U. Citta della Salute e della Scienza di Torino (Italy), an expert breast cancer radiologist,
are reported in Figures S7 and S8 of the Supplementary Materials. According to the
radiologist’s analysis, Mask R-CNN provides segmentation results that accurately capture
the overall dimensions and boundaries of the lesions, without producing excessively
jagged contours. This outcome is consistent with clinical annotation practices, where
precise boundary delineation of minor local irregularities at pixel level is secondary to
identifying the whole lesion shape and size, relevant for diagnostic purposes. Compared to
other segmentation methods, Mask R-CNN demonstrates superior performance even in
the case of low-contrast mass lesions, which typically occur when the surrounding tissue is
predominantly fibroglandular, resulting in a similar radio-opacity. This is clear in Figure S7,
where MedSAM exhibits greater difficulty segmenting lesions than Mask R-CNN.

4. Discussion

The segmentation results achieved in this study, quantified by means of overlap-
and distance-based metrics, demonstrate that the optimal configuration of Mask R-CNN
(Model 3) effectively captures the shape, size and spatial distribution of breast mass lesions,
exhibiting consistent performance across both the used image source databases (CSAW-CC
and TOMPEI-CMMD). Notably, Accuracy remains close to the target value even for classical
segmentation methods, whereas other metrics yield less optimal scores. This discrepancy
highlights that Accuracy offers limited discriminatory power; although this continues to
be reported in some recent breast cancer segmentation studies [1], DSC and IoU provide
significantly more informative assessments and remain the preferred standards in the
contemporary literature.

Focusing on DSC and IoU, the performance achieved by Mask R-CNN in this study
aligns with the current state of the art. For instance, on mammograms from the CBIS-
DDSM database [23,26], architectures based on standard or enhanced U-Net models exhibit
moderate performance, with DSC ranging from 0.72 to 0.81 and IoU from 0.57 to 0.65 [27,28].
More competitive results are reported for the Connected-UNets models by Baccouche
et al. (maximum DSC and IoU of 0.85 and 0.74, respectively) [29] and for the end-to-end
framework proposed by Li et al. (DSC of 0.92) [30]. A superior performance trend emerges
when the models in [29,30] are tested on mammograms from the INbreast database [17],
for which DSC values in the order of 0.95 are achieved. Similar results were obtained
with INbreast using a multi-level nested pyramid network (MNPNet) [31], a multi-scale
FCN [32], and an update of U-Net integrating residual learning and probabilistic graphical
modeling [33], with DSC equal to or higher than 0.9. However, these reference studies rely
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on semantic segmentation models, whereas only a limited number of works have applied
instance segmentation to mammography. Instance segmentation models tend to exhibit
lower performance metrics in comparison to their semantic segmentation counterparts,
since the additional task of object detection permits the examination of larger Rols, even
the whole mammograms, but at the expense of reduced segmentation metrics. This is well
exemplified by the model proposed by Zambrano et al. [34], which achieved a DSC of 0.72
on INbreast. Among other studies applying instance segmentation, Min et al. employed
Mask R-CNN to develop a CAD system for pseudo-colored mammograms (from INbreast),
achieving a DSC of 0.88 and a true positive rate (TPR) of 0.90 [35]. Similarly, a Mask R-
CNN-based model applied in breast MRI yields a DSC of 0.82, computed on true positives
standardized via IoU [42].

To provide a clearer comparison between our study and these prior works, we also test
the optimal configuration of Mask R-CNN (Model 3), trained on CSAW-CC and TOMPEI-
CMMD, on all the INBreast images for which precise lesion annotations are available (113),
finding an average DSC of 0.89. This result aligns well with the existing instance segmenta-
tion literature, matching the performance reported by Min et al. [35] and outperforming
the model proposed by Zambrano et al. [34]. Notably, the considered INbreast images were
acquired with Siemens scanners and thus refer to a vendor style unseen in the training
phase, as the CSAW-CC and TOMPEI-CMMD datasets consist of images from Hologic and
GE HealthCare, respectively. This demonstrates the model’s generalization to unobserved
imaging systems and its capacity to adapt to different vendor styles, which can differ
substantially in overall image appearance [15]. Examples of segmentation contours gener-
ated with Mask R-CNN on INbreast images are shown in Figure S9 of the Supplementary
Materials, with the scores obtained for all metrics in Table S7.

While the comparison above of models from the literature relies strictly on traditional
overlap-based metrics, a key contribution of our study is the inclusion of distance-based
metrics. Although still underutilized, these metrics prove essential to our benchmarking,
as they clearly demonstrate the superiority of Mask R-CNN over classical segmentation
methods, clustering algorithms like FCM and the SOTA model MedSAM, a distinction that
overlap-based metrics alone tend to obscure. Furthermore, edge-based evaluation reveals
that the quality of contour reconstruction is highly dependent on lesion morphology. Mask
R-CNN achieves optimal pixel-level localization for masses with round or oval margins.
Conversely, for lesions with spiculated and irregular contours, the reproduction of fine
details is less accurate, even though the primary mass is consistently and correctly localized.
Notably, the advantage of Mask R-CNN is most pronounced in low-contrast images, where
dense fibroglandular tissue renders the lesion difficult to distinguish from the background.
In these challenging scenarios, classical methods and FCM frequently fail, whereas Mask
R-CNN maintains robust segmentation performance comparable to that observed in more
favorable cases, where the background consists primarily of adipose tissue, and the lesion
is clearly visible.

Another aspect worth noting is that the optimal configuration of Mask R-CNN tested
in our work can achieve high accuracy despite a relatively small volume of training and
validation images. This is made possible through transfer learning and the use of accurately
annotated databases with high-precision lesion segmentation. Beyond these architectural
strengths, our study further contributes a novel strategy for model validation through
the leveraging of artificial lesions within synthetic mammograms. Because their spatial
distribution and features are precisely known, this approach effectively eliminates the
biases typically associated with inter-observer variability in radiological annotations.

Regarding model limitations, Mask R-CNN accuracy drops when reproducing the
fine details of spiculated lesions. Addressing this issue requires enriching the training
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datasets with more examples of these complex morphologies; however, spiculated masses
suffer from limited availability in standard, publicly accessible screening mammography
databases. Moreover, the model training phase remains constrained by manual radiological
annotations, which are intrinsically subject to human errors and inter-observer variability.
This constraint could be effectively bypassed by incorporating ground-truth synthetic data
directly into the training pipeline, rather than utilizing it solely as a downstream validation
tool. Finally, although the instance segmentation approach offers the distinct advantage
of simultaneous object detection and localization, this added task inherently trades off
absolute pixel-level precision, resulting in metrics that remain slightly lower than those
typically reported for highly optimized semantic segmentation frameworks.

5. Conclusions

This study investigates the Mask R-CNN deep learning model for the segmentation
of mass lesions in mammography images. The optimal model configuration, derived
through the training and validation pipeline, incorporates a customized SGD optimizer
and a StepLR scheduler. The application of this configuration to patches extracted from
real mammograms belonging to the CSAW-CC and TOMPEI-CMMDs yields high accuracy.
The model correctly delineates lesion contours, achieving an average DSC of 0.87 and
an average IoU of 0.77, outperforming conventional segmentation methods, clustering
algorithms like FCM and the SOTA model MedSAM. The obtained results align with the
current state of the art for CNN-based medical image segmentation, demonstrating robust
generalization even when the model is applied to images with unseen vendor styles, such
as those in the INbreast database. Coupled with very low inference times, these findings
confirm that Mask R-CNN is a highly viable tool for integration into computer-aided
diagnosis workflows.

Supplementary Materials: The following supporting information can be downloaded at: https://
www.mdpi.com/article/10.3390/diagnostics16203289/s1, Table S1: Mask R-CNN hyperparameters
and model information corresponding to configuration Model 3; Figure S1: comparison of Mask
R-CNN model across three different seeds, in terms of training/validation loss, BBox AP, and Segm
AP; Table S2: list of applied pre-processing pipelines for Chan—Vese segmentation, Otsu thresholding
and Fuzy c-means algorithm; Figure S2: application of image pre-processing pipelines on a sample
image; Table S3: Wilcoxon rank-sum test results comparing segmentation metrics across database
sources; Figure S3: comparison between Mask R-CNN segmentation and the reference mask for a
lesion with the highest Hausdorff distance value; Table S4: metric values calculated for the images in
Figure 6; Figure S4: box plots of metric distributions evaluated using Mask R-CNN for the TOMPEI-
CMMD and CSAW databases, categorized into tertiles by lesion diameter; Table S5: correlation
analysis of the metrics evaluated with Mask R-CNN with respect to lesion size; Figure S5: histograms
showing the number of image patches for which each pre-processing technique leads to superior
performance in Chan—Vese segmentation, Otsu thresholding and Fuzy c-means algorithm; Figure Sé6:
violin plots of metric distribution comparing R-CNN model with selected segmentation methods;
Table S6: metric values calculated for the images in Figure 8; Figures S7 and S8: application of
Mask R-CNN and other segmentation methods to real mammograms from the TOMPEI-CMMD
and CSAW-CC databases, respectively; Figure S9: application of Mask R-CNN to real mammograms
from the INbreast database; Table S7: metrics values calculated with Mask R-CNN model to INbreast
database; Table S8: cetails regarding each mammogram from which the patches for the reported
experimental analysis are extracted.
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Abbreviations

The following abbreviations are used in this manuscript:

AP Average Precision

ASSD Average Symmetric Surface Distance

BBox AP Bounding Box Average Precision

CAD Computer-Aided Diagnosis

CBIS-DDSM Curated Breast Imaging Subset of Digital Database for Screening Mammography
CMMD Chinese Mammography Database

CNN Convolutional Neural Networks

COCO Common Objects in Context

CSAW-CC Swedish Cohort of Screen-Age Women Case-Control
CPU Central Processing Unit

CVS Chan-Vese Segmentation

DCE-MRI Dynamic Contrast-Enhanced Magnetic Resonance Imaging
DICOM Digital Imaging and COmmunications in Medicine
DSC Dice Similarity Coefficient

EMBED US EMory BrEast imaging Dataset

Faster R-CNN  Faster Region-based Convolutional Neural Network
FCN Fully Convolutional Network

FC Fully Connected

FN False Negative

FP False Positive

FPN Feature Pyramid Network

GPU Graphics Processing Unit

GVF Gradient Vector Flow
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HD Hausdorff Distance

HD95 95th Percentile of the Hausdorff Distance

ToU Intersection over Union

LR Learning Rate

Mask R-CNN Mask Region-based Convolutional Neural Network
MRI Magnetic Resonance Imaging

NSD Normalized Surface Dice

OMI-DB OPTIMAM Medical Image Database

PCA Principal Component Analysis

RAM Random Access Memory

RPN Region Proposal Network

ResNet Residual Network

Rol Region of Interest

Segm AP Segmentation Average Precision

SGD Stochastic Gradient Descent

TN True Negative

TP True Positive

U-Net U-shaped Network

VICTRE Virtual Imaging Clinical Trials for Regulatory Evaluation

VinDr-Mammo  Vietnamese Dataset of Digital Mammography
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