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Abstract (200~450 words) 

Background:  

Hypoxia occurs when blood or tissues are deprived of adequate oxygen, posing a 

significant risk to military aircrew operating at high altitudes due to reduced 

atmospheric pressure. The danger lies in its subtle symptoms—such as impaired 

judgment—often unnoticed until serious consequences arise. While hypoxia can be 

detected using direct (e.g., pulse oximetry), indirect (e.g., PPG), or tissue-level (e.g., 

NIRS) methods, these are often impractical in flight settings due to motion artifacts, 

low perfusion, or invasiveness. This study aims to develop and internally validate 

machine learning models to classify hypoxic conditions in military aircrew members 

using electrocardiogram (ECG) and skin temperature signals, offering a non-invasive 

and real-time monitoring approach. 

 

Methods:  

Data were collected from healthy military aircrew members undergoing standardized 

hypoxia training in a hypobaric chamber simulating high-altitude conditions. ECG, skin 

temperature, and respiration signals were recorded using wearable sensors. Hypoxia 

events were labeled based on oxygen mask removal at altitude. A multi-window feature 

extraction approach was applied using time windows of 20–120 seconds, enabling trend 

detection across scales. In total, 87 ECG-derived features were combined with 

temperature and respiration features. After preprocessing and quality control, a feature 

selection strategy based on repeated classifier rankings was employed. Five classifiers 

were trained and evaluated (Support Vector Classification, Decision Tree, Random 

Forest, Logistic Regression, K-Nearest Neighbors) using cross validation and accuracy 

and log loss metrics. 

 

Results:  

Data from 40 participants were included after preprocessing. Across classifiers, 

classification accuracy ranged from 0.85 to 0.90, with the SVC achieving the highest 

average accuracy (0.90 ± 0.07) and lowest log loss (0.25 ± 0.15). The most informative 
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features came from longer time windows, particularly the 80th percentile of respiratory 

rate intervals (HRV_Prc80NN), mean respiration rate, and mean skin temperature. 

Classifier performance was robust across models, with small differences, suggesting 

that model architecture is less critical than feature representation. 

 

Conclusions:  

We demonstrate that ECG and skin temperature signals can reliably detect hypoxic 

conditions in military aircrew using machine learning. The approach shows strong 

internal performance and highlights specific physiological features as key indicators. 

These findings support the feasibility of real-time, non-invasive hypoxia monitoring in 

flight environments and lay the groundwork for future applications in other high-risk 

domains such as commercial aviation, spaceflight, and clinical monitoring. Further 

research will involve evaluating model performance in operational flight conditions and 

exploring generalization across individuals and sensor systems. 

Keywords: hypoxia; ECG; skin temperature; machine learning; feature importance 
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Highlight box (no more than 250 words) 

Abbreviations 

1D-CNNs One-Dimensional Convolutional Neural Networks 

AUC Area Under the Curve 

CMA  Center for Man in Aviation 

DTW  Dynamic Time Warping 

ECG  Electrocardiogram 

Key findings 

For classifying hypoxic conditions of military aircrew members, this study found a high feature 

importance of electrocardiogram (ECG)-derived heart-rate variability, ECG-derived respiratory 

rate intervals and skin temperature. Support Vector Classification performs best with an accuracy 

of 90% on a balanced dataset. 

What is known and what is new?  

Machine learning methods have been used to classify hypoxia based on ECGs before, but 

primarily in fetal or intensive care unit settings and often using only 3-10 features from the ECG. 

In contrast, we have leveraged a unique dataset that accurately simulates hypoxia exposure during 

training of military aircrew personnel. In addition, we employed a comprehensive set of 87 ECG 

measures and skin temperature measures in six time windows. 

What is the implication, and what should change now?  

We have shown that hypoxia can be predicted in a realistic setting from an ECG and skin 

temperature sensor, which opens the way to advance this approach towards practical applications 

to support military aircrew members in the cockpit. In addition, more research is warranted for 

extending the amount of sensors towards classifying different types of human performance factors. 
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HRV  Heart Rate Variability 

ICU  Intensive Care Unit 

IIR   Infinite Impulse Response 

NIRS Near-Infrared Spectroscopy 

PLI   Power Line Inference 

PPG  Photoplethysmography 

ROC  Receiver Operating Characteristic 

SpO2 Blood Oxygen Saturation 

SVC  Support Vector Classification 

VCO₂ Dioxide Output 

VO₂ Oxygen Uptake 

1. Introduction 

1.1 Background 

Aircrew operating at high altitudes are at risk of hypoxia, a condition in which 

insufficient oxygen reaches body tissues (1, 2). The reduced atmospheric pressure 

encountered during flight makes it harder for oxygen to move from the lungs into the 

blood, leading to physiological and cognitive deterioration (2–7). Despite its dangers, 

hypoxia is difficult for individuals to detect because it typically causes no pain or 

discomfort and impairs self-awareness (8). Early effects may include subtle visual 

impairments such as reduced color vision, contrast sensitivity, and peripheral light 

awareness (9–12), while prolonged or severe oxygen deprivation can lead to rapid 

breathing, cyanosis, mental confusion, loss of coordination, and, ultimately, 

unconsciousness (2, 3). These symptoms vary depending on altitude, individual 

sensitivity, and the rate and duration of exposure (2, 13). 

To prepare for such conditions, military aircrew undergo mandatory hypoxia awareness 

training in hypobaric chambers that simulate altitude effects in a controlled 

environment (14). These sessions also present a valuable opportunity for collecting 

realistic physiological data to improve detection methods. 

Various technologies are used to monitor hypoxia. Pulse oximetry, which measures 

blood oxygen saturation (SpO₂), is widely adopted due to its non-invasive nature (15–
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17), but its reliability can be compromised by low perfusion, skin pigmentation, motion, 

and rapid altitude changes (18, 19). Other approaches assess oxygen consumption 

indirectly, such as breath gas analysis and photoplethysmography (PPG). Breath 

analysis systems (e.g., Oxycon Mobile) capture variables such as oxygen uptake (VO₂) 

and the volume of carbon dioxide output (VCO₂) to monitor respiratory function (20–

23), though their equipment requirements limit real-world usability. PPG offers a 

wearable alternative by monitoring blood volume changes via light sensors (24), but 

peripheral vasoconstriction and motion artifacts can affect signal quality (25, 26). 

Tissue-level oxygenation monitoring, using methods such as Near-Infrared 

Spectroscopy (NIRS), provides insight into local oxygen availability and metabolic 

activity (27–29). However, sensor placement constraints, combined with environmental 

stressors such as high G-forces, can limit their applicability for pilots in flight. 

Given these challenges, electrocardiogram (ECG)-based detection of hypoxia, 

particularly via heart rate variability (HRV) analysis, has gained interest as a promising, 

unobtrusive alternative (30, 31). Prior studies have demonstrated links between HRV 

and hypoxia in both general and aviation-specific populations (32–34), supported by 

the growing accessibility of HRV measurement (35, 36). While machine learning 

models have been explored for ECG-based hypoxia detection, they have mostly focused 

on fetal monitoring (37–39) or intensive care unit (ICU) settings (40), highlighting a 

gap in research focused on real-world, in-flight conditions. 

 

1.2 Rationale and knowledge gap 

Despite growing interest in physiological monitoring for hypoxia detection, current 

research presents several critical limitations. Many prior studies have focused on fetal 

hypoxia (37–39), which limits their applicability to adult populations, particularly 

healthy, trained aircrew. Other studies, such as those by Niaussat et al. (40), use clinical 

data from intensive care patients, which do not reflect the high-performance context of 

aviation operations. Furthermore, while relationships between hypoxia and HRV have 

been explored (32–34), existing work typically investigates a narrow selection of 

features, often without assessing how these features behave across different time 
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windows or under realistic conditions relevant to flight. 

Another gap lies in the nature of the datasets used. For example, the Harespod dataset 

(41) consists of physiological recordings from college students who underwent 

controlled hypoxia exposure via gradual decompression in a hypobaric chamber. While 

valuable, this dataset does not fully replicate the operational hypoxia conditions 

encountered by trained aircrew, limiting its applicability to military aviation contexts. 

Additionally, few studies have collected data under sudden decompression, a more 

realistic simulation of in-flight hypoxic incidents. 

To address these gaps, our work introduces two key advancements. First, we conduct a 

comprehensive analysis of ECG-derived features, covering a broad range of metrics 

across multiple temporal windows; an approach that allows for deeper insights into 

feature effectiveness. Second, we utilize a novel dataset collected during hypobaric 

chamber training of military aircrew under sudden decompression, representing one of 

the most ecologically valid datasets available for studying in-flight hypoxia detection. 

 

1.3 Objective 

The objective of this study is to develop and evaluate a machine-learning-based model 

for hypoxia classification in military aircrew members using an extensive set of 87 

ECG-based features combined with 3 non-ECG features. We present this article in 

accordance with the TRIPOD reporting checklist (available at 

https://jmai.amegroups.com/article/view/10.21037/jmai-2024-469/rc).  

 

2. Methods 

2.1 Dataset description 

This section describes how we collected hypoxia data of military aircrew members. 

This dataset forms the basis for our machine-learning experiments.  

2.1.1 Hypobaric chamber 

A hypobaric chamber, also known as an altitude chamber, is an enclosed space used to 

simulate high-altitude conditions by reducing the air pressure inside the chamber (42, 

43). This reduced pressure environment replicates the atmospheric conditions found at 
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various altitudes above sea level during a flight. At higher altitudes less oxygen is 

available, which leads to impaired cognitive and physical functions, negatively 

influencing flight performance. During hypoxia training, aircrew members will learn 

how to recognize the symptoms of hypoxia and how to respond accordingly to prevent 

in-flight emergency situations. This training helps them recognize and respond to 

hypoxia. 

The training usually involves a group of aircrew members seated within the chamber, 

allowing them to experience hypoxic conditions together under observation. An 

exercise controller, usually an experienced flight physiologist or medical professional, 

oversees the session from outside the chamber. They monitor the aircrew members’ 

physiological responses to the decompression, communicate with them, and manage 

the chamber’s conditions. 

The session begins at ground-level pressure, allowing aircrew members to acclimate to 

the environment and prepare for the upcoming decompression. Once ready, the chamber 

undergoes a sudden reduction in pressure, rapidly simulating the altitude of 25.000 feet. 

As the oxygen levels drop, aircrew members are encouraged to recognize the physical 

and cognitive symptoms of hypoxia in themselves and observe the signs in their peers 

(see Background). 

Throughout the exercise, the controller prompts aircrew members to complete simple 

tasks or respond to questions (e.g. completing a simple maze, date recollection), helping 

them observe how hypoxia affects their performance. After this section, an altitude of 

18.000 feet is simulated, wherein the aircrew members observe the effects of hypoxia 

on night-vision. By the end of the session, aircrew members are provided oxygen masks, 

and the chamber is gradually returned to normal pressure. This exposure prepares 

aircrew members to recognize hypoxia symptoms in flight and respond quickly to avoid 

loss of consciousness or other severe consequences. 

 

2.1.2 Sensors for collecting data 

The participants were equipped with a custom designed ‘physiology monitoring sensor’, 

called the 'Health Patch' (2M Engineering, Valkenswaard, The Netherlands (44)). This 
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sensor was attached to the body of aircrew members as depicted in Figure 1. 

 

Figure 1: Sensor locations of the physiology monitoring system. 

 

This sensor included multiple components strategically placed on the participants to 

capture distinct physiological signals. The specific sensors and their corresponding data 

types include: 

• ECG, at a sampling frequency of 250 Hz. The electrodes (3M Red Dot, type 

2330) were placed on the participants’ chest (see also Figure 1), arranged to 

provide accurate and reliable heart rate data without interference of other flight 

equipment.  

• Respiratory Rate (RR) derived from the bioimpedance signal (45). The 

bioimpedance signal was retrieved through the same electrodes as the ECG. 

These sensors detect changes in the body’s electrical impedance caused by 

breathing movements (i.e., lungs filled with oxygen have a higher impedance). 
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• PPG data, which measures blood volume changes in the microvascular bed of 

tissue. This was collected using an optical sensor that was positioned on the 

forehead. The PPG data was used to derive the SpO2. 

• Skin Temperature. Temperature sensors were placed on the forehead. 

• Pressure in the hypobaric chamber (its inverse is referred to as altitude). 

The skin temperature is useful as hypoxia may induce changes in the body’s 

thermoregulatory mechanisms. As the body tries to compensate for reduced oxygen 

levels, blood flow and skin temperature may change. The respiration rate is a useful 

feature as one of the immediate body compensatory responses is to increase oxygen 

intake by increasing the respiration rate. 

Next to these automatic data gathering, two auxiliary data categories were collected 

manually. The first are the timestamps when the aircrew members placed their mask 

on/off their face. This is relevant, as even when the air pressure is low aircrew members 

cannot become hypoxic when they are wearing an oxygen mask. The second are 

timestamps of the beginning and end of the experiment, so that irrelevant data can easily 

be filtered out. 

 

2.1.3 Data collection protocol 

Fifty-one (51) aircrew members undergoing their regular hypoxia training at the Center 

for Man in Aviation (CMA) in Soesterberg, the Netherlands, were included in this study 

(see Table 1). 

 

 

Data collection was conducted during nine training sessions in 2023, specifically on 

June 5th, August 21st, 28th, 29th and 31st, October 19th and 26th, and November 6th and 

7th. Training sessions were performed between 1 and 4 PM , and typically 6-10 aircrew 

members were trained in the same session. Before starting their hypoxia training in the 

hypobaric chamber, each participant was fitted with three ECG electrodes, a PPG sensor, 

and a signal recorder by the experimental leader as described in Sensors for collecting 

data. During the training, the experimental leader monitored participants from the 
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outside, logging when masks were put on and off.  

Hypoxia training started with 30 minutes of acclimatization at sea level, which included 

a gradual altitude ascent to clear ears. After around 30 minutes, the participants 

experienced a rapid decompression to 25,000 feet, sequentially removing their masks 

to induce hypoxia, with a maximum exposure of six minutes. The exposure to hypoxia 

was ended by the participant him-/herself or by the instructor. The procedure was 

repeated at 18,000 feet in darkness, with masks reapplied after four minutes. The 

session concluded with a gradual descent. 

After carefully removing the sensors, the collected data was downloaded and organized 

by participant number and training day. The experimental protocol was conducted in 

accordance with the Declaration of Helsinki and its subsequent amendments and was 

approved by the Research Ethics Board of TNO (2023-030). All participants provided 

free and informed consent prior to participating in this study. 

 

2.1.4 Ground truth labels 

By assigning labels, we essentially create a "ground truth" that allows the model to learn 

the relationships between these features and when an aircrew member is hypoxic. For 

our study, this involves labeling segments of ECG data as either "Hypoxic" or 

"Nonhypoxic" to represent the subject's oxygenation state. The labeling strategy has a 

profound impact on the machine-learning model that tries to replicate the labels. 

Measuring SpO2 would normally be used for measuring oxygenation. However, these 

sensors are not validated for use in low pressure environments such as the hypobaric 

chamber, and preliminary experiments have shown fluctuating signals. Therefore a 

different labeling strategy was chosen. All timestamps at which the altitude was less 

than 10,000 feet or at which the participant was wearing an oxygen mask were labeled 

as nonhypoxic. The reasoning is that an aircrew member cannot be hypoxic when not 

at altitude or when receiving oxygen through the mask. For the remainder of the signal, 

we use the manually recorded mask on/off events. ECG timestamps are labeled as 

hypoxic when the mask is off and air pressure is below 50% of its normal. In all other 

cases the ECG signal is marked as nonhypoxic. 
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The advantages are that mask-off event markers are non-fluctuating, reliable and 

subject independent (as they are manually recorded and not dependent on a sensor). Air 

pressure can also be measured accurately. A potential disadvantage is possible 

transition-state segments, where the physiological response in the ECG may still be 

nonhypoxic despite the mask being off in low air pressure. While we find it worthwhile 

to validate this labeling approach against direct physiological markers of hypoxia, such 

validation was beyond the scope of the present study. 

For the remainder of the article, when referring to hypoxic or nonhypoxic data points, 

it is implied that for hypoxic data points the mask is off and air pressure is below 50% 

of its normal value. 

 

2.1.5 Data exploration 

To provide an overview of the experimental session and illustrate data quality, we 

present examples in Figure S.1 - Figure S.3, which can be found in the online appendix. 

Each figure displays SpO2, Mask Off events, Skin Temperature, and pressure data from 

a single participant during the experiment.  

The experiment session for each subject includes two Mask Off events: a first one at 

25,000 feet altitude and a second Mask Off event at 18,000 feet altitude. During the 

first and second Mask Off events at high altitude, participants are subjected to reduced 

oxygen levels for a maximum of 6 minutes, leading to hypoxia. This condition is shown 

by changes in SpO2 levels. For instance, the SpO2 levels of the subject shown in Figure 

S.1 show a significant decrease during hypoxia exposure at 25,000 feet and a lesser, 

though notable, decrease at 18,000 feet. For example, two subjects that exhibit good 

quality SpO2 readings are illustrated in Figure S.1 and Figure S.3. In contrast, one 

subject that shows highly fluctuating SpO2 signals is illustrated in Figure S.3. In general, 

low pressure combined with Mask Off conditions corresponds to the most pronounced 

decreases in SpO₂, consistent with exposure to hypoxic environments. However, even 

when pressure is high and the mask is on, SpO₂ signals can be noisy or unstable, 

suggesting that signal quality may be influenced by factors other than oxygen 

availability alone. Additionally, no clear or consistent changes in skin temperature are 
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observed immediately following sudden decompression events. 

In the end, 40 out of 51 participants were included for further data processing (7 female, 

33 male participants). Eleven participants were excluded due to incomplete data or 

subjects dropping out early in the training session (see also Figure 2). 

 

Figure 2: Participant inclusion and exclusion procedure 

 

Although 40 datasets may seem limited at first glance, the structure of the experiment 

allows for a much larger effective sample size. Specifically, the 40 included participants 

collectively contributed approximately 480 minutes of mask-off (hypoxic) data. From 

these continuous recordings, we extract overlapping time windows to create individual 

data points for model training and testing. This approach results in a substantially 

expanded dataset, enabling meaningful statistical analysis and robust model 

development despite the relatively modest number of participants. 

2.2 Preprocessing and feature extraction 

In order to detect whether an aircrew member is hypoxic, a sequence of steps is 

undertaken that is well-established in scientific literature.  

2.2.1 Preprocessing 

Prior to the analysis, the data is preprocessed to remove unwanted artifacts that could 

negatively influence the model and prepare the data for further processing. See Figure 

3 for an overview of the full pipeline. 
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Figure 3: Overview of the data preprocessing pipeline. 

 

All ECG data was filtered using the SciPy Python library (46). First, the baseline 

wander was removed using an order 5 Butterworth highpass Infinite Impulse Response 

(IIR) filter (47) with a cutoff frequency of 0.5 Hz. Secondly, a filter was applied that 

removed the Power Line Inference (PLI) (48). This was done by smoothing the signal 

with a moving average kernel with the width of one period of 50 Hz (European power 

frequency). 

Figure S.4 shows an example of ECG data preprocessing, which can be found in the 

online appendix. It displays raw ECG data and preprocessed ‘clean’ ECG data. The 

clean data has both baseline wander and powerline interference removed. 

 

2.2.2 Segmentation 

The data is split into smaller segments that entirely belong to a hypoxic section or to a 

nonhypoxic section of the dataset. The choice of the time interval of these segments is 

influenced by the need to perform HRV analysis on the ECG, the tools used (such as 

NeuroKit2 (49)), and the requirement for a sufficiently large dataset. The following 

constraints influence the choice of a time interval: 
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• Minimum duration in literature: The minimum time interval for HRV analysis 

on ECG varies depending on specific conditions and analysis methods. (50) 

suggested that a longer measurement time is necessary for ultra-short-term HRV 

analysis under dynamic conditions, with at least 120 seconds required in post-

exercise recovery or exercise conditions. (51) further supported this, indicating 

that a minimum duration of 180 seconds may suffice for HRV measurement. 

• Technical limit: For segments shorter than 15 seconds, we encounter a technical 

limitation: not all HRV features computed from ECG with NeuroKit2 can be 

extracted, making this a hard lower-bound. 

• Data point count: The longer the segments, the fewer hypoxic data points are 

available for training and testing. As machine learning algorithms generally 

work better with more data points, shorter segments are preferred. In total, 

subjects are exposed approximately 480 minutes in a low oxygen environment 

with their mask off (i.e. 12 minutes of total mask off time for 40 subjects). 

In order to be able to detect trends of HRV features over time, it is beneficial to provide 

data from multiple time windows to the classifier. In our case we choose three time 

windows of different length. When splitting the data we make sure that the smallest 

time window, which is the most recent one, is either completely hypoxic or nonhypoxic. 

This windowing mechanism is visualized in Figure 4 for windows of 30, 60 and 120 

seconds. 
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Figure 4: Data segmentation example: we show how data is divided in 30 seconds long 

data points and the extra portions of time used to extract descriptive features. 

 

We call the entire data point hypoxic (with its three time windows), when the smallest 

window is hypoxic, even when the larger time windows cover nonhypoxic regions of 

the signal. As we are interested in detecting the early stages of hypoxia, such data points 

represent valuable transition periods. 

Weighing the interests of having many data points and a robust HRV analysis, we have 

selected to compare two different splitting strategies: 

• 30-second hypoxic windows, with past windows of size 60 seconds and 120 

seconds, yielding 1.442 data points (half hypoxic, half non-hypoxic). 

• 20-second hypoxic windows, with past windows of 40 seconds and 80 seconds, 

yielding 2.196 data points (half hypoxic, half non-hypoxic). 

For each of these data points, the set of features described in Feature extraction are 

extracted for all three windows. 

 

2.2.3 Feature extraction 

In this section, we delve into the process of extracting features from the raw signals. 

The effectiveness of hypoxia classification heavily relies on the accurate and 

meaningful extraction of features. All described features can be applied to signals of 

variable length and are extracted for each of the three windows (see Segmentation) and 

combined into a single feature vector. As an example, the Mean_ECG_Rate feature is 

extracted for the 30, 60 and 120 second time window, and added to the feature vector 

under the names 30S Mean_ECG_Rate, 60S Mean_ECG_Rate and 120S 

Mean_ECG_Rate. Similarly, for the 20-second dataset, measures such as 

Mean_ECG_Rate are extracted within the 20-second window and added to the feature 

vector as 20S Mean_ECG_Rate, and so forth. The features were extracted with the aid 

of the python library Neurokit2 (35) a package that is growing in popularity and is 

frequently cited in recent publications. Neurokit2 contains a total of 124 HRV measures 

that can be extracted from a signal. In our approach, we attempted to use all 124 
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Neurokit2 measures, but some measures were not computable for shorter time windows. 

In order to calculate the HRV features, a heartbeat detection was done on the ECG 

signal. This was done using Neurokit’s ecg process function which detects the R peaks 

in the ECG signal and then calculates the heart rate. The method used was elgendi2010. 

All available Neurokit2 measures where applied to all time windows, but some 

measures only worked on larger time windows and not the shorter ones. In this case, 

the Neurokit2 measure was omitted for the shorter time window, but still added for the 

longer time window. For the 20-second dataset a total of 86 Neurokit2 measures were 

usable for at least one time window, resulting in 218 features in total (Neurokit2 

measure – time window combinations). For the 30-second dataset 90 Neurokit2 

measures were usable, resulting in 253 features in total. 

In order to be concise, we have chosen not to list all of the features that entered the 

feature selection process here, but only the Neurokit2 measures that were determined 

to be valuable for classifying hypoxia after feature selection (see Feature selection 

methodology and Feature importance results). Table S.1 provides descriptions for these 

18 Neurokit2 measures, as well as the three non-ECG measures, and can be found in 

the online appendix. 

 

2.2.4 Statistical analysis 

A normality test was conducted on data from each feature. Both the Saphiro-Wilk test 

(52) and the D’Agostino test (53) returned a negative response, indicating the features 

do not follow a normal distribution. Therefore, we opted to normalize the features using 

Min-Max rescaling rather than a z-score standardization. This standardization was 

performed subject-wise, as that resulted in better performance. 

 

2.3 Feature selection methodology 

Feature selection is important as it helps to improve the model's performance by 

eliminating irrelevant or redundant features, which can reduce overfitting and enhance 

generalization to new data. Additionally, it simplifies the model, making it more 

interpretable and reducing the computational cost of training and classification. 
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Feature selection may be performed by starting with a single feature and sequentially 

adding the next-most-valuable feature (forward selection), or by starting with all 

features and iteratively removing the least-valuable feature (backwards selection) (54-

56). As there are many features available, we have opted for the forward selection 

method. At the beginning of the forward selection process, all available Neurokit2 

measures (86/90, see Feature extraction), along with the mean respiratory rate, mean 

skin temperature, and standard deviation of skin temperature, are candidate features to 

be added. 

The feature value is determined by a given quality measure using a given classification 

method, which is called a wrapper method (55). To gain a thorough understanding of 

what features are important to detect hypoxia, irrelevant of the classifier being used, we 

have chosen to evaluate five different classification methods and aggregate their results, 

of which parameters values where chosen based on preliminary experiments: (1) 

Logistic Regression, (2) K-nearest Neighbors for k=5, (3) Support Vector Classification 

(SVC), (4) Decision Tree and (5) Random Forest.1 These methods were chosen for 

their diversity, interpretability, and ability to provide confidence estimates. Unlike 

models such as one-dimensional convolutional neural networks (1D-CNNs) or dynamic 

time warping (DTW) —which are more suited for raw time-series data—our focus was 

on evaluating handcrafted features, for which these classifiers are more appropriate. 

The underlying model of each classifier impacts what features are most beneficial for 

the classification task. The value of a feature is judged by the change in accuracy of the 

classifier when the feature is included/excluded in the feature set. 

We chose a cross-validation fold value of 5. Each of the five classifiers is used as a 

wrapper method, resulting in a total of five feature rankings (one for each classifier). 

The ranking score of the feature (5 points when being the most important, and 1 point 

for being the 5th most important feature) is accumulated across all feature rankings. The 

feature with the highest total score is deemed as the most important feature. 

 

 
1 We set the maximum depth to 4 for both decision tree and random forest models to avoid overfitting. 
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2.4 Hypoxia classification methodology 

For each dataset (20 seconds, 30 seconds) we balanced the dataset with random under-

sampling of the majority class (nonhypoxic) per subject. In this manner an equal 

amount of nonhypoxic and hypoxic datapoints per subject are present in the dataset, 

which helps the models to pay more attention to the hypoxic datapoints at the cost of 

possible discarding useful non-hypoxic information. 

For the hypoxia classification task we measure the performance of the same five 

classifiers, and their earlier described settings, that were used during the feature 

selection (see Feature selection methodology). These models are trained using the 

subset of the five most relevant features for their classifier. To ensure an accurate 

estimation of the classifier's performance, we employed a leave-one-subject-out cross-

validation strategy, where data from one participant was used exclusively as the test set 

while the model was trained on data from the remaining participants. This approach 

guarantees that the training and test sets remain completely independent and prevents 

data leakage across participants. As performance metrics are averaged over all 

participants, this strategy also mitigates the impact of potential distributional 

differences between subsets, reducing the need for explicit comparisons of 

demographic or clinical variables across fixed data splits.  

We assess model performance using two key metrics, namely the accuracy and the log 

loss.  

The accuracy is straightforward to interpretate and widely accepted as a performance 

metric. Accuracy represents the proportion of correct predictions out of the total number 

of instances, providing a clear and easily understandable indication of the classifier's 

effectiveness. 

The log-loss performance measure is given by the equation  

𝐿𝑜𝑔𝐿𝑜𝑠𝑠 =  −
1

𝑁
∑ (𝑦𝑖 log( 𝑝𝑖) + (1 − 𝑦𝑖) log(1 − 𝑝𝑖))𝑁

𝑖=1    

  (1) 

where N is the total number of data points, yi represents the true label (0 or 1) of a 

datapoint i, pi is the predicted probability of the positive class for instance i. Log loss 
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(also known as cross-entropy loss) quantifies the difference between predicted 

probabilities and actual labels. A lower log-loss value indicates a model that predicts 

probabilities closer to the true labels, reflecting better performance. 

The log loss is a particularly useful measure for judging the performance of a classifier 

that provides confidence scores because it evaluates the accuracy of the predicted 

probabilities, not just the predicted classes. Unlike accuracy, which only considers 

whether the prediction was correct or not, Log Loss penalizes classifications that are 

confident but wrong more heavily. This ensures that the classifier is not only accurate 

but also calibrated, providing meaningful confidence scores that reflect the true 

likelihood of each class. By incorporating the probabilities, Log Loss offers a nuanced 

view of model performance, emphasizing the importance of producing reliable 

confidence estimates. 

Additional metrics such as sensitivity, specificity, and area under the ROC curve (AUC) 

can offer an even more comprehensive evaluation of model performance and future 

work will incorporate these measures to further characterize classifier behavior. 

 

3. Results 

3.1 Feature importance results 

The approach as described in Feature selection methodology is followed to determine 

what features are valuable for classifying hypoxia. This is done on the 20-second and 

on the 30-second dataset, to see whether other features are prominent for different time 

intervals. For a description of the features, we refer back to Table S.1 of the online 

appendix. Each feature is prefixed with the time window for which the Neurokit2 

measure was analyzed. The features that are never chosen as top-5 feature by any 

classifier (and thus have a score of 0) are omitted from the figures. 

Table 2 shows the most important features for the 20-second dataset. The most-

important feature is the HRV_Prc80NN on the 40-second time window, followed by 

the 80S temperature_mean. 
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Table 3 shows the same analysis, but now on the 30-second dataset. Here, the 120S 

resp_mean jumps out as most important feature. This feature was also deemed 

important on the 20-second dataset Table 2, although somewhat less important. 

 

 

3.2 Hypoxia classification results 

In this section, we compare model performances on both the 20 and 30 second hypoxia 

window datasets. The accuracy and log loss performance of each classifier, including 

the selected features for each classifier, are provided for the 20 second time windows 

in Table 4 and 30 second time windows in Table 5.2  

 

 

 

To understand what type of mistakes a model makes, we graphically inspect the 

classified data points using the SVC model. Figure 5 shows all data points for the 20 S 

time windows for all participants. In the top graph the true positives (green) and false 

negatives (red) are shown. All data points are on the right side of the yellow line, as in 

that area of the experiment the aircrew members were exposed to hypoxic conditions. 

The bottom graph shows true negatives (green) and false positives (red). For both 

graphs the y-axis is the models confidence for its classification. 

 
2 The feature rankings of these tables form the basis of the data of Table 2 and Table 3. Please note 

however that the accuracy and Log Loss measures are based on a leave-one-out cross-validation 

methodology, while the feature selection used a 5-fold cross validation methodology. 
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Figure 5: The classification of data points of the SVC classifier on the 20 S dataset. Top: 

Hypoxic (positive class) data points as per ground truth label, red dots are mislabeld 

data points (false negatives). Bottom: Nonhypoxic (negative class) data points as per 

ground truth label, red dots are mislabeled data points (false positives). The yellow line 

marks where the rapid decompression starts, which is when the mask off events are 

about to begin. The y-axis represents the confidence of the model. 

 

In order to better understand the workings of the classifier, we now investigate a similar 

graph of all data points, but now with the most important feature for the SVC model in 

the 20 S dataset as y-axis label. Figure 6 shows this adapted plot. Please note that the 

coloring and x-axis has not changed to Figure 5 only the height of the points. 
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Figure 6: The classification of data points of the SVC classifier on the 20 S dataset. Top: 

Hypoxic (positive class) data points as per ground truth label, red dots are mislabeled 

mislabeled data points (false negatives). Bottom: Nonhypoxic (negative class) data 

points as per ground truth label, red dots are mislabeled data points (false positives). 

The yellow line marks where the rapid decompression starts, which is when the mask 

off events are about to begin. The y-axis represents the normalized value of the 80S 

HRV_MinNN feature. 

 

4. Discussion 

4.1 Key findings 

The goal of this study was to investigate using ECG and temperature signals to detect 

hypoxic conditions of military aircrew members due to its non-invasive nature, ease of 

integration into existing flight equipment, and ability to provide continuous real-time 

data. A unique dataset was created by measuring 40 military aircrew members with 

multiple physiological and physical data sensors undergoing hypoxia training in a 
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hypobaric chamber. During the hypoxia training, a standardized flight protocol was 

simulated with different altitudes (by changing air pressure), including rapid 

decompression and the temporary removal of the trainee's oxygen masks. Besides the 

air pressure and manually collected Mask On/Off events, personal sensors captured the 

trainee's skin temperature, PPG, ECG, respiratory rate and SpO2. As part of data quality 

curation, data from three trainees were removed due to invalid ECG measurements and 

from two trainees due to unreliable SpO2 measurements, resulting in 40 valid signals. 

Taken together, this resulted in a unique curated multi-subject, multi-sensor, time-series 

dataset with induced and measured hypoxia. 

The oxygen mask being off (labeled as "hypoxic") or being on (labeled as "nonhypoxic") 

at high altitudes, was chosen as the ground truth label to train the classification 

algorithms on. Unfortunately, we could not reliably label hypoxia based on SpO2 

measurements as SpO2 measurements below 95% occurred too frequently at moments 

where hypoxia was not possible. 

Features were generated according to a 20-second data point approach (using features 

with window-sizes of 20, 40 and 80 seconds) as well as a 30-second data point approach 

(generating features with window-sizes of 30, 60 and 120 seconds). For the 20-second 

dataset, a total of 218 features were tested, and for the 30-second dataset 253 features 

were tested in total. 

A feature selection approach was implemented that scored features based on their 

occurrence in the best-performing feature rankings across five different classifiers. 

When comparing the results for the 20-second and 30-second datasets (Table 2 and 

Table 3), we observe that several features—HRV_Prc80NN, temperature_mean, 

resp_mean, ECG_rate_Mean, and temperature_std—consistently appear across various 

time windows and stand out as promising candidates for classifying hypoxia. This 

selection approach also revealed a clear preference for features derived from longer 

time windows. Specifically, features originating from the smallest windows (20S in 

Table 2 and 30S in Table 3) are considered valuable by some classifiers but appear less 

frequently than those from extended windows (e.g., 60S, 80S, and 120S). These 

findings suggest that longer ECG segments provide more reliable indicators of hypoxia 
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and offer valuable guidance for optimizing time window selection in future model 

development. 

For the classification task (Table 4 and Table 5), differences in classifier performance 

are not very large, suggesting that the type of classifier is not the most critical 

component for achieving high performance. Among the five classifiers tested, SVC 

performed best overall—achieving top-1 and top-2 rankings in accuracy for the 30- and 

20-second datasets, respectively—and consistently produced the lowest log loss. This 

indicates more confident and well-calibrated predictions. Such performance aligns with 

the nature of the hypoxia classification problem, which is likely non-linearly separable 

due to complex physiological signal interactions; SVC is particularly suited for this task 

due to its ability to define flexible decision boundaries. In contrast, Decision Trees, 

despite occasionally achieving high accuracy, showed substantially higher log loss, 

reflecting poor probability calibration and a tendency to overfit the training data. 

Random Forests and Logistic Regression provided a good balance across performance 

metrics, while K-nearest Neighbors lagged behind, likely due to its sensitivity to local 

noise and limitations in high-dimensional feature spaces. Importantly, features like 

resp_mean and temperature_mean consistently appeared across models, highlighting 

their relevance in detecting hypoxic states. The variation in additional features selected 

by each model further emphasizes their differing inductive biases and sensitivity to 

specific signal characteristics. Taking into account that all classifiers yielded high and 

balanced performance across diverse metrics, we conclude that the models achieve 

robust and reliable hypoxia classification based on the provided features. 

We found that the longer time windows were preferred by the classification models. 

This leads to the question whether even larger time windows are also valuable for the 

classification task. We would like to extend our study towards larger time windows in 

the future. Special attention, however, has then to be given towards the consequential 

reduction of the number of data points when the time windows get longer. 

Deeper analysis of the commonality of the current misclassifications may lead to further 

improvements. In the current study a deep investigation under what conditions the 

classifiers are reliable was out of scope. The results of such an analysis may generate 
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valuable insights that lead to further improvements of the classifier or to clear 

limitations on the usage of the models. 

 

4.2. Strength and limitations 

The current study population primarily consists of fit military aircrew members (7 

female, 33 male). To ensure our model's generalizability to a broader population, it is 

important to account for the variability in physiological responses to hypoxia among 

different individuals. The model's performance may be affected by specific 

physiological characteristics of less fit military aircrew members, particularly in 

response to varying environmental conditions encountered during actual flights. To 

enhance and validate the model's generalizability, it is essential to incorporate a more 

diverse population into the training dataset. Furthermore, continuous validation and 

refinement of the model with new data from different populations and real-world 

scenarios will improve its robustness and reliability. 

The data was collected in a hypobaric chamber. The aircrew members were sitting still 

and performing their training. When an aircrew member is in flight, the situation 

significantly changes. There are high G-forces, and vibrations, leading to additional 

noise in the sensor readings. The wearing of additional gear may also impact the sensor 

readings. The aircrew member may also be preoccupied with the mission, rather than 

paying attention to hypoxia symptoms. 

It would be valuable to collect data from aircrew members during flight. However, 

exposing the aircrew members to hypoxic events during flight is dangerous and not 

ethical. We therefore should investigate how models for hypoxia detection in safe 

conditions can transfer towards a use in a real fighter jet. 

We have chosen the manual labels of when aircrew members take of their mask instead 

of the SpO2 sensor data. Although related, this is not an equal substitute. Specifically 

for the transition periods between non-hypoxic and hypoxic and vice versa, is the mask 

on/off label not an indication of hypoxia itself. The trained classifier is essentially a 

classifier whether the aircrew member is exposed to hypoxic conditions, rather than 

that the aircrew member is hypoxic. The benefit of this approach is that early stages of 
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hypoxia may be detected, and the aircrew member may intervene before becoming 

hypoxic. 

 

4.3 Comparison with similar research 

Previous studies have explored hypoxia classification using machine learning, 

particularly through ECG and HRV features. Oliveira et al. (32) and Castro-Herrera et 

al. (33) demonstrated the potential of HRV metrics to reflect autonomic responses to 

hypoxia in healthy individuals and pilots, respectively, while Aebi et al. (34) 

investigated hypobaric influences in pilot trainees. In fetal hypoxia detection, Dong et 

al. (37) and Hussain et al. (38) utilized SVMs and HRV features, and Ma’sum et al. (39) 

employed deep learning directly on ECG signals. For adult populations, Niaussat et al. 

(40) applied XGBoost and Random Forests to ICU patients using a small set of 

physiological parameters. Compared to these works, our study distinguishes itself 

through its focus on healthy military aircrew, the combination of ECG and skin 

temperature features, and the use of a diverse and curated multi-sensor dataset collected 

in a controlled hypobaric environment. Moreover, our feature selection strategy across 

multiple classifiers and time windows further refines the reliability of hypoxia detection.  

 

4.4 Explanations of findings 

When investigating the performance of the SVC, we observe that most 

misclassifications occur when the model indicates that it has low confidence in its 

prediction. This shows that the confidence estimations have been learned successfully 

by the model, and the confidence estimation values may be used in the resulting system. 

For example, by only warning an aircrew member when the model detects hypoxia and 

the confidence of the model for that prediction is high. 

In general, we are satisfied to assess that most of the false classifications are 

concentrated in the second half of the experiment session (see Figure 5), essentially 

where the mask off events and the depressurization of the chamber takes place. In the 

first part of the session only few data points are wrongly marked as hypoxic, while 

having low confidence in the classification. When regarding false negatives, we observe 
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that the majority is happening at the start of the mask-off event. This makes sense, as 

the aircrew member has just taken of the mask and is not oxygen deprived yet. We 

observe that the classifier quickly detects when the pilot is exposed to hypoxic 

conditions after the mask is removed. Such a classifier could potentially warn aircrew 

members before serious symptoms manifest. When working with confidence levels, the 

general hope is that all misclassifications belong to data points for which also a low 

classification confidence is given. In Figure 5 we observe that this is true for the false 

negatives, but less so for false positives. 

When regarding hypoxic data points (the top figure of Figure 6), we observe that the 

model makes mistakes when the 80S HRV_MinNN feature is having high or low values. 

When this feature has a value in the middle of the observed data range, the model made 

no mistakes. There is no clear pattern visible for the false negatives. Such an analysis 

can be made for all available features in order to better understand under what 

circumstances the classifier makes mistakes. This may lead to an even better model for 

the classification task, and we leave this as future research. 

 

4.5 Implications and actions needed 

To advance this research towards practical implementation, we propose the following 

directions: 

• Validation under Gradual Hypoxia: Conduct follow-up studies with gradual 

hypoxia onset to better mirror real in-flight conditions and improve classifier 

generalization. 

• Sensor Integration: It would be beneficial to use a more reliable sensor for 

detecting the true hypoxic state of aircrew members. In the future, a system may 

be envisioned that provides staged feedback to the aircrew member (e.g., you 

are at risk of becoming hypoxic, you are hypoxic). The fact that hypoxia was 

difficult to reliably capture hypoxia with the SpO2 sensor in our experiment, 

strengthens the need of our more practical approach. A good starting point are 

the various sensors that the Health Patch contains (44). 

• Model Deployment & Feedback Modalities: Investigate real-time system 
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integration, including feedback modalities (auditory, visual, haptic) and user-

centered alert mechanisms for in-flight use. 

• Expanded Physiological Event Detection: Extend classification to other events 

(e.g., arrhythmia, CBRN exposure) using additional biosignals from the Health 

Patch.  

• Population Diversity: Explore gender-specific physiological responses and 

inter-subject variability to enhance model robustness. 

• Reusable ML Platform: Continue developing our digital platform to streamline 

sensor data collection, enable cross-study learning, and simplify workflow reuse 

for both technical and non-technical users. See (57) for more information about 

this platform. 

• Application to Other Domains: Explore the use in clinical and high-risk 

environments such as ICUs (40), fetal hypoxia monitoring (37-39). 

 

5. Conclusions 

This study describes the development of an algorithm for classifying hypoxic 

conditions of military aircrew members. We have shown that hypoxia can be predicted 

in a realistic setting from an ECG and skin temperature sensor, which opens the way to 

advance this approach towards practical applications to support military aircrew 

members in the cockpit. 
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Table 1 - Baseline Characteristics of Participants by Sex. M = Mean; SD = Standard Deviation. 

 

Sex 
Age (years), M 

(SD) 

Age 

Range 

Weight (kg), M 

(SD) 

Weight 

Range 

Height (cm), M 

(SD) 

Height 

Range 

Female 

(N=8) 
28.0 (2.5) 25–32 68.5 (11.2) 50–82 170.2 (5.7) 160–176 

Male 

(N=43) 
30.4 (6.7) 21–54 87.6 (8.7) 66–104 186.0 (6.2) 170–200 
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Table 2: Cross Model feature ranking for the 20-second dataset (5-fold cross validation). The 

score is the sum of the score per classifier. A feature can have a maximum score of 25 if it was 

the top-1 feature for all 5 classifiers. 

 Feature Score 

40S HRV_Prc80NN 11 

80S temperature_mean 7 

80S HRV_HFn 5 

80S HRV_MinNN 5 

80S ECG_Rate_Mean 5 

80S HRV_Prc80NN 5 

80S HRV_MFDFA_alpha1_Asymmetry 5 

80S HRV_pNN20 4 

80S HRV_LZC 4 

40S resp_mean 4 

40S HRV_GI 3 

80S resp_mean 3 

40S temperature_mean 3 

20S HRVpNN20 2 

20S HRV_MeanNN 2 

40S HRV_MaxNN 2 

40S HRV_MFDFA_alpha1_Fluctuation 2 

20S temperature_mean 1 

20S temperature_std 1 

40S temperature_std 1 
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Table 3: Cross Model feature ranking for the 30-second dataset (5-fold cross validation). The 

score is the sum of the score per classifier. A feature can have a maximum score of 25 if it was 

the top-1 feature for all 5 classifiers. 

 Feature Score 

120S resp_mean 20 

60S HRV_Prc80NN 6 

120S HRV_MCVNN 5 

120S HRV_Prc80NN 5 

120S temperature_std 5 

60S HRV_MadNN 4 

120S temperature_mean 4 

120S HRV_HFD 4 

60 HRV_Prc20NN 4 

30S ECG_rate_mean 4 

60S HRV_MeanNN 3 

60S temperature_std 2 

60S HRV_MedianNN 2 

60S HRV_MadNN 2 

30S temperature_mean 2 

30S HRV_PSS 1 

30S HRV_PIP 1 

30S HRV_SD2d 1 
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Table 4: The performance of five classifiers on the 20S dataset (leave-one-out cross validation). 

The best performance values are indicated in bold. 

 

Classifier Accuracy Log Loss Top Features 

SVC 0.90 ± 0.07 0.25 ± 0.15 80S HRV_MinNN 

40S HRV_Prc80NN 

40S HRV_GI 

40S temperature_mean 

40S resp_mean 

DecisionTree 0.90 ± 0.07 0.72 ± 1.43 80S HRV_Prc80NN 

80S HRV_LZC 

80S resp_mean 

40S HRV_MaxNN 

40S temperature_mean 

RandomForest 0.89 ± 0.07 0.32 ± 0.10 80S HRV_MFDFA_alpha1_Asymmetry 

80S temperature_mean 

40S HRV_Prc80NN 

40S HRV_MFDFA_alpha1_Fluctuation 

40S temperature_std 

LogisticRegression 0.88 ± 0.07 0.30 ± 0.16 80S HRV_HFn 

40S HRV_Prc80NN 

40S resp_mean 

20S HRV_pNN20 

20S temperature_mean 

KNeighbours 0.86 ± 0.07 1.17 ± 1.07 80S ECG_Rate_Mean 

80S HRV_pNN20 

80S temperature_mean 

20S HRV_MeanNN 

20S temperature_std 
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Table 5: The performance of five classifiers on the 30S dataset (leave-one-out cross validation). 

The best performance values are indicated in bold. 

 

Classifier Accuracy Log Loss Top Features 

SVC 0.89 ± 0.08 0.27 ± 0.17 120S HRV_MCVNN 

120S temperature_mean 

120S resp_mean 

30S ECG Rate_Mean 

30S HRV_PSS 

DecisionTree 0.90 ± 0.07 0.55 ± 0.58 120S temperature_std 

120S resp_mean 

60S HRV_MeanNN 

60S HRV_MedianNN 

30S HRV_SD2d 

RandomForest 0.88 ± 0.08 0.32 ± 0.11 120S resp_mean 

60S HRV_Prc20NN 

60S HRV_Prc80NN 

30S HRV_MadNN 

30S temperature_mean 

LogisticRegression 0.89 ± 0.08 0.31 ± 0.18 120S resp_mean 

60S HRV_MadNN 

60S HRV_Prc80NN 

30S ECG_Rate_Mean 

30S temperature_mean 

KNeighbours 0.85 ± 0.08 1.19 ± 1.33 120S HRV_Prc80NN 

120S HRV_HFD 

120S resp_mean 

60S temperature_std 

30S HRV_PIP 
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Figure S.1: SpO2, Scaled Pressure, Skin Temperature 

and Mask Off annotations recorded during the subject 

002 session 
 
For graphical clarity, we scale the pressure (P) to the range (0, 1) and multiply by 100: 

Scaled Pressure = (P - min(P)) / (max(P) - min(P)) * 100     (1) 
 

 
Figure S.1: SpO2, Scaled Pressure, Skin Temperature and Mask Off annotations recorded during the subject 002 

session. X axis represents time in minutes. At about 35 minutes the pressure in the chamber drops sharply and 

briefly after the second Mask Off event takes place. 
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Figure S.2: SpO2, Scaled Pressure, Skin Temperature 

and Mask Off annotations recorded during the subject 

003 session. 
 

 
Figure S.2: SpO2, Scaled Pressure, Skin Temperature and Mask Off annotations recorded during the subject 003 

session. 
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Figure S.3: SpO2, Scaled Pressure, Skin Temperature 

and Mask Off annotations recorded during the subject 

004 session. 
 

 
Figure A.3: SpO2, Scaled Pressure, Skin Temperature and Mask Off annotations recorded during the subject 004 

session. In this case SpO2 data is particularly noisy. 
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Figure S.4: ECG data from the whole experiment 

session of subject 002 
  

 
Figure A.4: ECG data from the whole experiment session of subject 002. Orange points correspond to the raw 

(noisy) ECG data affected by powerline interference and baseline wander. Blue curve corresponds to the ‘clean’ 

preprocessed ECG. 
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Table S.1: Descriptions of the relevant measures after 

feature selection 
Acronym  Description  
ECG_Rate_Mean  Average heart rate calculated from the RR intervals   
temperature_mean  The average skin temperature of the subject within the given time 

window  
temperature_std  The standard deviation of the skin temperature of the subject 

within the given time window  
resp_mean  Respiration Rate (derived from ECG bio-impedance)  
HRV_MedianNN  The median of the absolute values of the successive differences 

between RR intervals  
HRV_MinNN  shortest RR interval  
HRV_MaxNN  longest RR interval  
HRV_MadNN  The median absolute deviation of the RR interval  
HRV_MCVNN  The median absolute deviation of the RR intervals (MadNN) 

divided by the median of the absolute differences of their 
successive differences (MedianNN).  

HRV_pNN20  The proportion of RR intervals greater than 20ms, out of the total 
number of RR intervals  

HRV_Prc80NN  80th percentile of the RR intervals  
HRV_Prc20NN  20th percentile of the RR intervals  
HRV_HFn  High frequency band spectral power, normalized  
HRV_SD2d  long-term variance of contributions of decelerations 

(prolongations of RR intervals)  
HRV_GI  Guzik's Index, defined as the distance of points above line of 

identity (LI) to LI divided by the distance of all points in Poincaré 
plot to LI except those that are located on LI.  

HRV_HFD  The Higuchi's Fractal Dimension of the HR signal  
HRV_LZC  The Lempel-Ziv complexity quantifies the regularity of the signal 

by scanning symbolic sequences for new patterns, increasing the 
complexity count every time a new sequence is detected. Regular 
signals have a lower number of distinct patterns and thus have 
low LZC whereas irregular signals are characterized by a high 
LZC. While often being interpreted as a complexity measure, LZC 
was originally proposed to reflect randomness.  

HRV_PSS  Quantifies the degree of heart rate fragmentation by measuring 
the proportion of very short (<3 beats) accelerations and 
decelerations in heart rate variability (HRV).  

HRV_PIP  Percentage of inflection points of the RR intervals series  
MFDFA_alpha_1_asymmetry  Quantifies the imbalance in the magnitude of fluctuations 

between positive and negative deviations from the trend at the 
scale corresponding to the singularity exponent in a time series.  

MFDFA_alpha_1_fluctuation  Measures the overall magnitude or strength of fluctuations at the 
scale corresponding to the singularity exponent in a time series. It 
reflects the degree of variability or volatility in the data at this 
particular scale.  

Table A.1: Descriptions of the relevant measures after feature selection. The ECG measure names originate from 
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Neurokit2. The 3 non-ECG features are temperature_mean, temperature_std and resp_mean. 
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