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Abstract—Federated learning has emerged in the last decade
as a distributed optimization paradigm due to the rapidly
increasing number of portable devices able to support the heavy
computational needs related to the training of machine learning
models. Federated learning utilizes gradient-based optimization
to minimize a loss objective shared across participating agents.
In this paper, we propose a novel modified federated-learning
framework wherein each client locally performs a perturbed
gradient step leveraging prior information about other statistically
affine clients. We theoretically prove that our procedure, due to
a suitably introduced adaptation in the update rule, achieves a
quantifiable speedup on the exponential contraction factor in the
strongly convex case compared with popular algorithms FEDAVG
and FEDPROX, here analyzed as baselines. Lastly, we legitimize
our conclusions through experimental results on the CIFAR10
and FEMNIST datasets, where we show that our algorithm speeds
convergence up to a margin of 30 global rounds compared with
FEDAVG while modestly improving generalization on unseen data
in heterogeneous settings.

Index Terms—federate learning, stochastic optimization

I. INTRODUCTION

The large availability of computationally capable devices,
such as smartphones or data centers, made the advent of
distributed machine learning possible. Federated learning is an
optimization paradigm enabling a distributed approach to artifi-
cial intelligence where a central server coordinates the training
of a shared statistical model, such as a convolutional neural
network classifier, across several clients whilst preserving their
privacy constraints. No samples from clients are shared with the
server and only locally-computed updates are communicated
at each round to optimize the centralized model.

Formally, a central server coordinates the training of a model
w ∈ RD across C clients, where each holds its dataset Di

with samples ξi1, ξ
i
2, . . . , ξ

i
Ni

drawn from distribution Pi(x,y).
Given the sample loss ℓ(w; ξ), each client i solves the local
problem minw Eξ∼Pi

[ℓ(w; ξ)], expressed by the empirical
risk minimization objective fi(w). With

∑C
i=1 pi = 1, the

server globally minimizes the aggregation function

f(w)
def
=

C∑
i=1

pifi(w) where each fi(w)
def
=

1

Ni

Ni∑
n=1

ℓ(w; ξin). (1)

The optimization is performed during T training rounds, and
participating clients receive the shared model wt,0 and com-
plete E steps of stochastic gradient descent on their respective
datasets in each round. The local update rule for client i at
round t ≥ 0 and step k ∈ { 0, . . . , E − 1 } is wi

t,k+1 =
wi

t,k − γtgi(w
i
t,k) where gi(w

i
t,k) = ∇fi(w

i
t,k; ξ

i
t,k) is the

stochastic gradient and γt is the step size. From [11], it is
common to study the convergence using the average iterate

wt,k+1 = wt,k − γt
∑
i∈St

pigi(w
i
t,k). (2)

The average iterate is defined as w
def
=

∑C
i=1 piwi. The set St

denotes the clients participating in server round t. Globally, this
results in inexact stochastic gradient descent, because client
i computes the stochastic gradient in the local iterate wi

t,k

rather than wt,k. We remind that wi
t,0 = wt,0 holds for every

client at the beginning of any round t. In practice, the server
collects the local updates and then aggregates them to update
the centralized model at the end of every global round.

Contributions: Motivated by the scarcity of literature that
questions whether convergence and generalization might benefit
from integrating mutual client similarity information in the
standard federated training process, we simultaneously answer
the following unrelated topic questions.
1) Can we improve generalization by leveraging local infor-

mation about statistically similar clients?
2) Can we devise a locally perturbed scheme to directly

influence the global convergence speed?
We take inspiration from the concept of node similarity from
spectral graph theory to rethink a federated network as a
weighted graph based on the statistical similarity between
clients’ data. Hence, our goal is to devise an elementary
procedure that capitalizes on the aforementioned information
to carry out a perturbed optimization step that could improve
the overall convergence speed as well as the generalization
capacity of the learned model. Our main contributions are
summarized as follows.
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Fig. 1. Our framework with three clients having
binary class samples, and the server computing
wt,0 and each ui

t at every round t.

To establish a base-
line, we provide an
alternative analysis
(see IV-A) of known
algorithm FEDPROX
([10]) as a generaliza-
tion of FEDAVG with
proximal updates. In
the strongly convex
scenario, we show
that FEDPROX has
a slower contraction
rate at iteration t with
respect to FEDAVG for comparable step sizes.

In Section III, we conceive our algorithm based on making
inexact gradient steps. Our idea of inexactness is connected
with choosing an ideal perturbed iterate that locally minimizes
the distance from statistically similar clients (neighboring nodes
of the graph representation of the network as in Figure 1). For
strongly convex losses (see IV-B), its contraction term has
provably faster decay than FEDAVG (and FEDPROX) for com-
parable step sizes and any choice of our perturbation parameter
β ∈ (0, 1). Our algorithm has similar asymptotic terms to



FEDAVG even without convexity guarantees, and performs
comparably. However, regardless of convexity, we show that
our framework presents a limitation due to unavoidable term
O(G2/β2) rapidly growing as we decrease β.

To support our claims on the robustness of our method, we
offer empirical evidence on widely used benchmark datasets
(see V): FEMNIST from [9] and CIFAR10 from [5]. We
compare its performance with FEDAVG as the specific case of
FEDPROX when α = 0.

II. RELATED WORKS

The pioneering algorithm FEDAVG was introduced by [8] to
classify written digits using a CNN ([2]) and predict the next
word in a sentence with an LSTM ([3]). It was shown to largely
outperform single epoch decentralized stochastic gradient
descent (FEDSGD). FEDAVG, also known as LOCALSGD
and initially proposed by [6] as SGD ([1]) with periodic model
averaging, has since been studied to assess its behavior under
different assumptions. Most works, including ours, assume the
local objective losses to be smooth and analyze the convergence
of FEDAVG leveraging distinct prior information. For instance,
[16, 11] derived the convergence rates of FEDAVG for strongly
convex losses and diminishing step sizes while bounding the
norm of gradients. [16] used the gap between the global
optimal value f⋆ and the expectation of local optimal values
E fi(w

i
⋆) as heterogeneity measure. On the other hand, [15, 14]

extended the known analysis to generally convex and nonconvex
functions. The diverse nature of clients’ losses, exacerbated by
the statistical heterogeneity, induces locally-optimized models
to diverge from the global model. This phenomenon, called
client drift (or local divergence), has been tackled by multiple
studies. In this respect, [10] introduced a generalization of
FEDAVG named FEDPROX, which exploits a proximal term
in clients’ objectives to constrain the local iterates to stay
close to the global one as optimization takes place. Due to
its elementary nature, we choose FEDPROX as our baseline
algorithm for future comparisons. Furthermore, [14] suggested
SCAFFOLD, a framework that employs control variates to
reduce the extent of client drift.

III. LOCAL VARIABILITY-BASED FRAMEWORK

Before introducing the idea behind our algorithm, we present
a simple model of a federated network as a similarity graph,
where nodes are represented by clients and each edge quantifies
the statistical similarity between their local datasets.

A. A graph-based model to quantify inter-client similarity
The concept of a relationship between clients heavily

translates to the idea of a discrepancy between their data
distributions. Since we cannot directly work on probabilistic
data distributions, we must infer such statistical properties
from their datasets. In our scenario, we allow each client i to
share an initial message mi, coded as a unitary vector, that
embodies information about his local data distribution Pi(x,y),
computed through his dataset Di.

Definition 1. Let i, n ∈ C be two clients with datasets Di,Dn,
respectively. The client misalignment mis : RD × RD → [0, 1]
is defined as the distance measure mis(i, n)

def
= (1−m⊤

i mn)/2
where unitary vectors mi,mn are messages initially shared
from clients i and n.

Such a metric is devised to gauge inter-client dissimilarity
efficiently. Given that messages mi,mn are unitary vectors,
computing client misalignment is equivalent to the squared
norm of the distance ∥mi −mn∥2/4. which is strictly related
to the cosine dissimilarity between the given messages.

However, which message should clients exchange? For
simplicity, we consider the first principal component of each
client’s local dataset as the message that encodes information
about the statistical distribution of the data. On each local
dataset, we compute an unscaled and uncentered version of
the principal component analysis to capture information about
the scale and intercept of the first principal component, which
represents the direction of the highest variation in the data.

The construction of a similarity graph naturally depends
on the idea of the relationship between the nodes. Common
approaches, such as [4], involve building the ε-similarities
graph assigning connection weights which are 0/1 or computed
through a Gaussian kernel. Our formulation of the graph
representation of a federated network is expressed through
its adjacency matrix.

Definition 2. Given a federated network with clients C =
{ 1, . . . , C }, we define the adjacency matrix A associated to
its (undirected and complete) graph representation as [A]in

def
=

− ln(mis(i, n)) · 1i̸=n.
Definition 2 leverages the logarithmic scale to have a better

distinction between couples of very similar clients and very
dissimilar ones.

B. Intuitive algorithm idea
The principle of our algorithm is to complete an inexact local

optimization round on each client. This translates to making
perturbed moves at each local iteration k. Specifically, the
update step is performed by considering the minimization of
the variability against other neighboring clients. The idea of
neighborhood refers to those clients who share a remarkable
statistical similarity. When updating the current local iterate,
each client i computes the local stochastic gradient in a
shifted coordinate w̃i

t,k. This encodes information about the
current local iterate wi

t,k and the latest progress made by each
neighboring client n ∈ Ni in the previous (t− 1)-th round.

C. Formulation
Formally, we are interested in implementing an inexact local

update rule of the form

wi
t,k+1 = wi

t,k − γtgi(w̃
i
t,k) (3)

at step k of round t. Variable w̃i
t,k is the perturbed iterate

in which the stochastic gradient is evaluated. This forces the
update that minimizes fi(w) to be executed in an imprecise
direction in relation to the starting point wi

t,k. We carry out
this investigation to comprehend whether this would benefit or
harm the convergence to a stationary point. Particularly, the
nature of w̃i

t,k is fundamental and determines the properties
of our algorithm. In this regard, we consider the graph-based
representation of a federated network from paragraph III-A,
and we wish to choose w̃i

t,k as the minimizer of the problem

β

2

∥∥∥w −wi
t,k

∥∥∥2

+
1− β

2pi

∑
n∈Ni

pin
∥∥w −wn

t−1,E

∥∥2 (4)



where wn
t−1,E is the last iterate of neighboring client n from

the previous round. The solution to this formulation minimizes
the distance from the exact iterate wi

t,k as well as the local
variation, namely the sum of squared deviations from the
models of neighbors. In this respect, each iterate wn

t−1,E is
weighted according to the similarity measure pin ∝ [A]in
between i and n. However, such weights are normalized by
pi

def
=

∑
n∈Ni

pin, which directly corresponds to the concept
of degree of client i, when interpreted as a graph-node.
Interestingly, we also choose pi as the weighting factor for
client i during aggregation. This favors clients that have a higher
degree, namely those who share many statistically similar
neighbors. Additionally, those who are generally dissimilar
and are not representative of the majority will be given less
importance. As a solution to problem (4), we obtain

w̃i
t,k = βwi

t,k + (1− β)ui
t, u

i
t

def
=

C∑
n∈Ni

pin
pi

wn
t−1,E . (5)

The central server sends ui
t as well as wi

t,0 = wt,0 = wt−1,E

to client i at the beginning of global round t. Concerning (5),
while ui

t remains fixed across the round, iterate w̃i
t,k is updated

at every local step k due to its dependence on wi
t,k. In another

perspective, w̃i
t,k is the mean between the current iterate and

the weighted average of the latest updates from neighbors.
Clearly, by setting β = 1, we recover the iterative rule of
FEDAVG. When picking β < 1, we purposely contaminate the
progress made in each step in order to be inexact. Without loss
of generality, we relax expression (5) so that each neighborhood
contains all the clients, that is Ni ≡ C. Then, we set pin = 0
whenever i equals n or i, n are not statistically affine. Lemma 1
characterizes the average perturbed iterate in relation to current
iterate wt,k and initial one wt,0.

Lemma 1. At local step k of global round t, we have that∑C
i=1 piw̃

i
t,k = βwt,k + (1− β)wt,0.

IV. THEORETICAL ANALYSIS

We adopt the following and common theoretical assumptions.

Assumption 1 (Full participation). In each server round t, all
clients of the network take part in the training process and
communicate their updates, namely St = {1, . . . , C}.

Assumption 2 (Bounded variance). Stochastic gradients are
unbiased and have bounded variance

E gi(w
i
t,k) = ∇fi(w

i
t,k), E

∥∥∥gi(w
i
t,k)−∇fi(w

i
t,k)

∥∥∥2

≤ σ2 (6)

in expectation within client i ∈ { 1, . . . C } where σ > 0.

Assumption 3 (Bounded stochastic gradient norm). The
expected norm of stochastic gradients is bounded as
E ∥gi(w

i
t,k)∥2 ≤ G2 for any i ∈ { 1, . . . C } and (t, k) ∈

{ 0, . . . , T − 1 } × { 0, . . . , E }.

Assumption 4 (Smoothness). Each local objective is L-smooth,
namely, for any client i ∈ { 1, . . . C } and v,w ∈ RD, we
have that ∥∇fi(w)−∇fi(v)∥ ≤ L∥w − v∥ where L > 0.

Assumption 5 (Strong convexity). Each local objective is µ-
strongly convex. For any i ∈ { 1, . . . C } and v,w ∈ RD, we
have that fi(w) ≥ fi(v)+∇fi(v)

⊤(w − v)+(µ/2)∥w−v∥2.

Definition 3 (Statistical heterogeneity from [16]). The hetero-
geneity is defined as Γ

def
= f⋆ −

∑C
i=1 pifi(w

i
⋆) where f⋆

def
=

f(w⋆) and wi
⋆

def
= argminw fi(w) for any i ∈ { 1, . . . C }.

This notion of statistical heterogeneity has already been
widely adopted in the literature. For instance, [17] employed
this definition to study the impact of biased selection strategies.
Moreover, we use E[·] to denote the total expectation.

A. Convergence analysis of FEDPROX as our baseline
Originally, [10] introduced FEDPROX and its investigation

under different premises. To conduct our analysis in the strongly
convex scenario, we take inspiration from the study of [7] on
stochastic gradient descent. However, our technical approach
has other influences that include [16] and [17].

Theorem 1 (Convergence of FEDPROX for strongly convex
loss). Under Assumptions 1 to 5, we run FEDPROX with
α > 0. When using step size γ = [2ELα]

−1 for t ≥ 0,

the algorithm satisfies E f(wt,0)− f⋆ ≤ L∆
µ

[
1− µ

3(L+α)

]t
+

L
Lα

[
Sσ2

4µ + 3LΓ
2µ + 2E2G2

µ

]
. Lastly, we define ∆ def

= f(w0,0)−f⋆,

S
def
=

∑C
i=1 p

2
i and Lα

def
= α+ L.

As in ordinary SGD, the usage of a fixed step size does
not guarantee the convergence to the minimum w⋆, but to a
neighborhood whose size depends on the extent of stochasticity
and statistical heterogeneity. On the other hand, decreasing the
step size slows down convergence but ensures landing exactly
on the critical point ([16]). In our analysis for nonconvex losses,
we follow [7] on the convergence of stochastic gradient descent,
and [12] on the performance of FEDAVG. In the absence of
convexity, however, we only replace Assumption 5 with 6.

Assumption 6 (Lower bounded objective). The global objective
loss f(w) is lower bounded by finf .

This assumption has been already used by [7], and prevents
our analysis from requiring the existence of a global minimum.
Differently from convex analysis, the convergence will be
expressed through the average of the squared norms of the
global gradient in different instants.

Theorem 2 (Convergence of FEDPROX for nonconvex loss).
Suppose Assumption 1 to 4 and 6 hold. Running algorithm
FEDPROX with α > 0 and step size γ = [2Lα

√
TE]−1

for T ≥ 1 rounds yields expected ∥∇f(ŵT )∥2 ≤
1√
T

[
8Lα∆√

E
+ LSσ2

Lα

√
E
+ αE3/2G2

Lα

]
+ 2L2EG2

L2
αT + α2L

√
EG2

16L3
αT 3/2 where

we define ∆
def
= f(w0,0)−finf , S

def
=

∑C
i=1 p

2
i and Lα

def
= α+L.

Furthermore, we uniformly sample ŵT from {wt,k }t,k for
any combination of 0 ≤ t ≤ T − 1 and 0 ≤ k ≤ E − 1.

B. Convergence analysis of our algorithm
We examine our method. Likewise, Assumptions 2 and 3

hold for the perturbed gradient gi(w̃
i
t,k).

Theorem 3 (Convergence of our algorithm for strongly convex
loss). Let Assumptions 1 to 5 hold. We run our algorithm with
β ∈ (0, 1) and step size γ = [2LE]−1. Then, for t ≥ 0, we

have the rate E f(wt,0) − f⋆ ≤ L∆
µ

[
1− µ

(β+2)L

]t
+ Sσ2

4µ +

3LΓ
2µ + 2AE2G2

µ + β(1−β)EG2

8L where we denote A
def
= 4 + (1−

β)2 + 8(1− 1/β)
2, ∆ def

= f(w0,0)− f⋆ and S
def
=

∑C
i=1 p

2
i .



The error term of our algorithm has an evident dependence
on (1−1/β)2. This forces the error to grow at a rate of O(1/β2)
as β becomes smaller. This reveals a potential limitation.

Theorem 4 (Convergence of our algorithm for nonconvex
loss). Supposing that 1 to 4 and 6 hold, we run our al-
gorithm with β ∈ (0, 1) for T ≥ 1 rounds. Choosing
step size γ = [2L

√
TE]−1, we have E ∥∇f(ŵT )∥2 ≤

1√
T

[
4L∆√

E
+ Sσ2

2
√
E

]
+ EG2

T

[
4 + (1− β)2 + 8

(
1− 1

β

)2
]

where

we define ∆ = f(w0,0) − finf and S
def
=

∑C
i=1 p

2
i . Moreover,

ŵT is uniformly chosen from {wt,k }t,k for any combination
of 0 ≤ t ≤ T − 1 and 0 ≤ k ≤ E − 1.

As [12] did in the analysis of local stochastic gradient descent
for FEDAVG, we question if there is an optimal Eopt depending
on known T that further minimizes the error complexity.

Corollary 1. Consider Theorem 4, and choose E = O(T 1/3).
Then, the error asymptotically decreases as O(T−2/3).

We point out the main insights from the analysis of our
algorithm and our baseline FEDPROX, in the strongly convex
case. Inspecting the contraction rate of FEDPROX and our
algorithm from Theorems 1 and 3, respectively, we have(

1− µ

(β + 2)L

)t

︸ ︷︷ ︸
Ours

≤
(
1− µ

3L

)t

︸ ︷︷ ︸
FEDAVG

≤
(
1− µ

3(α+ L)

)t

︸ ︷︷ ︸
FEDPROX

. (7)

Contraction rates are all the same when β = 1 and α = 0.
Curiously, this suggests that any choice of α > 0 would worsen
the contraction rate for FEDPROX, making it inevitably larger
than FEDAVG’s one. On the other hand, choosing positive
β < 1, would improve the contraction rate for our algorithm
as it would be smaller than (1 − µ/(3L))t. Does this mean
that our algorithm has generally a better convergence rate
than FEDAVG and FEDPROX? Not exactly, since decreasing β
boosts the contraction factor but dramatically aggravates the
asymptotic error due to the term depending on 1/β2, being an
undeniable theoretical drawback of our algorithm. Contrarily,
for FEDPROX, increasing α would shrink its asymptotic error
because of factor L/(L+ α).

V. EXPERIMENTATION

By employing different datasets, we aim to empirically
evaluate both the convergence speed and generalization capacity
of our algorithm and chosen baseline on unseen data.

Set up: We repeat our main experiment on two datasets.
We run T = 200 rounds on C = 100 clients where each
participates and undertakes E = 10 local optimization epochs
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Fig. 2. Simulation on balanced and imbalanced FEMNIST with the convex
and nonconvex loss.

on its dataset. We leverage a local and fixed step size γ = 10−3

and a L2 penalty coefficient λ = 10−4. No gradient clipping
is applied, even though this would ensure that Assumption 3
holds. Our tested datasets are FEMNIST from [9] and CIFAR10
from [5]. We partition each dataset into training and testing
subgroups (approximately 80:20 split). We further divide each
subgroup among C = 100 clients. We employ training clients
to learn the model while testing clients for its evaluation on
local subsets. In the balanced case, all clients hold the same
amount of samples per class and the same portion of data. In
the imbalanced scenario, as in [13], for each client, we sample
the number of images of a specific class from a Dirichlet
distribution and the dataset size from a log-normal distribution.
We employ a multinomial logistic regression model with L2

penalty as strongly convex and smooth loss. In a nonconvex
scenario, we choose an elementary neural network with a
single hidden layer composed of 128 neurons using ReLU
activation whose weights are L2 penalized. To measure how
each algorithm generalizes on unseen (testing) clients, we
compute the accuracy of the learned model as the weighted
average of each client’s accuracy using the local amount of
samples as weights. To evaluate the convergence speed, we
count the required number of rounds such that the accuracy
exceeds 75% (30%) on FEMNIST (CIFAR10).

Results: Table I shows that diminishing β positively and
consistently improves convergence on unseen data. Indeed,
having β = 0.5 quite significantly hastens convergence by 30
rounds and yields a 1.6 times speedup compared with FEDAVG.
As pictured in Figure 2 and 3, such an empirical outcome
corroborates our theoretical result concerning strongly convex
objectives. As already discussed, concerning the exponentially
decaying term, our algorithm has a faster contraction factor
than FEDAVG (α = 0) or FEDPROX (α > 0) for comparable
step sizes, which explains why it accelerates as we increase
the perturbation by decreasing β. Contrarily to the imbalanced
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Fig. 3. Strongly convex simulation varying epochs E on imbalanced FEMNIST.

case, Table I shows that the relative improvement shown by our
algorithm in the analyzed balanced scenario is marginal, and the
gain in accuracy over unseen clients is almost nonexistent after
T rounds. Figure 2 highlights that the trajectory of the convex
loss is relatively stable and smooth as far as β ∈ { 0.7, 0.9 }.
Instead, when β = 0.5, the same curve becomes comparatively
unstable. Reducing β magnifies error term O(G2/β2).

VI. CONCLUSIONS AND FUTURE RESEARCH

We formalized a federated network of clients as a graph
whose connections quantify the statistical affinity between
clients’ datasets, and we leveraged this graph representation as
the foundation of our novel federated algorithm, which forces
every client to perform an inexact gradient-based optimization
step. To implement the inexact update rule, we compute the
gradient in a shifted coordinate, which minimizes the local



TABLE I
COMPARISON OF FEDAVG (FEDPROX WITH PARAMETER α = 0), AND OUR ALGORITHM OURS{β} WITH β ∈ { 0.5, 0.7, 0.9 }.

Convex Testing accuracy (%) / Rounds to converge (speedup)

CIFAR10 FEMNIST

Balanced Imbalanced Balanced Imbalanced

FEDAVG
Yes 38.70 / 11 (1.0×) 36.53 / 20 (1.0×) 84.42 / 28 (1.0×) 80.20 / 80 (1.0×)
No 36.14 / 68 (1.0×) 34.04 / 74 (1.0×) 86.07 / 44 (1.0×) 80.94 / 94 (1.0×)

Ours{0.9}
Yes 38.68 / 11 (1.0×) 36.67 / 19 (1.0×) 84.48 / 27 (1.0×) 80.40 / 79 (1.0×)
No 36.15 / 68 (1.0×) 34.26 / 72 (1.0×) 86.15 / 43 (1.0×) 81.05 / 87 (1.1×)

Ours{0.7}
Yes 38.70 / 11 (1.0×) 36.98 / 18 (1.1×) 84.54 / 24 (1.2×) 80.81 / 67 (1.2×)
No 36.16 / 68 (1.0×) 34.87 / 68 (1.1×) 86.25 / 41 (1.1×) 81.21 / 80 (1.2×)

Ours{0.5}
Yes 38.67 / 11 (1.0×) 37.49 / 15 (1.3×) 84.57 / 23 (1.2×) 81.24 / 50 (1.6×)
No 36.13 / 68 (1.0×) 35.37 / 63 (1.2×) 86.26 / 39 (1.1×) 81.43 / 80 (1.2×)

variability of each client relative to other statistically similar
clients. Our strongly convex analysis shows that our algorithm
provides faster exponential contraction than the chosen baseline
as we vary the parameter β that controls the perturbation
degree. The empirical results consistently support our claims,
where our algorithm exhibits the expected gain in convergence
speed. Future lines of research involve studying other forms
of perturbation induced by mutual similarities and finding a
better balance between perturbation and convergence stability.
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