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Abstract—The rapid growth of mobile devices and machine
learning (ML)-based applications is driving a surge in data
traffic. Even when inference tasks are considered, a huge amount
of data needs to be transferred into the network, e.g., large Deep
Neural Network (DNN) models retrieved for on-device inference,
streams of input data sent from the device to the edge if the
task is offloaded. To address the resulting potential network
congestion, we formulate a novel optimization problem aimed
at deciding where to execute streams of DNN inference tasks
from multiple devices across the mobile device-edge continuum
in order to minimize the amount of exchanged data traffic,
while satisfying accuracy, latency, and battery constraints. The
formulated problem also selects the model variant (in terms
of size and accuracy) that best suits the placement decision
(device, edge). Results have been collected under a wide variety
of different settings, which showcase the validity of our proposal
and its supremacy over the considered benchmark schemes, with
gains in terms of saved bandwidth up to 98%.

Index Terms—DNN model compression, inference, edge com-
puting, offloading

I. INTRODUCTION

Several applications rely on Deep Neural Networks (DNNs)
to significantly advance decision making in real-world appli-
cation domains, e.g., video surveillance, autonomous driving,
cognitive assistance, etc. Although less computation-hungry
compared to training, inference through DNN is expected
to be pervasively requested [1]. Hence, similarly to other
computing tasks, it is crucial to decide whether inference has
to be either locally executed in potentially constrained end-
devices or offloaded to more powerful edge servers. Although
task offloading at the edge has been extensively investigated
in the literature [2], inference offloading raises additional
challenges because it requires also a decision about which
model variant to be used, besides whether to offload or not
an inference task. Indeed, compact models can be deployed in
constrained devices at the expenses of a potentially lower, but
still reasonable, accuracy [3].

In terms of data exchange, the execution of an inference
task requires (i) either the (potentially huge) model available
at the edge to be retrieved by the end-device if it needs to be
executed locally or (ii) raw input data to be transferred from

This work was partially supported by the SNS-JU-2022 project ADROIT6G
under the European Union’s Horizon Europe research and innovation pro-
gramme under Grand Agreement No. 101095363 and partially by the Euro-
pean Union under the Italian National Recovery and Resilience Plan (NRRP)
of NextGenerationEU (PE00000001 - program “RESTART”).

the source to the edge if the task is offloaded. Even in the latter
case, with input data typically of smaller sizes compared to
the DNN models, a task can exhibit a data-intensive nature,
when several inference requests are issued from a single device
upon incoming high-data rate sensor streams (e.g., voice,
video). For those types of inference requests, the decision
about whether to offload them or not, if not wisely taken, may
imply huge network traffic when inference tasks are massively
requested. Notwithstanding, such potential drawbacks from
the perspective of the network operator, which may face
congestion issues, are typically neglected. Energy and delay
minimization [4], [5], as well as accuracy maximization [6],
are instead the common goals in the literature about inference
task offloading.

To fill this gap, in this work, we formulate an optimization
problem placing inference tasks either at the end-device or
the edge, with the aim of minimizing the amount of data
exchanged into the network, while satisfying accuracy, latency,
and battery constraints. Besides the targeted optimization goal,
this work jointly features crucial novelties and contributions
compared to the majority of the existing literature:
• the accurate characterization of the computing latency in
the formulated problem, (i) through an analytical approach
estimating the inference execution time, validated through real
measurements, and (ii) through queuing theory, to account for
load conditions at the edge and end-device, which may affect
the offloading decision, as preliminarily assessed in [3];
• the selection of the proper model version as an additional
output of the formulated optimal placement problem;
• the decision about the placement not of a single inference
task only, but of a stream of multiple requests per each device;
• a wide set of results to assess the performance of the pro-
posed offloading policy against different benchmarks, under
different settings, in terms of number of devices, number of
requests per device and heterogeneity of edge/device capabil-
ities and demands in terms of accuracy and latency.

The remainder of this paper is organized as follows. Sec-
tion II provides the system model. The formulated optimiza-
tion problem is described in Section III. Results are reported
in Section IV, before concluding in Section V.

II. SYSTEM MODEL

A. Reference scenario and main assumptions
We consider a set of N heterogeneous mobile devices,

N={1, . . ., N} within the coverage area of a Base Station
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Fig. 1: Wokflows for DNN inference execution at the edge
server (left) and at the mobile device (right).

(BS) co-located with an edge server, denoted by e. The edge
server is equipped with computing capabilities c, whereas each
mobile device n∈N has CPU capability cn and a residual
battery capacity εn.

Without loss of generality, we consider a DNN inference
model (e.g., for the execution of object detection or speech
recognition tasks). The model has a set of possible configura-
tions, i.e., pruned versions, K={1, . . .,K}, each associated
with a different value of pruning factor to better match
the resource-constrained capability of a requesting device.
Each version of the DNN model, which we assume stored
at the edge, is characterized by an accuracy level that was
achieved during training, ak. Given the evolving nature of
data distribution, DNN models have a limited lifetime, beyond
which an update is required [7]. Within this period, referred to
as prediction horizon, H , each device is expected to request
Qn inference tasks for a sequence of different input samples.
Considering independent and non-synchronized requests, as
in [8], [9], the generation of inference requests can be modeled
at the single device n as a Poisson process with parameter λn,
and Qn=λn·H .

Each inference request is characterized by specific require-
ments in terms of maximum response latency, Ln, referring
to the time since the request for the inference task has been
issued at the device until the output is available, and minimum
accuracy, An.

An edge orchestrator is responsible for deciding whether to
perform an inference task locally on the end device or offload
it to the edge server. In addition, it determines the optimal
model instance (i.e., full model or pruned by a given factor)
that best suits the capabilities of the requesting end-device and
the application requirements.

The resulting workflows for the DNN inference execution
pipelines are depicted in Fig. 1 and detailed below.

Inference at the edge server. First, (i) the inference input
sample (of size ξ) is transmitted from the device to the edge
server through the BS. The edge server then (ii) executes
inference and (iii) sends back the inference output to the
requesting device. These steps apply for any Qn.

Inference at the mobile device. In this case, (i) after the
request has been issued by the device, (ii) a DNN model (of
size νk) is transmitted to the device. Then, (iii) inference is

executed at the device. These steps apply only for Qn=1.
Upon receiving the DNN model, the device can store it locally
and use it for subsequent inference tasks (Qn>1) until a model
update is necessary.

B. Data exchange

We assume that the devices and the BS operate at 5G
mid and/or high bands (i.e., microwave and/or mmWave). We
model channel propagation according to the 3rd Generation
Partnership Project (3GPP) urban micro (UMi) street canyon
specification. Devices can experience blockage by small- and
large-scale objects, referred to as line-of-sight (LoS)/non-
line-of-sight (NLoS) states. The associated UMi path loss
(measured in dB) is given by:

γdB(δn)=β+10ζ log10(δn)+20 log10 f, (1)

where f is the operating frequency in GHz, δn is the three-
dimensional distance between the BS and device n, whereas
β and ζ are the blockage and propagation coefficients (resp.).

Then, the total received signal power in the uplink or down-
link direction, involving the BS and device n, is defined as:

prx
n=

ptxD0ρ(αn)

γ(δn)
, (2)

where ptx is the transmit power, γ(δn) is the linear path
loss, D0 refers to the maximum directivity along the an-
tenna boresight, αn represents the angular deviation of the
transmit/receive direction between device n and the BS, and
ρ(αn)∈[0, 1] is a function that scales directivity D0 [10].

According to Shannon’s theorem, the achievable data rate
can be written as:

rn=W log2(1+
prx
n

W N0 NF ) (3)

where W denotes the available bandwidth, N0 is the power
spectral density of noise per 1Hz, and NF is the noise figure.

Notice that, when inference is executed on the device n,
the DNN model with configuration k needs to be transmitted
from the BS, which the edge server is co-located with, to
the end-device at the downlink data rate, rd

n. Conversely, if
inference is performed at the edge server, the input sample has
to be transferred from the device to the edge server via the
BS at the uplink data rate, re

n. The delay associated with such
transmissions can thus be computed, respectively, as follows:

Tm
n,k=

νk
rd
n

, T s
n=

ξ

re
n

. (4)

The energy consumption at the device n for the transmission
of data samples and for receiving the DNN model with
configuration k are, respectively, computed as follows:

Es,d
n =ptx,dT s

n , Em,d
n,k=(prx,d+pE)Tm

n,k, (5)

where ptx,d is the device transmission power, prx,d is the power
spent in the reception stage at the device, and pE is the
baseband electric circuit power unit.

In the case of inference execution at the edge server, we
neglect the time (and relevant energy) needed to transmit the
result of the computation from the edge to the device. Indeed,
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for many applications, such as object/face recognition, the
size of the computation output is much smaller than the input
data [11]. Similarly, when executing inference at the device,
the time (and relevant energy) spent to request the model is
also neglected, because the size of the request issued by a
device is significantly lower than that of the model itself.

C. Inference time and energy consumption
Instead of relying on heavy profiling for each DNN model

and computing capabilities settings [6], to compute the in-
ference time of the DNN model, we first assess the number
of floating-point operations per second (FLOPS) required to
execute individual layers, according to the analytical approach
in [12]. DNN models typically comprise convolutional layers
and fully connected layers. For a convolutional layer of the
DNN model with configuration k, the aggregate FLOPS are
calculated as:

ϕc
k = (2·gkzkvk)·wkhkuk·b , (6)

where b is the batch size, gk, zk are the input tensor
dimensions, and vk represents the dimension of the filter
kernel, whereas uk, wk, and hk indicate the output tensor
dimensions. For fully connected layers of the DNN model
with configuration k, the FLOPS are given by:

ϕf
k=(2·ιk−1)·ηk·b , (7)

where ιk and ηk denote the dimensions of the input and
output tensors, respectively. Thus, the total number of FLOPS
required for executing a DNN inference model is given by:

ϕk=

lc∑
i=1

ϕc
i,k+

lf∑
j=1

ϕf
j,k, (8)

where lc and lf are the number of convolutional and fully
connected layers, respectively.

The time to execute the inference of the DNN model with
configuration k at the edge server and at device n, and the
energy expenditure incurred during the execution of inference
for the DNN model with configuration k at device n are,
respectively:

T inf,e
k =

ϕk

c
, T inf,d

n,k =
ϕk

cn
, Einf,d

n,k = pd
nT

inf,d
n,k , (9)

where pd
n is the power consumption of device n (in Watt).

D. Queuing and task completion times
The operation of inference execution at the edge server can

be characterized by a M/M/1−PS (processor sharing) queu-
ing model, as done, e.g., in [13]. The total arrival rate at the
edge for DNN inference tasks from different devices, which
follows a Poisson distribution, is given by λe=

∑N
n=1 λnx

e
n

where xe
n=1 if inference from device n is executed at the

edge server, and 0 otherwise.
The average service rate of inference tasks at the edge can

then be written as:

µe=
1∑N

n=1x
e
n

[
xe
nyn,kµ

e
k+

N∑
n′=1,
n′ ̸=n

K∑
k′=1

xe
n′yk′µe

k′

]
, (10)

where µe
k=1/T inf,e

k is the service rate for the DNN model with
configuration k, and yn,k is the decision variable for the model
and configuration selection, which is equal to 1 if the DNN
model with configuration k is executed, and 0 otherwise.

The time to execute inference at the edge can be thus
defined as:

T inf,e=
1/µe

1−ρe , where ρe=λe/µe. (11)

On the other hand, a device can execute only one inference
at a time, which makes the M/M/1 queuing model more
suitable in this case. The arrival rate for a single device n can
be written as: λd=λnx

d
n, where xd

n=1 if inference is executed
at device n, and 0 otherwise. The service rate is µd

n,k=1/T inf,d
n,k ,

which depends on configuration k. The queuing time can then
be computed as:

T q,d
n,k=

1

µd
n,k − λd

. (12)

The overall time required to obtain the output of an in-
ference task using the DNN model with configuration k for
Qn=1 is given by:

Tn,k(Qn=1)=xe
n[T

s
n+T inf,e

k ]+xd
n[T

m
n,k+T inf,d

n,k +T q,d
n,k] . (13)

Instead, for the subsequent inference tasks (Qn>1) using the
same instance of the DNN model, the time to get the output
reduces to:

Tn,k(Qn>1)=xe
n[T

s
n+T inf,e

k ]+xd
n[T

inf,d
n,k +T q,d

n,k] . (14)

III. OPTIMIZATION FRAMEWORK

Our proposal provides an optimization framework which
decides whether to offload or not an inference task in order
to minimize the data transferred over the network, subject
to the application requirements (in terms of accuracy and
latency) and the system constraints (device battery capacity).
The targeted goal well reflects the operator’s perspective that
aims to reduce the traffic flowing over the radio links as well
as the user’s demand.

The amount of data exchanged for executing the Qn infer-
ence requests issued by the device n for the DNN model with
configuration k can be written as:

Dn,k=yn,kx
d
nνk+xe

nQnξ, (15)

where the first term on the right hand side of the above
expression accounts for the delivery of the (full/pruned) model
from the edge server to the requesting device in the case
of inference execution at the device, while the second one
accounts for the transfer of of a stream of input data from the
end-device to the edge server when inference is offloaded to
the edge.

The edge orchestrator has to make the following decisions:
(i) whether the inference model should be executed at the
device or at the edge server, and (ii) which DNN model
(full or pruned, and, if the latter, by which factor) best
matches the accuracy and computational constraints of the
device requesting the inference task. These decisions must be
periodically re-evaluated for every optimization interval (i.e.,
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every τ seconds). Accordingly, we can formulate the following
optimization problem:

min
{x,y}

∑
n∈N

∑
k∈K

Dn,k (16)

xe
n+xd

n=1,
∑
k∈K

yn,k=1,∀n∈N , (17)

akyn,k ≥ An,∀n∈N , k∈K , (18)
Tn,k(Qn>1)yn,k ≤ Ln,∀n∈N , k∈K , (19)

Ed
n,kyn,k ≤ εn,∀n∈N , k∈K , (20)

xd
n, x

e
n, yn,k∈{0,1},∀n∈N , k∈K , (21)

where Ed
n,k represents the overall energy expenditure at device

n, given by:

Ed
n,k=xd

nyn,k(E
m,d
n,k+QnE

inf,d
n,k )+xe

nQnE
s,d
n . (22)

Constraint (17) ensures that each device n is assigned to
only one inference execution mode as well as one configura-
tion of the DNN model. Constraint (18) guarantees that the
accuracy of the selected instance of the DNN model at least
equals the minimum required accuracy. Constraint (19) sets
the maximum inference task completion time. Constraint (20)
ensures that the energy consumption of the device does not
exceed its residual battery capacity. Finally, Constraint (21)
imposes that the decision variables are binary.

The following propositions hold.

Proposition 1. The optimization problem in Section III is a
nonlinear programming problem.

Proof. The decision variables are binary, and the objective
function and constraints (i.e., (19)-(20)) are nonlinear func-
tions of such variables. Thus, the problem is nonlinear.

Proposition 2. The optimization problem in Section III is NP-
hard.

Proof. To prove Proposition 2, we reduce the 0-1 Knapsack
problem, which is known to be NP-hard, into our optimiza-
tion problem [14]. In our case, each item in the knapsack
problem corresponds to a decision to execute an inference
task on either the device or the edge. The value of each item
corresponds to a reduction in the data transfer resulting from
executing an inference task either locally or offloaded. The
weights of each item correspond to the accuracy, latency, and
energy consumption associated with executing an inference
task on the device, which must be within the limits of the
weight capacity of the knapsack, that is, to satisfy constraints
(18), (19), and (20). Given that there is polynomial mapping
between any instance of the 0-1 Knapsack Problem and our
inference task distribution problem, such that solving the latter
problem provides a solution to the former, our problem must
be at least as difficult as the 0-1 Knapsack problem.

In the following section, we use the Python-based Gurobi
solver [15] to determine the optimal inference placement and
model configuration selection. Indeed, its advanced algorithms
make Gurobi suitable for addressing small-medium instances
of the problem at hand.

TABLE I: Inference time validation for the full model

Mobile device Edge
analytical [s] measured [s] analytical [s] measured [s]
4.33 3.47 0.21 0.20

IV. PERFORMANCE EVALUATION

A. Validation of inference time

For our experimental study, we consider a Linux Ubuntu
VM as mobile device, equipped with 4 cores of an Intel Core
i7-9750H processor, 4GB of RAM, and 30GB of disk space.
The edge server, instead, is represented by an Intel Core
i9-14900K processor, 64GB of RAM. As DNN model, we
selected MobileNet for object recognition. Each image sample
used for inference has a size of about 300 kB. Table I compares
the inference time for the full model estimated through (9)
against the one measured through our experiments on the
mobile device and the edge server. Analytical results closely
match the experimental results, which confirms the validity of
our model1.

B. Settings, scenarios, and metrics

Settings. Building upon the validation of the inference
execution time, we now delve into the evaluation of our
inference task offloading policy. To compute the data exchange
latency, we simulate a 5G New Radio (NR) BS operating at
3.5GHz. We assume a 100MHz available bandwidth, and that
both transmitter and receiver use a 4×4 antenna array. The
sub-6 GHz channel is modeled using the 3GPP Urban Micro
(UMi) street canyon channel model. As DNN compression
technique, we adopt magnitude-weight pruning, a method
that removes connections with the smallest weights [16]. A
summary of our experimental settings is presented in Table II.

Scenarios. We consider three scenarios to evaluate system
performance under varying prediction horizons and accuracy

1Although not shown, due to length constraints, the validity has been tested
and confirmed also for other models.

TABLE II: Experimental settings

Notation and description Value
N : number of mobile devices 100, 5-300
K: number of pruning factors 10 {0,10,20,30,40,50,60,70,80,90} [%]
ak: training accuracy 92, 90.4, 88.8, 87.3, 85.7, 84.2, 82.6,

81.1, 79.5, 78 [%] [3]
νk: DNN model size 16, 14, 12, 11, 10, 9, 8, 6, 4, 2 [MB] [3]
ξ: input data size 0.3 [MB]
H: prediction horizon 3600 [s] (Scenario ShortH&HighA)

14400 [s] (other scenarios)
Qn: number of requests 1-500
Ln: maximum task completion time H/Qn [s]
εn: battery capacity [3.7, 18.5] [Wh]
An: minimum model accuracy 91 [%] (Scenario ShortH&HighA)

[78, 90] [%] (other scenarios)
f : carrier frequency 3.5 [GHz]
W : bandwidth 50 [MHz]
β: non-blocked/blocked coefficients 32.4/47.4
ζ: LoS/NLoS coefficients 2.1/3.19
N0: power spectral density of noise
per 1 Hz

-174 [dBm/Hz]

ptx/ptx,d: transmit power 23 (BS) / 10 (device) [dBm]
-: service area radius 400 [m]
pE: baseband circuit power 5.34 [Watt]
pd
n: inference power consumption 45 [Watt]
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Fig. 2: Metrics for the optimal policy (N=100): ShortH&HighA (left), ShortH&VarA (center), LongH&VarA (right).
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Fig. 3: Metrics measured per the entire stream of requests Vs.
number of inference requests, under our optimal policy and
the considered benchmarks (N=100).

requirements. The first scenario, named ShortH&HighA, fo-
cuses on high accuracy, An, thus requiring the use of the
full model, with a short prediction horizon, i.e., H=1 hour.
The second scenario, named ShortH&VarA, still considers a
short time horizon while exploring the potential benefits of
relaxed accuracy constraints. The required model accuracy is
generated randomly within the [78%, 90%] range. This allows
to investigate the possibility of using pruned models that may
offer faster execution times while still maintaining acceptable
accuracy levels. The third scenario, named LongH&VarA,
builds upon ShortH&VarA scenario with the same range of
accuracy requirements, but the prediction horizon, H , is in-
creased by a factor of 4. In all three scenarios, the maximum

inference completion time, Ln, is set so as to ensure that each
inference request is fulfilled before the subsequent one arrives
(Ln=H/Qn). The battery capacities of devices are set within
the [3.7 -18.5Wh] range [17]–[19]. The number of devices is
set to 100.

Benchmarks and metrics. The benchmark schemes con-
sidered in this work are adapted from [20], which investigates
the inference execution of full or pruned models either at the
edge server only or at the mobile device only. By referring
to such extreme cases, these benchmarks upper/lower bounds
for the following key metrics: average time required to fulfill
a single inference request, average amount of data exchanged
over the network, and average energy consumed by the device
throughout the ML pipeline, with the latter two both measured
per device and per the entire stream of requests.

C. Numerical results

We begin by examining the offloading decisions of our
optimal policy under the three considered scenarios.

In the ShortH&HighA scenario (Fig. 2 (left)), executing
inferences at the edge emerges initially as the best choice.
Indeed, for a small number of requests, the overhead of
transmitting a few samples to the edge is lower than the
cost of transmitting the full model to each device. When the
number of requests (Qn) reaches 60, performing inference at
the device side becomes more advantageous in terms of the
exchanged data. However, as the number of requests (Qn)
further increases, the delay and the battery capacity become
the dominant factors (see (19) and (20), respectively). We
recall that such a delay encompasses the queuing time at both
the edge server and the device, and it is influenced by both
the prediction horizon and the need to use the full model. As
Qn grows (and with it the arrival rate of inference requests
per device, for a fixed H), the queuing delay at the device
inevitably increases due to limited processing capacity, thus
leading to the full utilization of the edge server.

In the ShortH&VarA case (Fig. 2 (center)), with a relaxed
accuracy constraint, executing inferences directly on the device
becomes more efficient for a moderate number of inference
requests, namely, 7<Qn<200. The reason is that the reduced
size of pruned models outweighs the overhead of transmit-
ting multiple requests to the edge. However, as Qn further
increases, the delay and the battery again become the limiting
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Fig. 4: Response time per inference request versus number of
devices, under our optimal policy, ShortH&VarA, Qn = 10.

factors, leading to first a decrease in the fraction of inferences
run at the device; and eventually, all inferences are executed
at the edge (300<Qn<500).

Finally, in LongH&VarH scenario (Fig. 2 (right)), for
Qn>2, the system can accommodate all inference requests
at the device. This is due to the combined effect of less
stringent accuracy constraints, which allows to select more
pruned models and of a longer prediction horizon, which, in
its turn, implies a lower arrival rate of inference requests.

Regarding the pruning factor, in the ShortH&HighA sce-
nario, the full model is always used due to the accuracy con-
straint. In the ShortH&VarA and LongH&VarA cases, again,
the full model or a model with 10% pruning factor are selected
for a small number of requests (when only the edge server is
used). However, as the number of inference requests increases
and more inference tasks are run at the devices, more heavily
pruned models are employed.

Our optimal placement, in most cases, demonstrates a re-
duced amount of transmitted data as well as device consumed
energy compared to our benchmarks, as illustrated in Fig. 3.
Although some benchmark schemes (namely, those executing
inference on the device only) imply less exchanged data, they
often violate either the accuracy, or battery constraint, or all. In
contrast, our solution always closely approximates the energy
consumption yielded by the benchmarks where inference is
executed at the edge server.

Finally, in Fig. 4, we fix the number of inference requests
to 10 and show the average delay of a single inference request
when varying the number of devices, under the ShortH&VarH
scenario. The metric keeps below 0.5s and scales quite well,
confirming the capability of the proposal to properly select the
model version and the placement for its execution.

V. CONCLUSIONS AND FUTURE WORK

We investigated the optimal placement of inference tasks
and selection of the DNN model configurations across the
mobile device-edge continuum. To this end, we proposed an
optimization framework with the primary objective of mini-
mizing data transfer over the device-edge radio link, subject
to application requirements and system constraints. We then
assessed the performance of the proposal against different
benchmarks under different application scenarios.

Our results demonstrate that: (i) Edge server offloading is
advantageous for a small stream of inference requests, since,
in such cases, the overhead of transmitting a few samples to
the edge is lower than that of transmitting the full model to
each device; (ii) Edge server offloading is also beneficial for
scenarios with strict accuracy requirements; (iii) For a moder-
ate inference task rate and relaxed accuracy requirements, on-
device inference execution using pruned models can be more
efficient than offloading.

Future work will address the design of a low-complexity
heuristics that can still effectively solve the investigated prob-
lem, while ensuring a very swift solution.
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