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Background: The increasing use of Deep Learning (DL) in healthcare has highlighted the critical need for
improved transparency and interpretability. While Explainable Artificial Intelligence (XAI) methods provide
insights into model predictions, reliability cannot be guaranteed by simply relying on explanations.

Objectives: This position paper proposes the integration of Uncertainty Quantification (UQ) with XAI methods to
improve model reliability and trustworthiness in healthcare applications.

Methods: We examine state-of-the-art XAI and UQ techniques, discuss implementation challenges, and suggest
solutions to combine UQ with XAI methods. We propose a framework for estimating both aleatoric and epistemic
uncertainty in the XAI context, providing illustrative examples of their potential application.

Results: Our analysis indicates that integrating UQ with XAI could significantly enhance the reliability of DL
models in practice. This approach has the potential to reduce interpretation biases and over-reliance, leading to

more cautious and conscious use of Al in healthcare.

1. Introduction

Deep Learning (DL) is a class of machine learning methods that
gradually learns data representations at various levels of abstraction
without explicitly defining the features to be used. DL models have
achieved impressive performance in improving diagnosis and prognosis
in healthcare domains [1,2], including oncology through histopathology
interpretation [3], ophthalmology through OCT image analysis [4], and
various other medical imaging modalities. However, their inherent
complexity and lack of transparency often raise concerns about their
interpretation of the model’s decision, trustworthiness, and reliability
[5].

Documented model failures have repeatedly shown how important
interpretability and transparency are in healthcare AI applications. The

risks of opaque decision-making processes are highlighted by research
from Stanford [6] that revealed how Al models could inadvertently learn
incorrect features — in their case, the algorithm was more likely to
classify skin lesions as malignant when rulers were present in the im-
ages, simply because their training dataset contained more rulers in
images of malignant lesions. This example demonstrates how a lack of
transparency can mask potentially dangerous biases in model decision-
making. Another instructive case [7] involved a pneumonia prediction
model that showed strong internal performance but failed to generalize
across hospitals, partly because it learned confounding variables,
including whether X-rays were portable (common in severely ill in-
patients). The study also demonstrated that the model could identify the
originating hospital system with over 99.9 % accuracy by detecting
subtle differences in image acquisition and processing, highlighting how
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Al models may learn to rely on spurious correlations rather than clini-
cally relevant features when making predictions.

In this scenario, Explainable Artificial Intelligence (XAI) emerges as a
vital paradigm to tackle these challenges by providing explanations for
the model’s predictions [8,9,10,11]. XAI encompasses methods and
techniques designed to make Al decisions more transparent and un-
derstandable to human users. While several approaches have been
proposed to complement XAl including interpretable feature engi-
neering [12], attention mechanisms [13], and case-based reasoning
[14], these methods often focus on different aspects of model interpre-
tation without directly addressing the reliability of the explanations
themselves. Moreover, the explanations alone may not be sufficient to
guarantee the model’s reliability, especially in healthcare applications
[5]. This limitation has led to the increasing importance of Uncertainty
Quantification (UQ), which complements XAI by offering quantitative
measures of uncertainty associated with the model’s predictions [15].
UQ enables the assessment of the model’s confidence and identifies in-
stances for which the model yields uncertain or unreliable predictions
[16]. Despite the complementary nature of these approaches in
enhancing DL model reliability, they have often been considered sepa-
rately [17,18], resulting in a lack of understanding of their synergistic
potential.

This position paper emphasizes the importance of integrating UQ
with XAI methods to enhance the transparency and reliability of DL
models. By quantifying the uncertainty of the explanations provided by
XAI methods, a deeper understanding of the model’s decision-making
process and evaluating the trustworthiness of the explanations can be
gained [19]. We postulate that UQ techniques should be incorporated
within the XAI framework to expand how a system makes its output
more understandable, transparent, and reliable [20,21]. By quantifying
uncertainty and effectively communicating it to the user, the model
avoids concealing uncertainty and instead aims to convey it trans-
parently [22].

1.1. Objectives and Contributions

This position paper advocates for the integration of UQ and XAI
proposing specific approaches where UQ techniques can be leveraged to
serve XAl goals. Examples of such techniques include test time
augmentation or Monte Carlo dropout during inference [23], or also
techniques based on constructing uncertainty sets inspired by conformal
prediction [19]. To advance this integration, we address three main
objectives:

- Propose specific methodological approaches for combining UQ and
XAI techniques, focusing on integrating uncertainty measures into
existing explanation methods and developing unified frameworks
that simultaneously address both aspects.

- Analyze the practical challenges in implementing combined UQ-XAI

systems, including computational considerations, training re-

quirements, clinical workflow integration, and regulatory
compliance.

Present concrete recommendations for future research directions and

development of integrated UQ-XAI systems in healthcare, addressing

validation methodologies and performance metrics.

By bridging the gap between XAI and UQ, we assert that it is possible
to develop more comprehensive and reliable explainable Al systems that
foster trust and pave the way for a broader adoption in critical domains
like healthcare.

2. Background
2.1. Deep Learning in healthcare

From medical imaging to decision support systems, DL has
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transformed many facets of healthcare. Recent developments have
achieved impressive results across several fields, highlighting the po-
tential of these technologies to transform healthcare delivery and
enhance patient outcomes.

DL models have demonstrated expert-level performance in a variety
of medical imaging tasks. With exceptional results in brain tumor seg-
mentation [24], mammography interpretation [25], and chest X-ray
analysis [26], convolutional neural networks have shown particular
success in radiology. These models have demonstrated the ability to
recognize subtle patterns that may be difficult for human observers to
consistently recognize, which could increase the accuracy of early
detection and diagnosis.

These models have also been successfully used to predict drug
response, disease progression and patient outcomes. Predicting inten-
sive care unit mortality [27], identifying high-risk patients [28], and
optimizing treatment plans [29] have all shown encouraging results in
recent studies. DL models can now automatically analyze clinical notes
and medical literature thanks to the successful application of natural
language processing models to extract pertinent information from
electronic health records [30].

The application of DL in pathology has advanced significantly,
especially in the identification and categorization of cancer. Research
has shown that it is possible to reduce inter-observer variability and
improve diagnostic accuracy by identifying malignant tissue patterns
[31] and grading tumors [32] with high accuracy. These developments
strongly suggest that digital pathology aided by AI will play a significant
role in clinical practice.

However, these and similar advances face significant challenges. The
complexity of healthcare data, which includes high dimensionality and
heterogeneity, severely hampers model development and validation.
Furthermore, the nature of making decisions in healthcare requires
highly reliable and interpretable AI. These challenges have motivated
the development of more sophisticated approaches to model explanation
and uncertainty, which we discuss in the following sections.

2.2. Explainable AI (XAI)

XAl is a broad field encompassing a wide range of techniques,
methods, algorithms, and functions aimed at providing additional data
beyond the output of an Al system (whether it is an estimate, categorical
advice, recommendation, or content) to enrich and make this output
more understandable and, above all, “actionable” — that is, applicable to
the decision and choice of the best course of action by the human user
[33]. XAI enhances transparency by providing human-justifiable ex-
planations for model decisions, increases trust by defining confidence
levels, and improves the understanding of bias and fairness through
comprehensive model analysis [34]. The scope of XAI methods can
primarily focus on explaining individual data instances (local explain-
ability) or on understanding the model as a whole (global explainability)
[35].

XAI methods can be categorized based on the use, i.e., how the XAI
model is developed. One important differentiation is between ante-hoc
(intrinsic) explainability, where the model is designed to be inherently
interpretable from the outset (i.e., basing their prediction on explicitly
defined if-then rules), and post-hoc explainability, where explanations
are generated after the model has been trained. The ante-hoc models are
sometimes called intrinsically interpretable or transparent models, i.e.,
the decision tree model. Within the realm of post-hoc methods, a further
distinction exists between model-agnostic techniques [35]. Model-
agnostic techniques can be applied to any model regardless of its in-
ternal structure or architecture. These methods typically work by
analyzing the relationship between inputs and outputs without needing
to know the model’s inner workings. For example, permutation feature
importance, which measures the impact on model performance when a
feature is randomly shuffled, can be applied to any predictive model
[36]. In contrast, model-specific techniques are tailored to work with



M. Salvi et al.

particular model types or architectures. For instance, extracting decision
rules from a trained decision tree is a model-specific technique that le-
verages the tree structure. Similarly, analyzing weight matrices in neural
networks is specific to that class of models. While model-agnostic
methods offer flexibility and broad applicability, model-specific tech-
niques can often provide more detailed insights by exploiting the
model’s particular structure.

Finally, XAI methods can be categorized based on their focus: input-
based methods use backpropagation to link predictions directly to input
features, while parameter-based methods analyze the effect of input
perturbations on model outputs. The former includes gradient-based
techniques, while the latter encompasses various perturbation analysis
approaches [37]. Fig. 1 summarizes a typical Al framework that includes
XAI methods.

The landscape of the XAl method is diverse, with methods falling into
several main categories [33]. One prominent group is the attribution
methods, which aim to identify the input features that have the signif-
icant influence on a model’s predictions. Examples include LIME [38],
SHAP [39], and various saliency mapping techniques such as those
based on network gradients [40], Layer-wise Relevance Back-
propagation (LRP) [41], pattern attribution, and Randomized Input
Sampling for Explanation (RISE) [42]. These methods offer intuitive
explanations by highlighting the importance of different input compo-
nents, particularly for image and text data [43].

Another category is ante-hoc explainable, or transparent models,
designed from the ground up to be interpretable. Decision trees [44] and
linear models [45] are a prime example, and their inherent transparency
makes them a popular choice in domains like finance or medicine, where
interpretability is paramount [46]. Rule-based systems and rule
extraction techniques, both leveraging principles of symbolic Al, are
gaining renewed interest in the XAI context [47]. While both approaches
result in explainable models, they differ in their starting points: rule-
based systems begin with explicit rules, whereas rule extraction tech-
niques infer rules from existing models.

The third category is counterfactual and contrastive methods that
aim to make model predictions more understandable by explaining how
the predictions would change if the input were different [48,49,50].
Such methods offer clear explanations that closely match human causal-
based and/or case-based reasoning [51], by identifying which features’
perturbations would affect and change the models’ predictions (in this
sense, they are similar to attribution methods, which can also be used as
the basis for producing counterfactual explanations [52], though their
focus and the kinds of explanations they produce are different [53]).

Novel techniques, like attention mechanisms in neural architectures,
are being developed to address the shortcomings of existing methods

Data Model
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and provide more precise explanations [54]. Argumentation-based
frameworks, which treat rules as arguments to be reasoned over, are
another promising avenue for enhancing the interpretability of XAI
systems [55,56]. Concept-based learning algorithms, which explain
predictions in terms of human-understandable attributes or abstractions
[57,58] represent another active frontier of research in this field.

Recent advances in Large Language Models (LLMs) and generative Al
have introduced novel approaches to XAI in healthcare. LLMs can
generate natural language explanations of model decisions [59,60]. A
particularly promising development is Retrieval-Augmented Generation
(RAG), which enhances explainability by combining LLMs’ generative
capabilities with domain-specific knowledge retrieval. RAG can ground
model explanations in relevant medical literature and clinical guidelines
[61], providing evidence-based context for model decisions.

While these developments have advanced XAlI, several limitations in
understanding Al still exist. First, the deterministic explanations offered
by current methods frequently lack uncertainty measures, which could
lead to overconfidence during interpretations. Second, counterfactual
explanations can be challenging to validate in healthcare settings and
feature attribution techniques might not be consistent across similar
inputs. Finally, the trade-off between model interpretability and per-
formance continues to pose challenges for clinical implementation,
highlighting the need for more robust approaches.

2.3. Uncertainty quantification (UQ)

UQ is a critical aspect of DL that focuses on measuring the un-
certainties associated with the model’s predictions, providing a quan-
titative assessment of the model’s confidence and reliability [15]. UQ
can be defined as the process of determining the extent to which model’s
predictions may be uncertain or unreliable. The primary objectives of
UQ are to quantify the uncertainty considering both aleatoric (data-
related) and epistemic (model-related) uncertainties [16], as well as
other potential forms of uncertainty that cannot be easily reconciled
with these previous ones [62]. UQ identifies uncertain or unreliable
model instances, aiding users in interpreting outputs with appropriate
caution and enhancing transparency by effectively communicating un-
certainties [63].

Several approaches exist to quantify aleatoric uncertainty. Test-time
augmentation is one of the most popular methods, which perturbs im-
ages during inference to estimate uncertainty [64]. The model’s pre-
dictions from these variations are then combined to assess how
consistent the results are. Similar approaches include voting techniques,
which use both data variations and context to improve prediction ac-
curacy [65]. Another common method involves variance attenuation
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Fig. 1. Typical AI framework that includes XAI methods.
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techniques, which measure uncertainty by incorporating data-specific
variance into the model’s training process [66,67,68,69].

For quantifying epistemic uncertainty, a commonly used technique is
Monte Carlo dropout (MCD) [23]. This approach uses dropout layers
during inference; it performs multiple forward passes with different
dropout masks to measure variance among predictions, quantifying
epistemic uncertainty. More generally, model ensembles can be used in a
similar way to estimate models’ prediction variance. Similar results can
be achieved using model ensembles, where multiple models work
together to estimate prediction uncertainty. Another approach is
Bayesian neural networks, which introduced probability distributions
over the model’s weight [70]. In this way, these networks allow quan-
tifying epistemic uncertainty during inference time.

While most work on UQ focuses on disentangling between aleatoric
and epistemic uncertainty, other popular UQ approaches do not make
such a distinction [15]. Among these techniques, an increasingly pop-
ular technique is conformal prediction [71], which is a post-hoc UQ
method that quantifies uncertainty using ideas inspired by statistical
inference (in particular, confidence intervals) by creating a confidence
set with an associated p-value that quantifies the uncertainty about the
confidence set containing the correct prediction.

Interpreting and communicating uncertainty measures in DL models
is still difficult, even with the variety of UQ techniques available [72].
The absence of universal and standardized metrics for assessing the
accuracy and dependability of uncertainty estimates in DL models is one
of the significant drawbacks [16]. The uncertainty estimation produced
by various UQ techniques can differ and is often inconsistent, making
the UQ techniques challenging to validate and standardize in clinical
settings. Furthermore, uncertainty measures can be difficult to interpret
and use by clinicians [73]. Likewise, it can be challenging for healthcare
providers to evaluate the clinical relevance of uncertainty estimates
because the majority of UQ approaches only address the prediction
uncertainty without explaining its sources. These limitations highlight
the potential advantage of combining UQ with XAI techniques to offer
more practical and clinically significant insights.

3. Current challenges of XAI in Deep Learning models

Despite the advancements in XAI methods, several fundamental
challenges remain when applying them to DL frameworks [33]. One
challenge is that many XAI methods are overly quantitative and
perceived as objective and precise by users. However, they should rather
be associated with an honest measure of uncertainty to convey XAI
limitations [20]. For example, saliency maps (e.g., generated by
gradient-weighted class activation mapping (Grad-CAM), attention
mechanisms) can be calculated for different DL model layers, each
yielding different results and essentially complicating the interpretation
of the model’s inferences [74]. Another example is the use of probability
scores outputted by the model along with the class labels as a simple XAI
method. However, these scores can be misleading if the model is not
properly calibrated [75]. While Grad-CAM, attention, or probability
score maps can provide insights into a model’s general functioning or
highlight areas important in decision-making, they have limited prac-
tical utility as they often do not identify specific features or mechanisms
that drive model’s predictions [76]. This limitation is sometimes
referred to as the “white-box paradox”.

The varying nature of different healthcare tasks further complicates
these challenges. In detection or segmentation tasks, the model’s output
natively provides spatial information about the model’s operating,
making the interpretation and validation of XAI methods more
straightforward (and yet potentially even more misleading [77,78].
Classification tasks, however, present additional complexity as they
require specific methods to understand which features influenced the
model’s decision. This inherent characteristic of classification problems
makes them particularly relevant for studying the integration of XAI and
UQ methods, as robust uncertainty quantification becomes crucial for
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validating feature importance and model explanations.

To date, only a few XAI methods can provide a quantifiable degree of
uncertainty. One example is the conformal prediction, which, while
originally proposed only for UQ, can also be used as XAI [19,79]. In this
approach, the Al does not provide a single explanation, but rather a set
of explanations for which there is 95 % confidence that at least one
explanation associated with the optimal model is included [80,81]. The
interpretation is that the larger the set of possible explanations gener-
ated by conformal prediction, the less “certain” the model becomes,
indicating its uncertainty and suggesting that the user should acquire
more information (such as additional domain-specific features, tests, or
expert knowledge) to consider potential alternatives reliably. Another
approach involves systems that provide examples from the training data
similar to the analyzed input. This method, often called ’example-based
explanations’ or 'prototype selection’, helps users understand model
decisions by showing real instances that influenced the model’s pre-
diction. The number and diversity of examples provided can indicate the
level of uncertainty: if it provides only a few cases, the uncertainty is
low, and the support is strong; if it provides many diverse cases, the
uncertainty is high, and the support is the best effort [82].

Concept-based XAI methods aim to explain model decisions in terms
of high-level, human-understandable concepts rather than raw features,
bridging the gap between low-level model inputs and the abstract con-
cepts humans use to reason about problems. However, their develop-
ment is still in its early stages, with most work focused on classification
and regression problems [83]. Moreover, research examining the use of
concept-based explanations in real-world settings as synthesizing
meaningful concepts to human users presents significant challenges is
scarce. While some concepts are universally understood, others are more
subjective and can vary depending on the stakeholders involved, cul-
tural context, and domain-specific knowledge related to the training
data [84].

The trade-off between model performance and interpretability pre-
sents another challenge for XAI in DL [85,86]. In many cases, the most
accurate and robust models are those that are most complex and opaque
and, hence difficult to explain. Therefore, finding a balance between
model performance and its interpretability is crucial for the successful
application of XAl methods in real-world applications. For these reasons,
there is a pressing need for an integrated approach that combines XAI
and UQ techniques to address the challenges of interpretability and trust
in DL models.

4. Integrating UQ in XAI methods: Potential solutions

Integrating UQ with XAI techniques enhances DL model trans-
parency and trustworthiness through quantitative uncertainty measures.
By quantifying the uncertainty associated with XAI explanations, users
can better understand the model’s decision-making and assess the
credibility of the explanations [85]. One promising approach to inte-
grate UQ with XAl is to estimate the uncertainty of the extracted features
or saliency maps. This can provide additional insights into both the
robustness of the model’s predictions and the reliability of the salient
features identified by the XAI methods. Another potential avenue is to
incorporate uncertainty information directly into the XAI visualizations.
This can help prevent over-reliance on the explanations and promote a
more cautious and nuanced interpretation of the model’s outputs [5].

In the following subsections, we explore specific examples of how UQ
can be integrated with XAI methods, focusing on aleatoric and epistemic
uncertainty estimation. We also present illustrative case studies to
demonstrate the practical implementation and benefits of this integrated
approach.

4.1. Aleatoric uncertainty in XAI methods

Estimating the aleatoric uncertainty of XAl methods, like saliency
maps, provides valuable insights into prediction robustness and feature
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reliability during inference. One potential application is to assess the
reproducibility of XAI tools. Ideally, if the model’s predictions are
reproducible, it can be considered reliable, and the location of the most
relevant features should remain consistent even under large perturba-
tions of the input data.

This idea is particularly relevant to healthcare applications, where
aleatoric uncertainty is represented by inherent noise in medical imag-
ing, such as acquisition parameters, reconstruction methods, or image
quality. Data augmentation techniques can estimate the uncertainty in
feature attribution when using XAl methods in these situations. For
example, we can observe how the explanation (e.g., saliency maps)
changes across these perturbations by creating several versions of the
input image with slight rotations or different lighting conditions. A
measure of aleatoric uncertainty in the explanation itself is provided by
this variation. Fig. 2 illustrates the concept of integrating aleatoric un-
certainty in XAI frameworks. In this approach, the saliency maps ob-
tained from multiple augmented samples are compared to estimate the
uncertainty of the salient features.

In our recent work [87], we employed a similar approach and pro-
posed a quantitative indicator called Spatial Uncertainty Estimation
(SUE) to evaluate the repeatability of XAI tools during test-time
augmentation. The study focused on the binary classification of coro-
nary artery disease (CAD) using an ECG dataset [88] comprising 95,300
segments (80,000 healthy and 15,300 pathological segments). SUE
measures the spatial consistency of the salient features across multiple
augmented samples, providing a quantitative assessment of the reli-
ability of the XAI methods. A higher SUE value indicated high repeat-
ability of the XAI method, while a lower SUE value suggested potential
instability or uncertainty in the identified salient features.

Using a CNN-BiLSTM architecture, we achieved excellent classifica-
tion performance with 99.6 % accuracy, 99.8 % sensitivity, and 98.2 %
specificity on the test set. To validate the SUE metric, we performed test-
time augmentation using four different types of perturbations: Gaussian
noise, power line interference, motion artifacts, and electrode motion
artifacts. Our experiments showed a strong correlation between SUE and
prediction correctness. Table 1 summarizes SUE values for correctly and
misclassified samples under these perturbations, demonstrating that
correct classifications generally have higher SUE values than
misclassifications.

This approach not only evaluates the spatial location of the most
relevant features but also provides quantitative information about their
repeatability, enabling users to assess the reliability of the model’s
predictions. Moreover, this approach can be extended to medical image
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Table 1
SUE values for correctly classified and misclassified ECG data under different
perturbations in the test set (SUE: Spatial Uncertainty Estimation) from [87].

Type of SUE on correctly classified SUE on misclassified

perturbation instances instances

Gaussian noise 0.982 + 0.040 0.865 + 0.277

Power line 0.967 + 0.054 0.815 + 0.290
interference

Motion artifact 0.846 + 0.106 0.463 + 0.288

Electrode motion 0.834 + 0.107 0.476 + 0.294

analysis tasks, where the spatial consistency of salient features is crucial
for accurate diagnosis, prognosis and treatment planning.

4.2. Epistemic uncertainty in XAI methods

Quantifying epistemic uncertainty of extracted features offers in-
sights into prediction reliability and explanation consistency. Reliable
predictions should show minimal variation in the spatial location of
features. Fig. 3 illustrates an example of estimating the epistemic un-
certainty of XAI methods in image processing.

Epistemic uncertainty arises from a lack of knowledge about the
model or the data. When a model encounters new, unseen data that
differs from its training set, the epistemic uncertainty can increase,
indicating that the model is less confident in its predictions. This can
help identify areas where the model might be biased. For example, if a
model trained primarily on data from one demographic group shows
high epistemic uncertainty when applied to a different demographic,
this suggests that the model may be biased toward the characteristics of
the original group. In such cases, we propose using ensemble methods or
Monte Carlo dropout not only to quantify prediction uncertainty but also
to assess the stability of explanations. By generating multiple explana-
tions through different model configurations, we can identify which
features consistently contribute to the prediction and which ones show
high variability, indicating areas of model uncertainty.

This approach is especially crucial in healthcare because under-
standing the lack of model’s confidence can prevent potentially harmful
decisions. For instance, in diagnostic imaging, regions of an image that
show high variability in feature attribution across ensemble members
may indicate areas where the model’s reasoning is less reliable due to
limited training data. For example, we considered the SARTAJ dataset
[89], which comprises 3,264 brain MRI images categorized into four
classes (no tumor, pituitary tumor, meningioma tumor, and glioma
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tumor). The dataset was divided into training (2,437 images, 74.7 %),
validation (433 images, 13.3 %), and test sets (394 images, 12 %). We
then trained a simple classification network (ResNet50) and performed
inference on the test set. For the MC dropout implementation, we added
dropout layers (rate = 0.5) after each residual block in the ResNet50
architecture and performed 20 stochastic forward passes during infer-
ence. This setup enabled us to generate multiple Grad-CAM heatmaps for
each test image, providing a robust framework for uncertainty assess-
ment. Incorporating uncertainty into the Grad-CAM heatmaps can lead
to the quantification of the relevant regions that are certain versus those
that are uncertain. Evaluating saliency can offer users more robust and
reliable explanations, enhancing trust in the model. A cautious Al
approach could involve the model refraining from predictions if the
feature repeatability score is low, regardless of the confidence score.

To quantitatively assess the uncertainty in feature attribution, we
computed the average Spearman correlation coefficient between sa-
liency maps generated through MC dropout and those obtained from
traditional inference. This correlation analysis measures spatial consis-
tency in feature importance across different model configurations. High
correlation values can indicate strong spatial reproducibility of salient
regions, suggesting low epistemic uncertainty in feature localization.
Conversely, low correlation values can suggest high variability in
feature attribution, indicating regions where the model’s reasoning may
be less reliable. Our analysis revealed that correctly classified samples
typically showed higher correlation coefficients (mean p = 0.76 + 0.08)
compared to misclassified samples (mean p = 0.54 + 0.12), providing
quantitative evidence that epistemic uncertainty in feature attribution
can help identify potentially unreliable predictions.

Fig. 4 compares the Grad-CAM heatmaps between a correct and an
incorrect prediction of the network, also showing the model’s proba-
bility scores for the predicted class labels. It can be observed that the
Grad-CAM heatmaps calculated using MCD are highly repeatable in the
case of correct classification (Fig. 4a), while they tend to exhibit sig-
nificant variability for misclassified samples (Fig. 4b). This aspect
cannot be inferred from a single Grad-CAM heatmap alone. In some
cases, the probability score provides contradictory results, with high
confidence observed in both misclassified and correctly classified
samples.

This example demonstrates the estimation of epistemic uncertainty
using MCD, but it can be extended to other approaches for epistemic
uncertainty estimation, such as Bayesian neural networks or ensemble
models. Once the heatmaps are extracted, a correlation value can be
calculated with respect to the average heatmap or the heatmaps of in-
dividual inferences to obtain quantitative information about the
repeatability of these XAI tools [90].

5. Discussion

As a position paper, our work aims to bridge the theoretical gap
between XAI and UQ methods, presenting a conceptual framework for
their integration in healthcare applications. The integration of XAI and
UQ methods holds the potential for enhancing the transparency, reli-
ability, and trustworthiness of DL models. This integrated approach
enables healthcare providers to better evaluate when to rely on Al
predictions: while XAI methods, such as saliency maps and other pixel-
attribution methods [77], highlight relevant diagnostic areas, UQ
simultaneously provides confidence measures for these interpretations
[20]. This dual information helps clinicians make more informed de-
cisions about when to trust model predictions and when additional
clinical investigation might be warranted, so as to increase appropriate
reliance [91]. Such integration is particularly valuable in complex cases
where model uncertainty signals may indicate the need for supple-
mentary tests or expert consultation.

One of the key advantages of this integrated approach is its ability to
mitigate potential biases in user interpretation. When XAI methods are
used in isolation, there is a risk that users may perceive the explanations
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as objective and precise, leading to overconfidence in the model’s de-
cisions. For instance, saliency maps generated using different techniques
or at different layers of a DL model can yield varying results, making it
challenging to assess the trustworthiness of the explanations [92,93].
However, by incorporating uncertainty measures, users are encouraged
to adopt a more cautious and nuanced interpretation of the model’s
outputs, acknowledging the limitations and potential variability of the
explanations [5]. This holistic approach to explainability and UQ can
foster a deeper trust in the model’s outputs and facilitate the adoption of
DL models in healthcare applications [85]. Fig. 5 depicts our vision of
this integrated approach.

The examples provided in this paper, such as estimating the uncer-
tainty of saliency maps using aleatoric and epistemic uncertainty,
demonstrate the practical benefits of integrating UQ into DL prediction
pipelines. By evaluating the spatial consistency and repeatability of
salient features across multiple perturbations or model inferences, users
can assess the reliability of the model’s predictions and the robustness of
the explanations. Moreover, the integration of XAI and UQ methods can
be extended beyond saliency maps to other XAI techniques, such as
occlusion maps, activation maximization, RISE, and LRP interpretation
of learned features.

We envision that clinical practice will be significantly impacted by
the use of XAI combined with UQ techniques. This combination can
empower clinicians providing a better understanding of the model’s
predictions. Likewise, by providing uncertainty-aware explanations,
XAl-supported decision-making can be more trustworthy. Such expla-
nations can be helpful in diagnostic imaging (radiology and digital pa-
thology) to flag image regions as the potential source of uncertainty and
prompt a more careful evaluation. As a result, diagnostic errors can
decrease and the effectiveness and reliability of clinical decision-making
can increase. Remarkably, the combination of XAI and UQ complies with
new legal standards for Al in healthcare, especially those pertaining to
reliability and transparency. Our method offers a framework for satis-
fying regulatory bodies’ growing demands for explainable and reliable
Al systems while maintaining high-performance standards.

While our study shows promise and benefits of combining XAI and
UQ, several limitations should be acknowledged. First, our preliminary
analyses focused on saliency maps, which represent one of many
possible XAI methods, and future research should investigate the inte-
gration of UQ with other XAI techniques, such as LIME, SHAP, and
counterfactual explanations. Furthermore, when integrating UQ with
specific XAI methods, it’s important to recognize that uncertainty can
only be quantified for the aspects the XAI method actually explains. For
instance, with saliency maps, while UQ can assess uncertainty in feature
localization, low localization uncertainty does not guarantee correct
predictions, as the model might consistently identify but misinterpret
relevant features. Second, while we primarily addressed classification
tasks due to their unique explainability challenges, the framework could
be extended to other medical imaging tasks such as detection, segmen-
tation, and image generation. Third, the proposed basic metrics (SUE
and Spearman correlation) to quantify XAI uncertainty may not gener-
alize across all applications and XAI and UQ combinations. Given the
diversity of healthcare applications, developing more standardized and
comprehensive evaluation metrics remains a significant challenge.
Additionally, while we present separate pipelines for the electrocar-
diogram and magnetic resonance applications, modern healthcare Al
systems increasingly rely on multimodal data integration [94]. Future
research should explore how uncertainty-aware explanations can be
extended to multiple data modalities, as this presents additional chal-
lenges for both UQ and explanation generation.

It is important to recognize that quantifying the uncertainty of XAI
methods is essential to mitigate potential biases in user interpretation.
These tools should be viewed as a collaborative rather than a competi-
tive workflow, highlighting the complementary nature of XAl and UQ as
“two sides of the same coin”.
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